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Overview  

 

 

 

Overview:   
 

Your very first experience in life, even before being 

reunited with your mother at birth, is for most people, 

a standardized test. 

 

In 1953, Virginia Apgar, MD, proposed a new method 

of evaluation of newborn infants, which became 

known as the Apgar score (Apgar, 1953).  The Apgar 

score is based on five signs (Appearance, Pulse, 

Grimace, Activity, Respiration), assessed within the first 

60 seconds after the birth of a baby. Each sign is 

scored with 0, 1 or 2. The Apgar score is used to 

quickly summarize the health of a newborn child. A 

low score indicates that the baby requires medical 

attention. It is not designed to predict long-term 

health issues. 

 

The Apgar score has become part of standard care 

during the delivery of a baby, used routinely by 

physicians, nurses and midwives (Finster, 2005). It is a 

good example of how tests, such as the Apgar score 

have become part of everyday life.  

 

Each of us will complete hundreds of standardized 

tests over the course of our lifetimes, for a variety of 

purposes, including education, health and mental 

health, as well as employment.   

 

A recent study estimated that an average student in 

school is currently expected to take some 112 tests 

between pre-K and grade 12, which require between 

20 and 25 hours of classroom time each year (Hart et 

al. 2015). This was in addition to any tests, midterms or 

exams that students were required to write for those 

subjects.  

Seventy-five percent of parents think that it is 

important to regularly assess whether their children are 

on track to meet state academic goals. However, a 

recent poll found that 49 percent of parents think 

there is too much standardized testing in schools, 

which underscores the complex attitudes towards 

testing and the importance of finding striking a 

balance between what is done and how much of it is 

done (Lazarin, 2014). Most recently, some US states 

has passed laws limiting the amount to time that can 

be allocated to testing students. In May of 2017, the 

More Learning, Less Testing Act was signed into 

Law, limiting mandated testing to just 2.2% of 

classroom time in public schools, which translates to 

about 23.8 hours in elementary and middle schools 

and 25.7 hours in high schools. This eliminates 730  

 

 

 

 

hours of standardized testing across 17 districts each 

year.  

 

The newest frontier for psychometrics is the rapidly 

emerging field of internet-based data analytics. 

Massive amounts of data are being collected from 

individuals as they browse hundreds of websites, 

upload pictures and video, or utilize any number of 

phone apps, including productivity applications that 

run in the background extracting information form 

email, agenda and word processing programs. This 

information is currently being used to predict your 

behaviour and attitudes in a variety of domains, and 

influence what you purchase and how you vote.  

     

Goal of this book: 

 

The goal of this course and book is twofold, first, to 

teach the basic concepts in the field of psychometrics, 

and second, to communicate the excitement that has 

captivated students, instructors and researchers for 

over a hundred years.  

 

To define and measure a concept is the foundation of 

all knowledge. Only after measuring a concept 

rigorously can one truly say that they know the nature 

of what it was one had hoped to understand. 

 

No other field of psychology is as exciting or 

important. 

  

  



Chapter 1: Historical Background  

 

Psychometrics: A conceptual approach (do not quote or repost)       ©2019 D. A. Santor |  1 

 

Chapter 1: Historical Background 
 

The foundations of modern psychometrics and 

psychological testing were established around the turn 

of the 19th century, by Alfred Binet (1857 - 1911) in 

France and Francis Galton (1822 –1911) in England.  

 

Both Binet and Galton played seminal roles in 

establishing psychometrics as a discipline and in the 

manner in which scales continue to be developed and 

evaluated today.  Each addressed fundamental 

problems in how we define and operationalize (i.e., 

measure) concepts, such as intelligence, as well as the 

quantitative tools, such as correlations and analysis of 

variance, that we continue to rely on today.  The goal 

of this chapter is to understand contributions that both 

Binet and Galton made to psychometrics, as well as to 

understand the importance of the solutions they 

developed in tackling extremely practical problems.   

 

Alfred Binet (1857-1912) 
 

Alfred Binet was born as 

Alfredo Binetti in Nice, 

which at that time was 

part of the Kingdom of 

Sardinia. He was the only 

child of a physician father 

and an artist mother. His 

parents separated when 

he was young, after which 

Binet moved to Paris with 

his mother. He initially 

attended law school and earned his degree in 1878. He 

had planned on going to medical school but decided 

that his interest in psychology was more important.  

 

At the time, there was no formal curriculum or course 

of study for psychology.  This meant that Binet, like 

Galton, was largely self-taught, learning from books 

written by others, such as John Stuart Mill. It was in 

1883, at the age of 26, that he obtained his first formal 

position as a researcher at a neurological clinic in the 

Salpêtrière Hospital, in Paris, where he worked until 

1889.   

 

During these six years, Binet became interested in 

hypnotism in and was heavily influenced by Charcot. 

Binet published four articles about Charcot's work, 

which was later heavily criticized and eventually 

refuted, forcing Binet to make an embarrassing public 

admission that he had been wrong in supporting his 

teacher. 

 

As a result, Binet resigned from La Salpêtrière, in 1890.  

However, a year later, in 1891, a position became 

available at the Laboratory of Physiological Psychology 

at the Sorbonne. He worked for a year without pay 

and by 1894 took over as the director. 

 

Educational reforms in France 

 

In the late nineteenth century, important 

developments had begun emerging throughout 

France, as a result of the French Revolution, that would 

have far-reaching effects for education and 

psychology.  For the very first time, education became 

required by law (1882) in France.   

 

“…primary education is compulsory for all children, 

of both sexes, from the age of 6 years until 13 

years. Blind and deaf children were recognized and 

excluded, but all other children were deemed equal 

under the law: if the child was healthy, then the 

child would be going to school. “ 

 

This was a ground-breaking development in 

education, which would require massive intervention 

on the part of the state, to ensure that every child 

would benefit from education, even those who for 

whatever reason were experiencing difficulties 

following the curriculum.  

 

Not surprisingly, accommodating all students, who 

may have any type of a number of difficulties, caused 

considerable strain on teachers.  Despite the laudable 

goal of the new legislation, teachers experienced 

considerable difficulties accommodating students of 

diverse backgrounds and abilities, which eventually 

resulted in a growing number of complaints from 

teachers and administrators.  

 

In response, Socialist Senators Léon Bourgeois (1851–

1925) and Paul Strauss (1852–1943) demanded that the 

government take action. The Minister of Public 

Education, Joseph Chaumié (1849–1919), then 

requested that the Inspector General of Public 

Education, Marcel (Maurice) Charlot (18..?–1921), 

initiate an inquiry—from an educational, rather than a 

medical, point of view—regarding the situation faced 

by these otherwise-healthy children. 

 

Two Proposals 

 

Two competing proposals were put forward to address 

the challenge of teaching students with diverse 

difficulties and abilities, one from a psychiatrist and 

one from a psychologist.  

 



Chapter 1: Historical Background  

 

Psychometrics: A conceptual approach (do not quote or repost)       ©2019 D. A. Santor |  2 

 

The first proposal came from Désiré-Magloire 

Bourneville (1840–1909), a psychiatrist at the Bicêtre 

hospital. He recommended what would amount to the 

medicalization of learning difficulties in schools if the 

proposal was adopted. He advocated special classes 

for healthy “abnormal” children who may require 

assistance who would be identified using standard 

medical tests by physicians, screening actively for all 

those invisible “abnormal” children who were hidden 

amongst the healthy in “normal” schools.  

 

Were this proposal to be accepted, a new educational 

infrastructure would be needed inside the existing 

medical system, which would be located within the 

system of asylums for students judged to be 

“educationally untreatable.” In addition, a new system 

of special schools would be required for those less 

severe “educationally unwell” students, who would still 

fall under the expert care of medical professionals. In 

short, this proposal if adopted would have seen the 

medicalization of any and all school learning 

difficulties.  

 

At this same meeting, however, Alfred Binet—then 

president of the Société Libre pour l'Étude 

Psychologique de l'Enfant (SLEPE) [Free society for the 

psychological study of the child]—presented a 

competing proposal. This proposal summarized his 

recent work on a new non-psychiatric method to 

detect children who were healthy but still “behind” 

(arriéré) in their level of intelligence (Binet & Simon, 

1905d).  

 

Binet's goal was to show that psychologists could play 

a role in the difficulties experienced by children. 

However, he advocated an approach that viewed 

student difficulties as amenable to treatment which 

could be delivered in collaboration with educators and 

therefore keep the identified children in schools. 

Binet’s proposal stood in direct contradiction to the 

proposal advanced by Bourneville (who sought to 

remove the children to his profession's care). In short, 

Binet's proposal was different not only in terms of the 

methods used but also in the theoretical approach to 

these difficulties.  

 

Specifically, Binet argued that three different 

approaches must be used, namely: 

 

1. A medical approach, examining anatomical, 

physiological, and pathological signs of intellectual 

inferiority (p. 509); 

2. A pedagogical approach, evaluating intelligence 

based on acquired knowledge (p. 509); and 

3. A psychological approach, based on observation 

and the measurement of differences in intelligence 

(pp. 508–509). 

 

 

The Final Proposal 

 

The final proposal was adopted on January 29, 1904, 

by the committee who voted in favour of Binet’s 

approach. The final resolution read as follows.  

 

1. That in primary schools, the children judged as being 

resistant to education, teaching, or discipline will not 

be expelled without first being submitted to a medico 

pedagogical examination; 

 

2. That these children, if identified as abnormal but 

treatable, will be grouped in a special class attached to 

the school, or in a special establishment [created for 

that purpose]; 

 

3. That as a demonstration, a special class for 

abnormal but treatable children would be opened at 

this time in one of the schools in Paris, specifically in 

the Jenner Street School, near the Salpêtrière. 

(Translated edition of Louette, 1904, p. 407) 

 

 

Challenges 

 

The proposal was purposefully vague in a number of 

key areas that remained to be worked out, the most 

important of which was how to identify students.  At 

the time, the medical community characterized 

intellectually poor students as (a) “idiots,” (b) those less 

impaired as “imbeciles,” and (c) those only “mildly 

impaired” by a variety of names, including the generic 

term “feebleminded.”   

 

Although these categories were generally 

acknowledged and agreed upon by physicians, these 

categories had no clear and universally accepted 

boundaries or criteria by which a student could be 

reliably designated as feebleminded or as an imbecile. 

Indeed, an “idiot” in one institution could easily be an 

“imbecile” in another.  Despite, a proliferation of case 

descriptions; no single standard system of diagnosis 

and classification had yet to emerge.  

 

 

Binet’s Solution 

 

To address this short-coming, Binet and Simon (1905a) 

introduced and emphasized a new psychological 

approach based on observation of student abilities, 

which for the first time explicitly describe the features 
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of each category.  This is perhaps the first time that a 

concept or construct was operationalized with explicit, 

concrete tasks, on the basis of which inferences would 

be made about the presence of a construct.  

 

 

The first version of the test 

 

The first version of the Binet-Simon test (1905a) was 

published in July 1905. This test introduced for the first 

time the method of classifying individuals based on 

their responses to questions that were ordered from 

easiest to most difficult, which has since characterized 

virtually all subsequent tests of intelligence.  

 

 

Scale construction 

 

Items or “tasks” used in the test were based on Binet’s 

many years of observing children in natural settings. 

Children were asked to perform tasks, such as 

identifying and explaining the use of common objects, 

repeating numbers or short phrases by memory, 

finding rhymes, or formulating a coherent response to 

an abstract question, until they could not complete 

tasks correctly. In this way, all levels of intellectual 

deficit could be assessed in a replicable and coherent 

fashion. If a child could not achieve a certain level, 

then they would be grouped with other students at the 

same level and provided the same curriculum that was 

commensurate for that level of performance. 

 

Binet’s scale consisted of thirty tasks of increasing 

difficulty. The easier ones could be completed by 

almost everyone. Some of the simplest test items 

assessed whether or not a child could follow a beam 

of light or talk back to the examiner. Slightly harder 

tasks required children to point to various named body 

parts, repeat back a series of two digits, repeat simple 

sentences to trace drawings (see below) for memory, 

or to define words like house, fork or mama.  

 

 

 
 

Figure 1: Item from the Binet-Simon test that was typically 

completed without difficulty by children aged 4 to 5. 

 

More difficult test items required children to articulate 

how pairs of objects differed or reproduce drawings 

from memory or construct sentences from three given 

words such as "Paris, river and fortune." The hardest 

test items included asking children to repeat back 

seven random digits, find three rhymes for the French 

word " obéissance " and to answer questions, such as 

"My neighbor has been receiving strange visitors. He 

has received in turn a doctor, a lawyer, and then a 

priest. What is taking place?" (Fancher, 1985). 

 

Reproduction of an item 

from the 1908 Binet-Simon 

intelligence scale, showing 

three pairs of pictures, about 

which the tested child was 

asked, "Which of these two 

faces is the prettier?"  

 

Reproduced from the article 

"A Practical Guide for 

Administering the Binet-

Simon Scale for Measuring 

Intelligence" (Wallin, 1911). 

 

 

 

Use of normative comparison groups: 

 

Binet and his colleagues Simon then tested their items 

on a sample of fifty children, ten children from five 

different age groups. These children were identified by 

their school teachers as being “average for their age” 

and would be used as a comparison or normative 

group against which other students with suspected or 

unidentified difficulties would be evaluated. This was 

the first time that a normative group was used for the 

purposes of testing and making decisions about 

whether an individual student had difficulties.  

 

One of the limitations of this approach concerns the 

manner in which the “normative group” is and was 

selected. What biases would you be concerned about 

if the selection of students was left to teachers of 

students from Paris? 

 

 

Definition of Mental Age: 

 

For the practical use of determining educational 

placement, the score on the Binet-Simon scale would 

reveal the child's mental age. For example, a six-year-

old child who passed all the tasks usually passed by 

six-year-olds—but nothing beyond—would have a 

mental age that exactly matched his chronological age 

of six years (Fancher, 1985). 
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Theory of intelligence  

Binet did not articulate a formal definition about the 

nature of intelligence. But he expressed his beliefs 

about the nature of intelligence, what he thought the 

test measured as well as his concerns about the 

limitations of his scale. Indeed, Binet believed that 

intellectual development progressed at variable rates 

and could be influenced by the environment; 

therefore, intelligence was not based solely on 

genetics, was malleable rather than fixed, and could 

only be found in children with comparable 

backgrounds (Siegler, 1992).  

 

In this sense, Binet’s beliefs about intelligence included 

both our contemporary ideas about intelligence, 

namely that it is inherited, but also the idea that 

intelligence could be acquired, which is much closer to 

our ideas about Achievement Testing.  

 

  
 

Whether or not intelligence tests measure innate ability 

or acquired knowledge remains an important issue to 

consider.  

 

 

Binet's concern:  

Even before the widespread use of his scale, Binet was 

concerned about the misuse and misunderstanding of 

the scale. According to Binet, the scale was designed 

with the sole purpose of identifying students who 

could benefit from extra help in school.  In this way, 

the scale was not intended to be used as a tool to rank 

all students according to mental ability.  Binet believed 

that low scores on his test (i.e., low IQ scores) indicated 

the need for more teaching, and not an inability to 

learn. 

 

Binet reasoned that “the scale ... did not allow one to 

measure intelligence, because intelligence cannot be 

measured as linear surfaces are measured.”   He 

worried that IQ measurement would be used to 

condemn a child to a permanent “condition” of 

stupidity, this negatively affecting his or her education 

and livelihood: 

 

“Some recent thinkers [have affirmed] that an 

individual's intelligence is a fixed quantity, a quantity 

that cannot be increased. We must protest and 

react against this brutal pessimism; we must try to 

demonstrate that it is founded on nothing.” 

 

This view is both an ethical position, namely that the 

scale should not be misused, but also a theoretical 

one, namely that the scale cannot be used to measure 

intelligence in the manner in which it would later be 

used.  The nature of IQ, for Binet, is much closer to 

what we would consider achievement, rather than an 

individual’s IQ, which we believe to be innate.   

 

 

American Translation by Henry Goddard 

 

News of this approach soon reached the United States. 

Binet’s scale was quickly translated into English and 

modified by the American researcher, Henry Goddard.  

 

Henry Herbert Goddard (1866–1957) graduated from 

Haverford College in 1888 where he played football 

and later completed a doctorate degree in psychology 

at Clark University in 1899.  After teaching at West 

Chester State Normal School in Pennsylvania for 

several years, Goddard got the chance to move into a 

full-time research position.  

 

Dr. Goddard was invited by the superintendent of the 

New Jersey Training School for Feeble-Minded Girls 

and Boys, in Vineland, N.J., to join the school as 

director of research. He was charged with the task of 

studying of feebleminded children and became 

interested in discovering ways to assess children's 

intellectual functioning.  With little experience or 

training in this area of research, Goddard made a two-

month trip to Europe in 1908 to study methods other 

researchers used in working with mentally challenged 

children.  

 

It was there that he learned of the intelligence test that 

French psychologist Alfred Binet had developed a few 

years earlier. Upon his return to New Jersey, Goddard 

translated the Binet test and began to use it with the 

Vineland children as well as children from public 

schools. 
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In December 1908, Goddard published his version of 

the scale, which appeared as "The Binet and Simon 

Tests of Intellectual Capacity." Use of the test spread 

rapidly, largely due to Goddard's eager promotion. 

Goddard quickly convinced American physicians to use 

the test and by 1911, had introduced the test to public 

schools. By 1913, he had begun testing immigrants at 

Ellis Island, and in 1914, Goddard became the first 

psychologist to introduce evidence from Binet tests in 

a court of law.  Psychology and the assessment of 

intellectual difficulties would be forever changed.  

 

 

Adoption by the US Surgeon General's Office  

 

The interest in screening for a range of difficulties 

quickly spread beyond education to the other groups 

of individuals including American army recruits.  

Observers from previous wars and conflicts had 

witnessed the high incidence of psychiatric battle 

casualties in the British and French armies and were 

anxious to avoid such losses when America entered 

the war in April 1917.  

 

In 1917, Thomas Salmon (Salmon, 1917) recommended 

screening to exclude “insane, feebleminded, 

psychopathic and neuropathic individuals from the 

forces “to “reduce very materially the difficult problem 

of caring for mental and nervous cases in France, 

increase the military efficiency of the armed forces and 

save the country millions of dollars in pensions.” 

 

Prior to this screening program, only those recruits 

who demonstrated difficulties in combat and which 

had come to the attention of their commanders were 

referred for assessment. However, this all changed in 

WWI, when the Surgeon General's staff began to 

administer intelligence and personality tests to most of 

the some two million recruits of the American 

Expeditionary Force.  The goal of testing was to (a) 

exclude those of low intelligence but also to assess 

their abilities and potential and (b) vulnerability to 

mental illness.  

 

The first mass administration of IQ testing involved 

some 1.7 million soldiers during World War I. Recruits 

were administered group intelligence tests which took 

about an hour to administer. Testing options included 

the Army alpha, a text-based test, and Army beta, a 

picture-based test for non-readers. 25% could not 

complete the Alpha test. The examiners scored the 

tests on a scale ranging from "A" through "E." Recruits 

who earned scores of "A" would be trained as officers 

while those who earned scores of "D" and "E" would 

never receive officer training.  

However, results of screening test were somewhat 

disappointing.  Testing identified some 8,648 recruits 

who were judged to be unacceptable on the grounds 

of their intellectual shortcomings. However, testing 

also estimated that the average mental age of 

American army recruits was just a little bit more than 

an adolescent of no more than thirteen years of age – 

at least four or five years lower than their actual age. 

This alarming result lead to unprecedented desire for 

self-improvement, which lasted until the stock market 

crash in 1929. 

 

 

Psychiatric testing: 

 

In addition to being tested for intellectual capacity, 

American army recruits were also assessed for their 

mental wellbeing (Salmon, 1917). Indeed, during World 

War I, some 72,000 (2%) US recruits were rejected on 

neuropsychiatric grounds either when enlisting or 

during. Draft boards screened out 15.1 men per 1000 

registrants (1.5%) for a variety of mental disorders, 

while a further 0.5% was discharged at their first 

military posting. 

 

Follow up analyses by the army in February 1919, 

revealed that 4039 servicemen had been discharged 

from the American Expeditionary Force in France with 

psychological disorders and that some 3181 soldiers 

had still been sent overseas against psychiatric advice. 

  

Unfortunately, no attempt was made to discover how 

many of the deployed men who had failed the 

screening tests were among the 4039 evacuated to 

the United States. Similarly, no follow up was ever 

conducted to discover what proportion of the 3181 

who were wrongly sent overseas performed well when 

in battle.  

 

While it was later acknowledged that testing failed to 

predict how well soldiers performed in battle, this first 

attempt to quantify personality was hailed as 

evolutionary by psychologists. Testing implied that 

human personality was measurable which by 1930s 

lead to the further development of other tests and 

measures including Hermann Rorschach's inkblots 

(1942) as well as the Minnesota Multiphasic Personality 

Index (Schiele, Baker, & Hathaway, 1943) to name just 

a few.  
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Francis Galton (1822 –1911) 
 

Galton was a childhood genius, 

who during his lifetime, made 

important contributions in 

many fields of science, 

including meteorology (the 

anti-cyclone and the first 

popular weather maps), 

statistics (regression and 

correlation), psychology (the 

study of individual differences), 

biology (the nature and mechanism of heredity), and 

criminology (fingerprints).  

 

According to several accounts, Galton was reading by 

the age of two; knew some Greek, Latin and long 

division by age five, and by the age of six had moved 

on to adult books, including Shakespeare, which he 

read for pleasure, and poetry, which he quoted at 

length (Bulmer 2003, p. 4). Galton attended King 

Edward's School in Birmingham but balked at the 

narrow classical curriculum and left school at age 16.  

 

Galton’s parents subsequently pressured him to enter 

the medical profession, and he studied for two years, 

but later continued with mathematical studies at Trinity 

College from 1840 to early 1844.  A severe nervous 

breakdown altered Galton's original intention to try for 

honors. He elected instead to take a "poll" (or pass/fail) 

B.A. degree, like his half-cousin Charles Darwin 

(Bulmer 2003, p. 5). Galton then briefly resumed his 

medical studies. The untimely death of his father in 

1844 had left him emotionally destitute, but financially 

independent. Galton then terminated his medical 

studies entirely, and turned to foreign travel, sport and 

technical invention. 

 

 

Influence of his half-cousin, Charles Darwin. 

 

All of this soon changed. Following the publication of 

The Origin of Species by his half-cousin, Charles, in 

1859, Galton focused on one of his many interests in 

assessing and understanding human traits and abilities. 

Galton soon became to be gripped by the work of this 

cousin, Darwin, especially the first chapter from the 

Origin of Species on "Variation under Domestication," 

concerning the breeding of domestic animals. 

 

As a result, Galton ended up devoting much of the 

rest of his life to exploring variation in human 

populations and its implications, at which Darwin had 

only hinted. Galton was the first to apply statistical 

methods to the study of human differences and 

inheritance of intelligence and introduced the large-

scale use of questionnaires and surveys for collecting 

data on humans, which he needed for his 

anthropometric studies. 

 

 

Obsession with the nature of data 

 

Central to all of these interests and disciplines was his 

near obsession with collecting and understand the 

variability and nature of data.  This required and 

resulted in methods for the large-scale collection of 

data (he would set up booths at state fairs and even 

charge participants a small fee), the discovery of 

statistical properties (such as the normal distribution), 

and the invention of statistical techniques for 

describing and understanding the data. 

 

 

Galton the keen observer 

 

More than any other individual at that time, Galton 

was interested in the nature of numbers as a discipline 

of study in and of itself.  

 

In 1906, while visiting a livestock fair, Galton stumbled 

upon an intriguing contest. An ox was on display, and 

the villagers were invited to guess the animal's weight. 

Some 800 people made guesses, but surprisingly no 

one guessed the correct weight, which was 1,198 

pounds.  

 

Key contributions of Binet: 

 

1). Development of scales for very specific practical 

purposes, namely the identification of “mentally retarded” 

students 

2) Formal operationalization of constructs, e.g., the real-

world features of learning difficulties were concretely 

described.  

3) Adaptations to address short comings of measurement 

in other subgroups, namely the development of non-

verbal forms of the test for specific populations 

4) Influence of theory on the nature and use of the test, 

Binet viewed intelligence as partially innate and partially 

acquired, as opposed to subsequent theorists, such as 

Terman. 

5) Classification of students with difficulties was done on 

the basis of a test score rather on the  

impressions or opinions of doctors.  

6) Development of the idea of a person’s mental age as 

different from the person’s chronological age. 

7) Development and use of a normative group for the 

purposes of identify individuals with difficulties or deficits.  

8) Dominance of psychology in the domain of testing 
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Galton calculated what we would call the median score 

believing that “the middlemost estimate expresses the 

vox populi, every other estimate being condemned as 

too low or too high by a majority of the voters" which 

was 1,207 pounds. To his surprise, this was within 10 

pounds of the true weight measured by the judges.  

Soon afterwards, Galton acknowledged that the mean 

of the guesses, at 1,197 pounds, was even more 

accurate than the median.   

 

In fact, the average guess for the weight of the ox was 

1197 pounds, which missed the actual weight of the ox, 

1207 pounds, by less than 1% of the actual weight. 

What is important about this was the distribution of 

the errors in the guesses made by villagers.  Galton 

originally had hypothesized that the median, rather 

than the mean, would be a better estimate of the 

actual, true weight, given that the median would be 

less influenced by large errors. Although well-

reasoned, given that the median in fact is less 

influenced by extreme scores, the fact that the mean 

and not the median was, in fact, more accurate says 

something important about the distribution of error, 

which Galton immediately realized, namely that both 

over-estimates as well as underestimates were more or 

less evenly distributed. Indeed, for every person that 

overestimated the actual weight, by whatever amount, 

there was, in general, another person who 

underestimated the actual weight by an equal amount.  

 

For Galton, this was mesmerizing – how was it possible 

that the mean score of a large group of people, who 

made independent guesses, all of whom were wrong, 

could produce a set of guesses, that when averaged, 

were essentially accurate?  

 

Galton studied and explored the nature of distributions 

of scores in countless data sets, collected from all 

areas of nature, which repeatedly lead him to the 

same observation, namely that any dataset would 

display similar kinds of disruptions or deviations, each 

with the same general properties, which became 

known as the normal distribution.   

 

 

The law of error 

 

Galton was so impressed with the regularity of the 

distribution of scores—no matter where the data came 

from—that he viewed this as a law of nature, which he 

called the Law of Error.  He wrote: 

 

“I know of scarcely anything so apt to impress the 

imagination as the wonderful form of cosmic order 

expressed by the “law of error”. A savage, if he could 

understand it, would worship it as a god. It reigns with 

severity in complete self-effacement amidst the wildest 

confusion. The huger the mob and the greater the 

anarchy, the more perfect is its sway. Let a large 

sample of chaotic elements be taken and marshaled in 

order of their magnitudes, and then, however wildly 

irregular they appeared, an unexpected and most 

beautiful form of regularity proves to have been present 

all along. Arrange statures side by side in order of their 

magnitudes, and the tops of the row will form a 

beautifully flowing curve of invariable proportions; each 

man will find, as it were, a pre-ordained niche, just of 

the right height to fit him, and if the class-places and 

statures of any two men in the row are known, the 

stature that will be found at every other place, except 

towards the extreme ends, can be predicted with 

precision.” 

 

Today, we take this an absolute given – that most 

datasets, most of the time, are normally distributed 

(i.e., have distributions which are bell-shaped and 

symmetrical). We are no longer impressed or amazed 

when this is observed. But understand, for Galton and 

his contemporaries, this was first and foremost a 

discovery about the world around him and the nature 

of data, no different in importance or splendour than 

his brother Charles' discoveries that lead to theories 

about natural selection and evolution.  

 

Fascinated with this discovery, Galton invented a 

device, called a quincunx, to facilitate the experimental 

study of distributions and the law of error.  His 

quincunx, also known as the bean machine, was as a 

tool for demonstrating the law of error and the normal 

distribution (Bulmer 2003, p. 4). 

 

 

Schematic drawing of Galton's 

quincunx, which consisted of a 

funnel, situated above a series of 

pins, that were nailed into a 

wooden box. Small metal balls 

could be dropped through the 

funnel striking a metal pin at which 

point it would bounce left or right 

and strike the next pin. Irrespective 

of the number of pins, or the 

number of balls, the machine would 

reliably recreate a normal 

distribution at the bottom of the 

box  

 

 

 

The quincunx is testimony to Galton’s fascination with 

nature of data, and his commitment to a data driven 

approach to understanding the nature of numbers. For 
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Galton, the normal distribution of scores was not a 

statistical assumption made of datasets and analyses 

but a fact of nature.  

 

 

Replica of the original 

version of the quincunx.  

 

In the past 100 years, 

hundreds of replicas of 

the original tool were 

developed to teach and 

research the properties of 

distributions – there is 

even an app on iTunes 

store that can be 

downloaded.  

 

 

 

Bivariate variation and correlation 

 

In 1888, while studying the manner in which a person’s 

height was related to that person’s “midparent” height 

(which was the average height of the person’s parent), 

Galton observed that height in children and parents 

“correlate” and in doing so invented the statistical 

technique of correlating two variables.  

 

However, Galton observed that the children of tall 

parents do not tend to be equal to the height of the 

parents but are in fact slightly shorter and closer to the 

mean height of the population. Galton referred to this 

phenomenon of extreme scores being subsequently 

associated with scores closer to the population mean 

as “regression to the mean” which we still used today 

in a variety of settings. 

 

But this discovery depended on the development of 

new statistics – the correlation coefficient – which he 

pioneered in 1885. With data consisting of 928 

offspring and their parents, Galton produced what he 

called a 'Table of Correlation," which is reproduced in 

Figure X. The table plots heights of midparents against 

the heights of offspring, but the diagram includes both 

height and deviations from the mean scores of each 

group. All of the necessary elements to compute a 

correlation coefficient are in this table, which will be 

discussed in more detail in a subsequent chapter.  

 

 

 
 

Figure x: Galton’s table of correlation highlight the extent to which 

observations deviate from mean scores of two variables of interest. 

 

 

Study of individual differences 

 

His initial interest in heredity led Galton to a life-long 

devotion to the measurement of human 

characteristics, what Galton termed anthropometry. 

And it was through his study of human characteristics 

that it became clear to him that the statistical 

examination of data was reliable only when dealing 

with large sample sizes. To this end, Galton created an 

"Anthropometric Laboratory", through which he could 

study individual differences.  This laboratory was built 

at this own expense and included as part of the 

International Health Exhibition held in London in 1885.  

 

Participants were required to pay for the privilege of 

being tested that they were happy to do so.  Some 

10,000 people passed through the laboratory during 

the exhibition, each paying 3 pence (approximately 

$1.69 in today’s currency). Measurements were 

recorded on a variety of tests and measures. Each 

participant was given a summary of his or her results 

and a copy of the results were retained for Galton’s 

files.  However, data collection was so successful that 

analyzing the enormous amount of data became its 

own problem. So much data was collected that the 

first preliminary analysis of this data would not be 

completed until the 1920s and 30s. In fact, complete 

analysis of this data would only take place after 1980s, 

when the statistical techniques and computer-based 

analysis sufficient and fast enough to handle the task.  
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Following the enormous success of the exhibition, 

Galton established a permanent version of the 

laboratory at the South Kensington museum, and 

continued to collect data for many years. Subsequent 

investigators would establish laboratories in different 

parts of the country, as well as a mobile laboratory in 

Dublin (Forest, 1974).  

 

Galton’s obsession with individual differences was 

seemingly boundless. Attendance at numerous 

scientific meetings is reported to have been the 

impetus for creating methods of measuring boredom. 

One method involved quantifying the observation that 

bored people tend to sway from side to side. 

However, he has not able to a find a simple measure 

of this type of behavioural change and abandoned it 

in favour of counting fidgets, which he estimated in a 

group of 50 was about 45 per minute.  

 

This is an interesting measure because it is group 

based and not based on a single individual. Galton was 

concerned about the impact of being observed using 

a stopwatch, so he used respiratory rate, about 15 a 

second, to mark the passage of time.  

 

 

 

 

 

 

The contribution of Galton 

 

The contribution of Galton cannot be understated. His 

observations and methods to describe the nature of 

numbers remain with us today. Central to any 

statistical analysis is the concept that measurements 

vary and that they have both a central tendency, or 

mean, and a spread around this central value, or 

variance.  

 

 

 

 

 

 

 

 

 

 

 
 
  

Key contributions of Galton: 

 

1) Understanding that individuals have scores that 

belong to and can be drawn from distributions. 

2) Discovery of the law of error, and that error is 

randomly distributed 

3) Invention of “deviations” (i.e., the standard 

deviation) and application of their use to 

investigating human characteristics.  

4) Foundation of correlation and regression. 

5) Experimental modelling of a statistical process 

(i.e., distributions). 

6) Discovery of regression to the mean.  

7) Use and study of the median as a measure of 

central tendency.  

8) founded the discipline of studying individual 

differences in human behaviour and the field of 

psychometrics. 

9) created and administered the first psychometric 

test.  

10) completed the first population-level assessment 

of human characteristics. 

 

 



Chapter 2: What is a test?  

 

Psychometrics: A conceptual approach (do not quote or repost)       ©2019 D. A. Santor |  10 

 

 
 
 
 
 
 
 

 

 

 

 

 

Chapter 2: What is a test? 
 

In this chapter, you will be introduced to some of the 

most basic concepts of testing, such as what a test is 

and what it means to measure something.  You will 

also be introduced to a number of different types of 

psychological tests.  Although every test has the same 

goal—which is to measure something—they go about 

it in very different ways.  Every decision that a test 

developer makes, from the number of items to the 

ways in which a final score on that test are tallied, will 

have an impact on how well the test measures what it 

is supposed to measure.  After examining the goals 

and objectives of testing in general, the chapter will 

examine nine different types of psychological tests in 

detail, including the assumptions they make about 

testing, the challenges they were designed to 

overcome, as well as their costs and limitations that 

arise with the choices that were made.  Let’s get 

started. 

 

 

What is a psychological test? 

 

One of the most widely accepted 

definitions of what counts as a 

psychological test was provided 

by Anne Anastasi who made early 

and lasting contributions to the 

development of the field of 

psychometrics and was the first woman elected as 

president of the American Psychological Association.  

She defined a psychological test as "an objective and 

standardized measure of a sample of behavior" (p. 4, 

Anastasi, ) [1]. This is a short, formal definition that 

contains a number of important elements.   

 

First, this definition says that psychological tests are 

about the behaviour of a person but does not say what 

kind of behaviour. The definition is purposefully broad 

and could include both observable behaviour (e.g., 

your actions) but also non-observable behaviour (e.g., 

your thoughts, attitudes and beliefs).   

 

Second, the definition also states that a test measures 

a sample of behaviour. This is important because it 

immediately acknowledges a potential short coming in 

the administration of all tests, namely that the sample 

of behaviour that the test measured may not be 

representative of the individual's behaviour in general.  

Indeed, everyone has had a bad day writing a test – 

which would not be representative of your ability. And 

everyone has been given a test that doesn't really 

measure what they have learned in class, which is also 

not representative of what you know. In both 

instances, the sample of behaviour that was measured 

on the test does not represent your ability or what you 

know.  The most important implication of this idea is 

that all results are sample dependent and may change 

from one sample to the next, whether that sample 

refers to a sample of people, a sample of your 

behaviour, or a sample of datasets (Yes, that’s right a 

sample of datasets).   

 

Third, the definition states that the test should be 

objective and standardized. Whether a test is 

considered standardized, depends on a number of 

things.  A test is considered to be standardized when 

every person taking the test is required to answer the 

same questions, or a selection of questions from a 

common bank of questions, or a set of questions that 

are considered functionally equivalent (which means 

that, although two questions look different, they 

measure the construct equally well).   

 

A test is also considered to be standardized when the 

test is scored in a consistent manner, which makes it 

possible to compare the relative performance of 

individual students or groups of students.  There are 

many well-known examples of standardized tests, such 

as the Wechsler Intelligence Scale for Children 

(Wechsler, D. 1934; 2014) and the Graduate Record 

Examination (Educational Testing Service, 2018) for 

students entering graduate programs.  

 

Finally, many standardized tests produce scores that 

have been standardized, which means that your scores 

are converted to "standardized scores “(i.e., z-scores) 

and express how well you did in terms of the 

performance of others. A standard score of 2.0 means 

that your score was two standard deviations about the 

mean score of the group. That is a very high score – 

only 2% of people would have higher scores.  

 

There are now more than 500 different tests 
to measure clinical depression. The shortest 
published measure of depression consists of 
just one question, “are you depressed”, and 
the longest questionnaire designed to 
measure depression has some 120 
questions. Both questionnaires purport to 
measure the same thing – namely 
depression. But are they equally good 
measures of depression?  
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The last part of Anastasi's definition is that the test be 

objective. Ensuring that a test is objective is the most 

difficult aspect of her definition. A test is said to be 

objective when it measures an individual's 

characteristics in a manner that is not influenced by the 

beliefs of the person marking the test and that 

questions in the test do not unfairly disadvantage the 

person taking the test in some way.  For a test to be 

objective it must also be free of any test bias, which 

occurs when questions on the test or the way in which 

the test is scored, unfairly disadvantage an individual 

or a group of individuals.  

 

Whether or not a test is objective, fair or free of test 

bias will depend on the purpose of the test, what you 

believe the test should and does in fact measure, as 

well as how well the test performs in achieving those 

qualities. Determining whether or not the test 

measures what it is supposed to measure, as well as 

how well the test performs, are equally complex 

questions that pertain to the validity and reliability of 

the test, which will be addressed in the remainder of 

this book.  

 

Anastasi was not the only 

individual to try to define 

what testing is. The 

definition of what a test is 

has evolved over time.  

Lee Cronbach (1960) 

defined a psychological 

test as a “systematic procedure for comparing the 

behavior of two or more people" (p. 21). This definition 

contains many elements similar to those in the 

definition by Anastasi but does differ in an important 

way. Cronbach, like Anastasi, acknowledges that tests 

involve samples of behaviour but states only that these 

samples be collected in a systematic way.  One might 

interpret systematic as similar to what Anastasi meant 

by standardized in the sense that every person is 

required to answer the same questions. However, 

Cronbach's use of systematic relinquishes the idea of 

scoring tests in a standardized way, as is done on IQ 

tests and on GRE tests. Cronbach may have done this 

in order to capture what was common practice, 

namely that most psychological tests that are currently 

in use today do not produce a standardized score, as 

do GRE tests.  In this respect, Cronbach’s definition 

may better reflect the reality of psychological testing 

or it may reflect Cronbach’s longstanding interest in 

the internal consistency of tests.  However, Cronbach’s 

definition does preserve the notion that the purpose of 

a test is to compare individuals, which is what 

standardized scoring was intended to do.  

 

In summary, what counts as a test and what a test is 

designed to do has and will evolve. These changes 

may or may not have far reaching implications.  

However, understanding the implications of how we 

define what counts as a test is one of the underlying 

goals of psychometrics and of this book.  

 

 

The discipline of psychometrics 

 

Psychometrics emerged as 

an independent discipline 

in 1935, when the 

Psychometric Society was 

founded by Louis Leon 

Thurstone, who wanted to 

emphasize the 

mathematical underpinning for psychological research.  

 

Today, psychometrics is the field of study within 

psychology that is concerned with the theory and 

methods of psychological measurement.  Historically, 

one aspect of psychometrics has emphasized the 

measurement of individuals, whether that involves 

measuring a person’s skills, knowledge, attitudes, 

abilities, personality traits, symptoms or functioning.   

 

The other aspect of psychometrics emphasizes the 

methods and approaches used to evaluate the 

statistical properties of questionnaires or the accuracy 

of rater’s judgments. This can include item response 

models, intraclass correlations, factor analysis, or 

structural equations modelling. 

 

Constructing a psychological test is an enormous 

undertaking, whether the goal is to measure different 

characteristics (e.g., shyness), abilities (e.g., intelligence) 

or conditions (e.g., depression), and typically takes 

years of development, testing and revision.  

Developing a psychological test typically involves first, 

formally defining an idea (i.e., what is depression) and 

then, writing a set of indicators (i.e., the questions, 

tasks or activities) that are used to measure the 

presence or amount of what it is you are trying to 

measure.  In psychometrics, we call the ideas or 

concepts that we would like to measure, constructs.  

Constructs include things like shyness, intelligence or 

depression and are generally considered to be 

unobservable.  We cannot see shyness, intelligence or 

depression.  These are all ideas—or constructs—which 

are inferred from what people do, think, and say.  

Measuring how much shyness someone has involves 

creating a set of questions, tasks, or activities that will 



Chapter 2: What is a test?  

 

Psychometrics: A conceptual approach (do not quote or repost)       ©2019 D. A. Santor |  12 

 

allow you to determine how much shyness someone 

has.  In psychometrics, we say that the questions, tasks 

or activities used to determine how much of a 

characteristic, ability or condition, represent the way in 

which a construct has been operationalized.  

 

Every idea, or construct, that we would like to measure 

has a formal definition (i.e., what it is) as well as an 

operational definition (i.e., the way in which it is 

measured). As you can imagine, there can be 

considerable debate about how to define something, 

such as depression, and even more debate about what 

sort of questions and even how many questions 

should be asked to operationalize the construct of 

depression.  

 

How depression is defined formally and the types of 

questions that are considered essential to 

operationalize that definition will depend on your 

theory of what depression is – and there are many 

theories of depression, which is one of the reasons for 

the large number of tests and measures of depression.  

 

The relationship between the formal and operational 

definition of a construct is important.  We infer the 

presence or amount of the construct that a person has 

(i.e. depression) from the questions, tasks and activities 

that operationalize the construct.  This distinction 

between construct and what is used to measure the 

construct is important because it recognizes two 

things. First, this distinction separates what we are 

trying to measure from how we are trying to measure 

it. A measure of depression produces a score, which 

says a lot about how depressed you are, but your 

score on a depression questionnaire is not your illness.  

 

 

 

Second, this distinction acknowledges that scores on a 

depression test are in fact caused by something, 

namely the amount of depression you have. Your 

depressive illness is what gets treated, and it is also 

what is responsible for your high score on the 

depression test. Separating the cause of the test score 

from the test score acknowledges that your test scores 

can be influenced by many different things, in addition 

to the amount of depression you have. If you take a 

depression test and would like to hide the fact that you 

are depressed, you might fake being well.  

Alternately, if you wanted to convince your employer 

that you are really depressed and need help, you 

might fake being more ill than you actually are.  

 

The relationship between construct and indicators 

(which are the questions, activities, or tasks that are 

used to measure the presence of a construct) is 

frequently presented in graphical terms, as is done in 

Figure X.  

 

 

 
Figure X. Graphical representation of the relationship between a 

construct (i.e., depression) and the indicators (i.e., symptoms 

through which it is measured). 

 

Typically, constructs are represented with ovals, which 

signify that they are not observed directly, but are 

inferred through a set of indicators, which are 

represented with boxes, because they are observable. 

In this example, the presence of sad mood, 

worthlessness, and poor sleep will indicate the how 

much depression the person is experiencing.  

 

One example of a formal definition of depression is 

presented in Box 1. The definition makes a number of 

assertions – namely that depression is mostly about 

moods, such as sadness, frustration, anger and loss, 

that it adversely affects a number of areas of your life, 

and that it can last a long period of time. It is worth 

noting that this definition does not include a few 

things, such as the cause of the mood disorder, and it 

does not say that it necessarily makes you suicidal. 

Formal definitions are important because they state 

explicitly what is and is not part of what you are 

studying.  Everything that is included (and excluded) in 

a formal definition needs to be considered carefully. 

This definition may or may not be the best definition. 

What else might you included in your own formal 

definition about clinical depression?  

 

Depression 

Sad  Worthless Poor sleep 

Formal definition: Clinical depression is formally defined 

as a mood disorder in which feelings of sadness, loss, 

anger, or frustration adversely affects your concentration, 

drive, sleep, appetite, and self-confidence for weeks or 

more at a time. 

Operational definition: Clinical depression is 

operationalized defined through any number of 

questionnaires, including the Beck Depression Inventory 

(Beck et al., 1961) and the Hamilton Rating Scale for 

depression (Hamilton, 1960).  
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The operational definition of clinical depression is 

presented in Box 2. In this example, the operational 

definition is any one of the questionnaires that we 

routinely use, such as the Beck Depression Inventory 

(Beck et al., 1961) and the Hamilton Rating Scale for 

depression (Hamilton, 1960). Although these 

questionnaires are routinely used, are these really the 

best questionnaires to be using that best 

operationalize the formal definition that we are 

considering?  

 

 

Types of constructs 

 

Although the number of constructs that a psychologist 

could measure is limitless, most constructs will fall 

within one of four different groups of constructs, 

namely, (a) characteristics and traits, such as shyness, 

conscientiousness, and agreeableness (b) conditions, 

such as depression, anxiety, and learning disabilities, 

(c) abilities, such as intelligence, creativity, or analytical 

thinking, and finally (d) achievements, which include 

both knowledge and skills that you have learned, such 

as knowledge of psychometrics or skill at speed 

skating.  

 

Tests may measure more than one type of construct.  

Think back to the last math test that you wrote. Was 

that an achievement test, measuring how much 

knowledge you acquired in math class, or was it a test 

of your innate ability to think critically, which may be 

something you were born with and may not 

necessarily be able to acquire.  These are important 

theoretical differences about the construct that your 

test measures, which it is important to be clear about.   

 

 

What does it mean to measure something? 

 

So far, we have introduced the idea of a formal 

definition of a construct (i.e., what depression is) as 

well as the operational definition of a construct (i.e., 

what questions, tasks or activities are used to 

determine what amount of depression a person has).  

But we still have not measured anyone’s level of 

depression.  Measuring a person's level of ability, a 

characteristic or trait, as well as the presence or 

absence of a condition, such as depression, involves 

assigning numbers to individuals in a systematic way, 

according to one or another rule or convention 

(Stephens, 1968).  Every psychological test will assign 

numbers to some aspect of your behaviour in some 

way.  

 

Assigning numbers is a way of representing the 

properties of individuals.  Let’s consider what that 

means. If we take two people and represent the first 

person’s severity of sad mood with a 5 (on a scale 

from 1 to 20), and the second person’s more severe 

sad mood with a 10 (on a scale from 1 to 20).  

 

What would you infer from the difference between two 

individuals scoring 5 and 10 on a measure of 

depression? 

 

(a) the second person is more depressed than the first 

(b) the difference between a 1 and a 5 on this scale is the 

same as the difference between a 6 and 10.  

(c) the second person is twice as depressed at the first 

person 

(d) neither person is really that depressed at all 

(e) all of the above 

(f) none of the above 

 

Strictly speaking, every response choice (a) through (f) 

could be correct. Sound like nonsense? It does sound 

like nonsense, but in fact it is not.  

 

First, if an error in administration, scoring or 

computation was made (and this does happen), then 

they are certainly all wrong. Second, if these numbers 

are based on the person’s impression about how they 

are depressed, then a 10 would not necessarily be 

twice as depressed in an objective way. Third, if we 

decide to use the numbers, as they stand, to examine 

the correlation between the person’s level of 

depression (i.e., use the 5 and 10) and the person’s 

score on some of other test, such as work place 

productivity, then we are using the numbers in a 

manner that treats them as intervals, which means that 

10 is twice as much as 5, and so on.  

 

How you view the relationship among scores is 

important – but what you think the correct relationship 

is may not be warranted. Viewing a score of 10 as 

more depressed than 5 treats scores as if they belong 

to an ordinal scale. For ordinal scales, it is just the 

persons order or rank in the sequence that matter. 

Our year of study at college or university is a good 

example of an ordinal scale. Being in year two is 

different and in many ways more advanced, but you 

wouldn’t say that third year students are three times 

more advanced than first year students.  Or perhaps 

you would?  If you view the difference between a score 

of 5 and 7 on that measure of depression as the same 

as a difference between 7 and 9, then you are 

asserting that you believe that the intervals are equal. 

A two-point increase from 5 to 7 means the same as a 
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two-point increase from 7 to 9.  Most personality 

scales are treated as interval scales.  

 

What if you treat the zero as a true zero, meaning that 

a score of zero on a measure of depression means 

that you have no depression at all? If you assert that 

scores can be viewed as a ratio scale, where zero 

means zero.  In the case of clinical scale, that makes 

perfect sense, a zero means no depression. But what 

about a zero on a personality test? If you were to view 

scores as belonging to a ratio scale, then the 

implication is that a score of zero means no 

personality at all – the total absence.  Even though you 

may say this jokingly, from a theoretical point of view it 

does not make much sense. Zero on a personality test 

would be best viewed as an interval scale, not a ratio 

scale. Zero means a low level of that trait, not no 

personality. The final type of scale is a nominal scale, 

such as gender (i.e., male versus female), which does 

not have any defined order. You may still represent 

males and females with a number (e.g., 1 and 2), but 

be sure that you don’t conduct any analyses that 

might inadvertently treat those differences as 

meaningful (which it is often better to code gender as 

either 0 or 1).  

 

 

Leap of Faith 

 

Every time that you assign a number you are imposing 

a scale on those numbers, which you may or may not 

intend – unless you explicitly state what scale you had 

in mind.  

 

This is the single biggest assumption we make in 

measuring human abilities, conditions or personality 

characteristics; it occurs when we assign or impose 

numbers on individual responses to questions. 

Whether the “interval” between two responses to a 

single question or the interval between scores from 

two different individuals is truly an interval remains 

largely unexamined (Stephens, 1968). Only recently 

have the methods to test this leap of faith directly 

been available (Stephens, 1968), which we will examine 

in the chapter on Item Response Theory. 

 

In this regard, assigning numbers to peoples’ 

behaviour is psychology’s big leap of faith. We assign 

numbers to people and typically analyze data in a 

manner that assumes that the differences implied by 

the use of number is (at a minimum) an interval scale – 

which may not be true.  There do exist a number of 

statistical methods – called non-parametric—methods 

that do not make these assumptions, but they are 

used relatively infrequent.  However, as much of a leap 

of faith as this surely is and has been, the reality is that 

the measurement has been a largely successful 

enterprise.  

 

 

Test scores 

 

One of the immediate by-products of assigning 

numbers to people’s responses on a test is that people 

will have a “score” by which they can be compared.  

The scores may be scores to a single question (i.e., 

item scores) or they may be aggregated in sum 

fashion to produce a total score (i.e., the test score).   

 

The other by-product of assigning numbers to people 

is that as soon as you have collected scores from a 

group of individuals, you will also have a distribution of 

those scores. Remember that a distribution of scores is 

a visual representation of the number of each score 

(e.g., five people who have 6s, 15 people who have 7s, 

22 people who have 8s, and so on).   

 

One of the most important discoveries that Galton 

made was the understanding that the score for a 

single person (i.e., 10 out of 20 on a measure of 

depressed mood) is always part of a larger distribution 

of scores.  One of his most important contribution was 

the idea of a measure of central tendency, that is, how 

scores on a test group together and where the 

"middle “of the distribution is. 

 

Remember that for Galton what was really interesting 

and important was the extent to which each person’s 

score “deviated” from the mean score for the entire 

group.  If the mean score for the whole group was 10 

out of 10, then a score of 10 looks rather 

unremarkable. But suppose the mean score was just 5. 

A score of 10 on a test on which most people are 

going to have a score of about 5 (or less) starts 

looking a whole lot more concerning.  

  

 

Plotting your scores as a distribution 

 

Let’s plot a distribution.  Suppose that we administered 

a measure of depression to every one of the 55 

students in the class. For every female student, we 

could compute a total score. We could then order all 

of the scores from zero (the lowest possible score) to 

the maximum score (let’s say it is 12), then count how 

many people scored zero (i.e., 5 people), how many 

people scored 1, 2, 3 and so on and so on. You could 
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then make a frequency plot or histogram just like the 

one below. 

 

 

 
 

What do you notice about the plot? Most people are 

getting a 2, 3 or 4 and there is one student who seems 

to have a lot more depression than anyone else. There 

are a number of ways to describe the scores. You 

could compute the range (i.e., 0 to 12), or you could 

compute the mean score, which is 7.75. What else 

might you do to describe the scores? 

 

Now let’s do the same for males.  What differences do 

you notice? If we go ahead and compute the mean 

score for males, we get 5.5, which is a bit lower than 

for females. However, there also seems to be a 

difference in the range over which scores are spread 

out (i.e., there is no extreme score that is not part of 

the group).  

 

 
  

Galton was interested in different measures of central 

tendency – mean and median. The median score is the 

absolute middle, which can be larger or smaller than 

the mean, which is easily influenced by extreme scores. 

You might also consider calculating the range or 

spread which would be 11 for females and 11 for males. 

The range (i.e., highest score minus the lowest score) 

suggests that the spread is the same for men and 

women even though scores for males are more 

bunched together than for females.  

 

If you remember, Galton was really interested in 

deviations (from the mean). To calculate the deviation, 

you would need to subtract the mean score (e.g., 7.75) 

from every individual score, which means that the 

person who go a zero on the test, would be given 

would then get a -7.75 (0 – 7.75), a person with an 8 

would get 0.25 (i.e., 8 – 7.75) and so one and so on.  

 

So far so good. However, the really important and 

interesting step is computing the mean score of the 

deviations, which for females is 3.33 and for males is 

2.58. What is important about this – and nothing less 

than mind blowing – is that we now have a single 

number which can describe the degree to which 

everyone in a single group tends to deviate, spread 

out or vary from one another.  

 

 

So much in one number.  

 

As it turns out this idea of “deviations” is one of the 

most fundamental concepts in psychometrics and 

statistics. It allows us to compare groups of people 

with a single number, and as you will see in 

subsequent chapters, it is the foundation of the most 

advanced model fitting statistical methods.    

 

 

Variation among test scores  

  

In his statement on what a psychological test is, 

Cronbach (1950) included an explicit statement on 

what the purpose of testing is, namely, to compare 

people to others, in some manner.  The scores that 

tests and questionnaires produce are the basis on 

which we will compare individuals.  But our ability to 

compare individuals will depend in part on how much 

variability there are among scores. If a group of 

people is asked whether or not they are depressed 

using a single question (i.e., are you depressed?) that 

has just two responses (i.e., yes or no), there will not 

be a lot of variation or variability among scores.  

 

Comparing people on the basis of a test with little or 

no variability would not be very interesting.  The 

problem is that the test is not producing enough 

variability.  Consider the example with the one-item 

depression questionnaire. Everyone answering "yes 

“would be considered the same.  A "yes “response 

includes everyone who has been clinically depressed 

for weeks as well as those with some mild depressed 

mood on the day of testing.   
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However, if a group of people completed Beck 

Depression Inventory, which is comprised of 12 

questions, each with 4 response options (scored from 

0 to 3), then the range of possible total scores would 

vary from 0 (i.e., 0 on all 21 questions) to 63 (i.e., 3 on 

all 21 questions).  The variability produced by the Beck 

Depression Inventory would allow you to compare 

individuals with many different levels of depressive 

severity.  

 

Variation among test scores is the life blood of 

psychometric analyses. The variability among test 

scores allows us to compare individuals, groups, 

understand how different individual characteristic are 

related as well as to examine the effectiveness of 

interventions. Without variability among test scores, it 

would be very difficult to learn anything at all. In this 

regard, it is often (but not always) desirable that tests 

produce variability – lots of variability.  

 

 

Continuous, discrete and dichotomous variables 

 

Most tests are capable of producing a range of values, 

which span many, many different values. Your mid-

term exam can take on any value from 0 to 100%. The 

Beck Depression Inventory has values ranging from 0 

to 63. But a question about what year you are in or 

your race would have very few values.  

 

As soon as constructs like the amount of depression 

you have are represented with numbers, researchers 

will start using the term variable.  Variables are what 

are used in statistical analyses.  Race, year of study, 

and social-economic status are considered discrete 

variables. Race is a construct, just as is economic 

status. But as soon as those constructs are measured 

(i.e., are represented with numbers) or are used in a 

statistical analysis, they are also referred to as 

variables.  

 

Race, gender, and socio-economic status are all 

considered discrete variables, because the difference 

between one member of the group and the next is 

very discernible and there are usually a very small 

number of subgroups. Constructs, such as severity of 

depression or your score on the mid-term test, are 

considered continuous variables, because the 

difference between a 78% and a 79% is not that 

discernable and there are usually many, many different 

possible values (i.e., 0 to 110%).  Finally, dichotomous 

variables are a special case of discrete variable. 

Discrete variables that have just two levels are 

considered dichotomous.  Gender used to be a 

dichotomous variable, but for most researchers that is 

no longer the case.  

 

On a number of occasions however, researchers, 

educators and even health providers, will convert a 

continuous variable to a discrete variable. Your 79% 

may be converted to a “B”; a score of 30 on the Beck 

Depression Inventory gets converted to “severely 

depressed.”  This type of conversion is made for a 

number of reasons.  In some instances, this kind of 

conversion is made when slight differences (e.g., 78% 

versus 79%) are less important than a specific region 

of scores, or when in fact the construct that is being 

studied is believed to be more discrete in nature. In a 

medical setting, clinical depression is often viewed as 

an illness – which you either have or don’t have.  In 

this instance, depression is viewed as a discrete 

variable. You are either depressed or not depressed.  

 

 

Factors affecting variation in test scores 

 

There are many factors that will affect how people 

answer tests and the scores that they receive. Ideally, 

your mid-term test score in this course will be 

determined only and entirely by how much you know. 

In this instance, your test score would be the same as 

your “true score.”  What you know is exactly captured 

by your test score. Your test score does not 

overestimate or underestimate what you know. 

Unfortunately, it doesn’t always work like this.  If you 

are tired, misunderstand a question, make a mistake 

filling out your response sheet, are just guessing, 

forget to show up to the exam, or are being tested on 

something that your instructor did not teach you, then 

your test score may not reflect how much you have 

really learned.  Any number of factors will contribute 

to the degree to which scores differ or vary from one 

another.  

 

Although there are a large number of factors that can 

influence how much test scores vary, the variation in 

test scores can be conceptualized as either systematic 

variation or unsystematic variation.  

 

Systematic variation is variation in test scores that can 

be attributed to differences among individuals (or a 

meaningful subgroup of those individuals) taking the 

test that are predictable. Systematic variation is 

variation that is the result of something that everyone 

one taking the test has more or less of.  The amount of 

knowledge that you have acquired in your course on 

psychometrics is a source of systematic variation in test 

scores for the mid-term.  
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There may be other sources of systematic variation 

that may account for variability in test scores. IQ might 

also be a source of systematic variation in test scores, 

which is ideally not more important than the amount 

of knowledge you have acquired by taking the course.  

 

Unsystematic variation is variation in test scores that 

can be attributed to unpredictable random events 

affecting individuals taking the test. These include 

things like being tired, misunderstanding questions, or 

making a mistake filling out the response sheet. These 

are also considered random factors because they do 

not affect everyone. Making a guess and circling any 

response to a multiple-choice question is good 

example of a random factor because guessing could 

benefit you (i.e., you didn’t actually know the correct 

answer but guessed correctly). The impact of factors 

that contribute to unsystematic variation my help you 

or harm you.  

 

So, when taken all together the variability among the 

scores for the entire group of students can be divided 

in to systematic variation (i.e., that is due to things 

such as how much people know) as well as in to non-

systematic variation (i.e., that is due to mistakes, errors, 

or guesses).  The variability among the scores for 

people taking any type of questionnaire or test will 

always contain systematic and unsystematic variation.  

The question really is just how much of each is present 

in those test scores.  If the test was too susceptible to 

random factors and events and has too much 

unsystematic variation, then scores would not be very 

stable. Taking the test would yield a different result 

every time, which would mean the test is not reliable.  

But if the test was not influenced by random factors 

and events, then the test would only produce 

systematic variation and every time you took the test 

you would get exactly the same result.  

 

In one sense, the goal of every test is to produce test 

scores that vary and to produce test scores that vary 

because of more systematic variation (which is the 

result of some factor that is stable and enduring) than 

unsystematic variation (which is random). Test scores 

that have more unsystematic variation than systematic 

variation will not be reliable. Can you explain why this 

might be? 

 

Sometimes tests are written in a way that one group of 

individuals is disadvantaged compared to another, 

which affects test scores in a systematic way.  If for 

example, women are more likely to obtain higher 

scores on a test than men who are of equal ability, 

then this would be considered evidence of “test bias.” 

Because this is not happening at random (i.e., all 

women are being treated differently than all men), this 

would not be considered an unsystematic variation or 

variation that could be attributed to random error.  

Rather, this would produce systematic variation in test 

scores – but it would not be the result of what the test 

was intending to measure. If for example, women end 

up doing better than men in the psychometrics course, 

is this due to women knowing more than men, or the 

result of some bias in the test? It is very difficult to 

know and can only be answered adequately with the 

used of advanced psychometric methods that are 

described in Chapter X.  

 

So, systematic variation in test scores is the result of 

any factor that will consistently influence scores of 

individuals taking the test or a sizable subgroup of 

individuals taking the test. Ideally, this will be the 

amount of the construct (e.g., depression) that each 

person has more or less of, rather than the result of a 

systematic bias. But usually, the systematic variation of 

test score is the result of what the test is designed to 

measure.  Unsystematic (or error) variation in test 

scores is the result of factors that can randomly 

influence how individuals do on the test.   

 

Sometimes it may not be clear. When might fatigue be 

a systematic effect and when might it be a random 

effect? To decide, ask yourself, if someone were to 

take the test again would you necessarily expect the 

same effect on test scores? If there is something about 

the test or the time of day that would make people 

fatigued, then on top of whatever random effects (i.e., 

forgot to have my morning cup of coffee), there may 

be a systematic effect (i.e., the test was being 

administered to one class at 08:00 and the other class 

at 11:00).  Here is a graphical representation of the 

different sources of variation in test scores.  

 

 
 

The point of this graph is to remember that any 

person’s score on a test will be determined by a 

number of factors. The goal of test developers is to 
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design tests that minimize the influence of biases and 

random error. 

 

Factors that can influence test scores:  

 

All sorts of factors can influence the score on a test. 

Let’s take the depression scale that we have been 

using as an example. What are all the different factors 

that will influence someone’s final test score? That is, 

what will determine whether someone gets a high 

score or a low score?  

 

1) individual differences in depression 

2) number of items 

3) number of options 

4) how well the items are writing 

5) how well the items cover the domain of depression 

6) demand characteristics 

7) social desirability of the questions 

8) errors in responding 

9) errors in scoring 

10) biases in responding 

11) source of the response  

 

Can you name any other factor that can influence the 

test score?  

 

 

The technology of measurement 

 

Tests, questionnaires, and checklists, as well as the 

statistical analyses we use to validate them, together, 

constitute one of the most important technologies that 

psychology has produced.  There are thousands of 

psychological tests that are used routinely to make 

decisions about our health, academic success, whether 

we are suitable for one job or another, whether we 

should be admitted to one university or another in 

addition to whether or not we are clinically depressed.  

 

As a technology, questionnaires serve a very important 

goal, namely to control information and to simplify 

how decisions are made. 

 

Controlling information and simplifying how decisions 

get made are important scientific and practical goals, 

which take place all the time, whether or not the 

manner in which information is controlled is stated 

explicitly.  Whenever you are asked to take a test, 

answer a questionnaire or complete a symptom 

checklist, ask yourself: how is information being control 

and how are decisions being made?   

 

Information is controlled from the moment we decided 

what questions get asked (or don't get asked) on a 

test, as well as how we go about getting information 

(e.g., self-report, expert-rated, third person informant) 

and by the number of questions asked (e.g., should we 

ask 10 questions or 50), and the numbers that get 

assigned (e.g., do we use a 1 to 7 scale, or just yes-no).  

Information is also controlled by the manner in which 

we decide to combine that information (i.e., should 

how well you do on multiple choice tests be given as 

much importance as how you do on short-answer 

questions; should more importance be given to your 

final exam or to your paper and presentation).  

 

Streamlining how decisions get made  

 

There is little doubt that using numbers to measure 

the amount of some ability or characteristic that a 

person has streamlined how decisions are made. 

Information from individual questions and tests are 

routinely combined to produce a single score or final 

grade, which simplifies decisions (i.e., do you get an A, 

B, D or an F). Every student entering college, law or 

med school, or even psychology, takes a standardize 

test, such as the SATs, MCATs, LCATs, or GRE. For a 

number of colleges and universities a score that falls 

below a minimum means you are out.  

 

Is the manner in which information is combined really 

the fairest and most accurate way of evaluating who 

learned the most, who is most skilled or who is most 

intelligent?  Computing a total score from test 

questions is what we routinely do. But the assumption 

is that every question that is used to create a total 

score is equally important.  If one student got the five 

easy questions correct but five hard one’s wrong, 

would you argue that this student is as capable as a 

student who got the five hard questions right and the 

five easy one’s wrong? Both students got five out of 

ten, but are they really the same? It is at least a debate 

that should take place.  

 

Summary  

 

Lee Cronbach (1950) believed that the purpose of tests 

was to compare individuals, which it is.  I would like to 

build on this definition and argue that the goal of all 

psychological tests and measures is to control 

information and facilitate how decisions get made.  

 

The decisions taken about how information is 

controlled and how decisions get made are two of the 

most important questions that should be considered in 

evaluating the quality of any questionnaire.  In the next 

chapter, we will begin looking at several different well-

known questionnaires, with respect to these two issues.  
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Chapter 3: Tests and questions 
 

In this chapter, we will review different types of tests as 

well as different types of question and response 

formats. The learning objectives of this chapter are to 

think about how the type of test (e.g., ability versus 

aptitude test), how the type of question format (e.g., 

self-report versus expert rated), and how the response 

format (e.g., yes-no versus multiple choice) all 

influence how people respond, what kind of test scores 

are produced and what that test scores means.  

 

Let’s look at two very different types of depression 

scales, the Center for Epidemiologic Studies 

Depression Scale (CESD; Radloff, 1977) and the 

Hamilton Rating Scale for Depression (HRSD; 

Hamilton, 1960).  

 

Here are two different scales (see the figures to the 

right) for depression Both well-validated and widely 

used. The CESD has 20 items, is self-rated with respect 

to the past week, and uses response options that refer 

to the frequency (0 = Not at all, 1 = A little, 2 = Some, 

3 = A lot).  By convention, people with a total score of 

16 or more are judged to be clinically depressed). In 

contrast, the HRSD is comprised of 17 items, is rated by 

a trained clinician, and contains questions that have a 

different number of response options. It uses response 

options that are “graded” in that each option refers to 

increasingly more severe content. By convention, 

people with a total score of 17 or more are judged to 

be clinically depressed. 

 

 
 

 
 

 

If you were asked to measure how lonely a 
person was, what would be the best way of 
doing that? The simplest way would be to 
just ask the person how lonely they are. But 
is that the best way? Not everyone would 
admit to being lonely.   
 
What other ways could you measure 
loneliness? How about asking them how 
many people they talk to in a week? Or, you 
could ask someone else, like a friend or co-
worker.  If a friend of yours could not list 
anyone or stated that you did not spend time 
with anyone, then one might conclude that 
you are a lonely person.  
 
Which one is better – the first subject rating, 
the second behavioural count or the third 
informant rating? 
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Review each scale and write down all of the ways in 

which the two scales differ, including:  

 

▪ the number of items 

▪ the number of options 

▪ how questions are answered 

▪ by whom are the questions answered 

▪ what aspects of depression are and are not 

assessed in the question 

▪ what is the range of scores that the 

questionnaire produces 

▪ what is easier and lest costly to complete 

▪ which is a better measure of depression 

▪ which is less influenced by demand 

characteristics (either trying to appear 

depressed or not depressed) 

▪ how does the scale control information? 

▪ how does it streamline decision making? 

▪ are you more easily designated a “clinically 

depressed” using the CESD or the HRSD? 

 

All of these factors, namely the number of questions, 

options, response options, content of the questions, 

will influence test scores as well as our inferences 

about who is or is not depressed and how depressed 

they are.  

 

Question and response formats 

 

A question about how depressed someone is can be 

asked in many different ways. You might ask someone 

a simple yes-no question (i.e., are you depressed) or 

you might ask that person about the frequency of their 

sad moods, in an open-ended question (e.g. how 

often do you experience sad mood) or you might 

constrain their responses to one of four possibilities 

(e.g., not at all, some of the time, or nearly all of the 

time). All of these possibilities represent different 

format for the same kind of question concerning sad 

mood.   

 

The format of the question may change slightly from 

one question to the next, as in the case of the HRSD, 

but ordinarily questions from the same questionnaire 

are the same, namely they all are yes-no questions or 

they all ask about frequency, or severity or your level 

of agreement.  

 

The format of the entire questionnaire or survey may 

also be different. In the example above, the CESD 

followed a self-report format, meaning that the person 

you are assessing answered all of the questions. 

However, the HRSD used an expert-rated format, 

meaning that the questions were answered by 

individuals with clinical expertise who have been 

trained on how to evaluate different types of 

symptoms and their severity.  Other formats include 

informant-rated questionnaires, in which other people, 

such as a partner, parent or teacher answer questions 

about how depressed you are. 

 

Both the format of the overall test as well as the format 

of individual questions can influence how questions 

are answered.  In some instances, there may be 

considerable differences between what you, an expert 

or your partner thinks about how depressed you are. 

And it is not always clear on which informant is correct 

in assessing your level of sad mood. You may tend to 

underestimate your sad mood, your partner may have 

little real idea, and the expert may even overestimate 

it. Understanding which type of format is most useful 

and accurate is part of what psychometrics try to 

determine.  

 

There are several different types of questions and 

response formats described in Table 5.  The type of 

format for individual questions will also influence the 

type of responses you obtain from individuals. A “yes-

no” question will produce scores that have a very 

narrow range and will tell you nothing about the 

differences in severity among everyone who said yes.  

In contrast, rating how well you enjoy an activity on a 

scale from 0 to 10 will produce scores with a greater 

range of values. An open-ended question about how 

depressed you are will produce any number of 

responses that may vary so greatly that you will need 

to look for common themes and decide what those 

different themes have to say about the severity of sad 

mood.  

 

Questions typically use one of five or six different 

formats, which have been highlighted in Table 5. In 

reviewing the different formats, appreciate that each 

format will influence the type of information that can 

be obtained. Asking whether or not you are feeling 

sad (i.e., yes or no) is very different from asking about 

the frequency of sad moods, or the severity of those 

moods.   

 

Different formats will affect the score that is obtained 

for that question. Keep in mind that measurement is 

about assigning numbers to people’s responses to 

questions.  The kind of numbers that get assigned will 

very much depend on the format of the question. 

Does the question require that you just indicate a “yes 

or no” or does the question limit your answer to just 

four options? Or are you allowed to provide an “open-

ended” response in which you can describe your sad 
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mood in any manner you like. 

 

The question format will also be influenced by the 

“response options” made available to the person 

answering the question. Four different response option 

formats are depicted, any of which could be used for 

one of many different questions. The first three are all 

considered fixed-choice scales, given that you are 

forced to choose on of a fixed set of options. The final 

one is called a visual analogue scale.  

 

+3     Agree very strongly 

+2     Agree strongly 

+1     Agree  

 -1     Disagree  

 -2     Disagree strongly 

 -3    Disagree very strongly 

+3     Agree very strongly 

+2     Agree strongly 

+1     Agree  

  0     Don’t know / unsure 

 -1     Disagree  

 -2     Disagree strongly 

 -3     Disagree very strongly 

Disagree very   0   1    2   3   4   5   6   7   8   9   10   Agree very  

strongly                                                                       strongly 

Disagree very                                                          Agree very  

strongly                                                                       strongly 

 

 

   

For a visual analogue scale, the person is required to 

draw a line and place a mark on the line, indicating 

their level of agreement. The test administrator then 

measures the length of the line which would be about 

254 mm (or one inch).  

 

The type of options presented in the figure above are 

very different. Two scales include an explicit mid-point, 

one has no mid point and the final one does but it is 

very difficult to find it without measuring the length of 

the line precisely.   

 

Presumably, these differences matter. Not having a 

mid-point forces people to choose whether they agree 

or disagree. Not having a mid point keeps people 

from staying on the fence. They have to indicate that 

they agree or disagree unless they circle both – which 

cannot be done if the test is administered online. 

Using a visual analogue scale, which has no numbers, 

removers what every additional meaning presenting 

explicit numbers may add.  

 

Although these differences may make a difference, the 

extent to which they truly make a difference is an 

empirical question, which means it is a question that 

can only be answered by collecting data and seeing if 

it does in fact produce scores that are more predictive, 

more valid or more reliable. 

 

 

Finally, this may all seem rather trivial and insignificant. 

When considering who one person answers one 

question it won’t make a big difference. But even a 

small difference when in one of a hundred questions 

may add up to a meaningful difference. And even if 

that small difference only affects a small percentage of 

people who take the test, a small percentage in a very 

large population can affect large numbers of 

individuals.  

 

 

Test questions, indicators and operations.  

 

Most tests will be comprised of a number of test 

questions. The test question (e.g., how sad did you feel 

today) is the manner in which the researcher assesses 

the concept or construct of interest (e.g., depression). 

In the language of psychometrics, the test question 

(e.g., how sad are you) operationalizes the construct 

(e.g., depression) being measured.  Test questions are 

referred to as “operations” and concepts are referred 

to as “constructs.”  Test questions can also be referred 

to as “indicators” of the construct because they 

indicate the presence of absence of the construct.  

 

The questions that are asked of people, in whatever 

format they are rendered, are the most important too 

that we have.  What we ask, how we ask and how 

many questions we ask, define one of the most 

important tools and technologies that psychologists 

have. Questionnaires are the instruments through 

which we test theories, expand our knowledge about 

different topics, and make decisions about people.  

 

Evaluating the performance of tests and deciding 

which test is best is one of the most difficult question 

that psychometrists try to answer.  Eventually, within 

most domains of psychology, where tests and 

measures are used to assess people and evaluate 

theories, there will emerge a “gold standard” measure. 

The “gold standard” is typically the scale that has been 

acknowledge by a consensus of experts as one of the 

best scales that can be used to assess the construct of 

interest.  What qualifies as “best” is determined on the 

basis of well-designed and executed studies that 

evaluate the validity and reliability of the scale.  
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Table 5: Types of question and response formats  

Type Examples 

Dichotomously scored questions 

Dichotomously scored items were first used by Woodworth in 1915 to assess the 

likelihood of American Army recruits. Yes-no questions require very little effort on the 

part of the person answering questions. The major short coming of yes-no questions is 

that they do not distinguish differences among the people who answered yes or no.  

 

Are you currently depressed?  

Yes  

No 

I tend to be good at math  

True 

False  

Likert-scored questions 

Likert questionnaire items are the most widely used approach to assessing attitudes, 

beliefs and feelings. Likert questions require that respondents specify their level of 

agreement or disagreement, usually on a 5 or 7-point scale. This type of response 

format was named after its inventor, psychologist Rensis Likert.. Response options are 

typically symmetric or "balanced" because there are equal numbers of positive and 

negative positions.  Often five ordered response levels are used, although as many as 

seven, nine or ten have been used. However, a recent empirical study (Dawes, 2008) 

found that items with five or seven levels may produce slightly higher mean scores 

relative to the highest possible attainable score, compared to those produced from the 

use of 10 levels. This basic formats of five or seven options have been extended to also 

assess Frequency, Importance, Quality, and Likelihood.  

 

 

I tend to be good at math 

(a) Strongly disagree 

(b) Disagree 

(c) Neither agree nor disagree 

(d) Agree 

(e) Strongly agree 

 

In the past two weeks, I have felt depressed 

(a) none of the time 

(b) some of the time 

(c) much of the time 

(d) almost all of the time 

 

Forced choice, multiple choice questions 

Forced choice questions are typically used on multiple choice tests designed to test 

your knowledge and ability.  There are typically four or five responses to choose from, 

only one of which is correct.   

 

Approximately what proportion of mental illnesses 

start before the age of 14?  

(a)  5%  (b) 10%  (c) 20%  (d) 35%  (e) 50% 

 

Graded response options. Every option from any test question, in which options are 

viewed as progressively more severe (e.g.., “strongly agree” is more severe than just 

“agree”), can be considered to be graded in terms of severity. Some tests utilize 

options that are more explicit in their grading, such as the Beck Depression Inventory, 

as well as most IQ tests.   

 

Please rate your level of self-doubt 

(a) I am confident in my abilities 

(b) I have some doubts about my abilities, but I do not 

share them with others 

(c) I criticize myself and my performance in front of 

others 

(d) I feel like a complete fraud 

 

Ranking. Ranking requires that respondents order elements from a group of objects, 

activities, characteristics or conditions. This has the advantage of forcing people to 

choose one over another and prevents ties among items.  

   

Please rank in order of importance the factors that 

influenced your decision to attend this college: 

(a) financial concerns 

(b) course of study 

(c) prestige 

(d) social opportunities  

 

Open format. All of the response options above are considered “closed” format 

questions, in that the set of possible responses is fixed or closed – respondents must 

choose from the set of options provided. This has the benefit of not controlling 

responses, but runs the risk of not asking about a certain aspect of the construct being 

assessed that may be important. An open response format allows respondents to 

provide any content they wish, which must then be read and rated by researchers, 

using a “scoring key” which outline the different types of possible answers.  

 

Please describe how depressed you are: 

____________________________________________ 

 

Please describe the importance of Galton to the field 

of psychometrics. 

____________________________________________ 

____________________________________________ 

  

Visual analogue scale. A visual analogue scale (VAS) is a method for capturing the 

degree or amount of some condition or attitude an individual has without the use of 

explicit numbers. described in 1921 and referred to at the time as a “graphic rating 

method” (Hayes & Paterson, 1921). 
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Types of tests 

 

In the remainder of this chapter, we will examine a 

number of different types of tests. The goal of this 

section is for you to become acquainted with several 

different types of tests, and to start thinking about 

those tests in terms of the assumptions they make 

about what they are trying to measure, how they 

control information, as well as how they streamline 

decision-making.  Psychometric tests make 

assumptions about what is being measured all the 

time. Sometimes those assumptions are made very 

explicit (i.e., the test developer actually states what the 

test is trying to do) and sometimes those assumptions 

are implicit (i.e., the test developer assumes 

something, either knowing or unknowing). One of the 

most important tasks of an expert in psychometrics is 

to state all of the assumptions that tests make about 

what is being measured (i.e., the construct) as well as 

how it is measured (i.e., the types of questions, format 

of the questions, and who answers the questions) and 

what may influence the scores that the psychological 

tests produces.  

 

 

Aptitude tests 

 

Aptitude tests belong to a class of tests designed to 

measure individual aptitudes, attitudes or preferences 

about different activities and vocations. Vocational 

aptitude tests were originally designed to help people 

identify what type of preferences they had for different 

types of vocations – before they started the job.  The 

goal was to help individuals select jobs that they were 

well suited for, or alternatively to help organizations 

select a future employee who would be well matched 

to the position the organization was trying to fill.  

Presumably, a better match between the individual 

applying for the job and the position being applied for 

would result in better work satisfaction, commitment 

and productivity.  

 

Aptitude tests are also used to help individuals already 

in a job understand what their preferences or 

strengths are and how these preferences may 

influence how they do their job, whether or not they 

are good at their jobs. Most high school students take 

an aptitude test at some point during their high school 

career. You may remember the aptitude test you 

completed in grade 10 or 11.   

 

One of the most frequently used aptitude tests is the 

Myers-Briggs Type Indicator (MBTI) Assessment. It’s 

estimated that 50 million people have taken the 

Myers-Briggs personality test since the Educational 

Testing Service first added the research to its portfolio 

in 1962. The original test described people in terms of 

16 different personality dimensions, which have been 

further reduced to four in the True Colors version of 

the test developed by Don Lowry in 1979.  

  

Theory: The Myers-Briggs Type Indicator (MBTI) test 

measure was developed from the typological theories 

proposed by Carl Gustav Jung and first published in his 

1921 book Psychological Types (English edition, 1923).  

According to the theory, every person can be 

understood with respect to a number of basic  

 

 
 

 

personality types.  The True Colours version of the test, 

developed for the workplace, is based on the idea that 

everyone's personality consists of a combination of 

each of the four personality types, represented as 

different colors, with the dominant two colors or 

personality types representing the core of a person's 

personality temperament. The four different 

personality types are listed in the table below.  

 

Green types Analytical thinkers 

Gold types Detail-oriented planners 

Orange types Action-oriented creators 

Blue types People-oriented  

 

The objective of the test is to help individuals 

understand what their core preferences are and how 

they may influence the manner in which they do their 

jobs.  Individuals who are analytical thinkers, who enjoy 

analyzing problems and finding solutions, may 

function better in positions, such as research and 

development, than in positions that require more 

people skills, such as human resources.  Similarly, 

people who are action-oriented may be better suited 

for marketing and product development, than 

individuals who are detail-oriented who may function 

better in accounting departments. These are however 

broad generalizations. Some individuals may be best 

described by a single type, whereas others are better 

captured by a blend of two types.  
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Administration: The Myers-Briggs test requires an 

individual to read and compare four groups of words 

(see below) and then decide which of the four boxes 

best describes them (e.g., 4 = most like you, 3= a lot 

like you, 2 = somewhat like you, 1= least like you). The 

responses "most like you” to "least like you.” 

 

  
 

People are presented and required to rate themselves 

on a series of questions, which in this test, consists of 

groups of four boxes. Afterwards responses are 

totalled and your high score determines your 

dominant personality type.  

 

 
 

Let's start thinking about what assumptions this test is 

making about what is being studied and how the test 

controls information and facilitates decision making.  

 

Assumptions: There are a number of important 

assumptions that this test makes.  The first is that this is 

a test of aptitude. An aptitude is generally defined as 

natural competency to do some kind of work or 

activity with a certain degree of proficiency or skill. 

Aptitudes may be physical or mental. Aptitudes are 

generally viewed as an inborn potential to be able to 

do certain kinds of work or activity.  Although you may 

have an aptitude or natural talent for something, this 

doesn't mean that you will actually like that activity, or 

that you are already fully skilled and able to do that 

activity, or that you cannot learn to do other activities.  

There may be many aspects of any job that I may 

prefer not to do but still be very competent. Similarly, 

there are many individuals doing a job with a high 

degree of ability that they would prefer not to do at all 

– but not wanting to do that job may make it harder to 

do well and may make life less enjoyable than it could 

be. There are many other assumptions that are made 

about aptitude tests. One of the most important 

assumptions of all tests is that what is being measured 

is in fact something that is measurable. This almost 

goes without saying, but it is worth saying. Although 

Myers-Briggs’ test produces test scores, which implies 

that it is measuring something, are those test scores 

really measuring the Psychological Types originally 

define by Carl Jung and upon which the test was 

based?  

 

The four personality types assessed through the 

Myers-Briggs are based on Carl Jung’s belief that there 

are four distinct psychological functions through which 

humans experience the world – sensation, intuition, 

feeling, and thinking – and that one of these four 

functions is dominant for a person most of the time. 

 

Control of information:  Now let's look at how the 

Myers-Briggs test controls information. The first way in 

which the test controls information is through the 

questions that are actually selected and appear on the 

test.  

 

The questions that were developed and then 

ultimately retained for the questionnaire control 

information by deciding what gets asked and what 

doesn't.  This test is based on a theory that there are 

four meaningful types and that every person has one 

dominant personality type.  The test controls 

information by only assessing for those four types.  But 

this raises the question of whether or not these four 

types are the best four types to examine and whether 

or not they are sufficient. Perhaps there is a fifth 

personality type that should also be included, but was 

not measured.   

 

The questionnaire also controls information by forcing 

you to pick one of four response options. The 

response options assume that you can make a 

judgement about every set of adjectives and that four 

levels adequately covers the range of meaningful 

responses.  That seems like a reasonable assumption 

given that the questions are about how much the 

adjectives are “like you.”   

  

Simplifying decision making: The Myers-Briggs test is 

also scored in a manner that facilitates decision 

making. The scale that has the highest score is 

designated as your dominant personality type. This has 

the advantage of simplifying decision making. 

However, there may be some costs that are incurred 

with this approach.  If your top score is say 55 for 

example and that is just 1 point higher than the scale 

with the next highest higher score, say 54, is it fair to 

say that the scale with the top score is really a 
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“dominant” personality type?  Many versions of the 

test allow “mixed-types” to address this issue. 

However, the introduction of a "mixed-type” would 

make decision a bit more complicated. If your mixed-

type is green-orange, then placing you in a job may 

be more difficult.  

 

 

Multidimensional Personality tests:   

The NEO Personality Inventory  

 

Investigating the number of personality characteristics 

that can be used to describe human behaviour has a 

long history. In one of the very first empirical analysis 

of personality, Gordon Allport and his colleague, 

Henry Odbert, examined all of some half-million words 

in the 1925 edition of Webster’s New International 

Dictionary, from which they identifies 4500 words that 

could be viewed as personality traits or characteristics 

(Allport & Odbert, 1936). From this list of terms, Allport 

and Odbert grouped them into cardinal traits (i.e., 

those that strongly determine behaviour), central traits 

(i.e., those that strongly influence behaviour), and 

secondary traits (i.e., those that influence behaviour 

but only in some situations). Raymond Cattell 

narrowed this list down to 16 different personality traits 

(Cattell, R.B. (1943); and Hans Eysenck further restricted 

this list to just three (Eysenck & Eysenck, 1976).   

 

Modern trait theory was firmly established in the 1980s 

following a number of factor analytic studies 

examining the extent to which individual characteristics 

are related to a small set of distinct and uncorrelated 

factors.  Resutls of these analysis be several 

researchers, including Goldberg (1990), Digman 

(Digman & Inouye, 1986), Costa and McCrae (1988) 

demonstrated that most if not all personality 

characteristics could be related to five distinct factors, 

which Goldman called the “Big Five.”  

    

Over the past 30 years, the NEO Personality Inventory 

has been the most extensively researched and most 

widely used measure of personality. The identification 

of the five basic factors of personality is one of the 

most enduring facts of psychological research. The 

NEO Personality Inventory is recognized internationally 

as a gold standard for personality assessment.  

 

The implication of this finding is considerable. Being 

able to characterize a person's personality on the basis 

of just five different dimensions makes comparing and 

describing people far easier than doing so on the basis 

of 16 different dimensions.  The “Big Five” factors that 

are universally accepted and empirically supported are 

as follows:  

 

Neuroticism: identifies individuals who are prone to 

psychological distress. 

 

Extraversion: quantity and intensity of energy directed 

outwards into the social world. 

 

Openness to Experience: the active seeking and 

appreciation of experiences for their own sake. 

 

Agreeableness: the kinds of interactions an individual 

prefers from compassion to tough-mindedness. 

 

Conscientiousness: degree of organization, 

persistence, control and motivation in goal-directed 

behaviour. 

 

Format: The final version of the questionnaire was 

called the NEO Personality Inventory which assessed 

all five major domains of personality through a series 

of 240 questions, answered on a 5-point Likert scale.  

Each of the broad personality domains are comprised 

of a number of individual facets or elements of that 

domain. For example, neuroticism is comprised of six 

facets, including Anger, Hostility, Depression, Self-

consciousness, Impulsiveness, and Vulnerability. Here 

is an example of one of the 240 questions, used to 

assess “neuroticism” 

 

I often worry that things might go wrong. 

 
1 2 3 4 5 

Strongly  

Disagree 

Disagree Not 

sure/Don’t 

know 

Agree Strongly  

Agree 

 

Each item is rated on a 5-point Likert scale, named 

after its inventor, psychologist Rensis Likert.[2], which 

was developed in 1932 as part of his Ph.D. thesis as a 

way to identify the extent of a person's attitudes and 

feelings towards international affairs.[x]  A Likert scale 

is the most widely used approach to scaling responses 

in survey research.  

 

Theory: The theory assumes that personality is both (a) 

multidimensional, and (b) continuous. Multi-

dimensional means that the personality of most 

people can be described with reference to their score 

on five independent and un-correlated dimensions, 

which means that people can obtain high or low 

scores on any of the five dimensions.   

Continuous means that people will exhibit more or less 

of a different trait and that individuals can differ by 

very small or very large amount.  
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Output: Participants are provided with a profile of their 

scores on the different facets and dimensions.  These 

profiles will provide people with information about 

how high they score both on individual facets, as well 

as on each of the five broad personality categories.  

  

 
 

 
Comment and analysis: 

 

The NEO Personality Inventory is a well designed, well-

researched personality test, that relies on self-report of 

individuals. The NEO Personality Inventory makes a 

number of assumptions that should be stated explicitly. 

The first assumption is one that is made of all tests, 

namely that the construct of interest can in fact be 

measured. This may sound like a trivial assumption, 

but it is none the less important to state explicitly. 

There may in fact be constructs that are not easily 

measured or at all measurable.  ESP, for example, may 

not be measurable at all. One other assumption made 

of all self-report tests is that individuals can assess 

themselves on any question that they are being asked 

about. On the NEO Personality Inventory, for example, 

individuals may be better able to answer questions 

about a mood they are feeling, for example how sad 

or anxious they feel, but will they be as good at 

answering questions on how impulsive they are? There 

may be cultural norms that influence what counts as 

impulsive and there may be reasons why some 

individuals may wish to downplay how impulsive they 

actually are.  

 

To address this issue, there are two versions of the 

NEO Personality Inventory: a self-report (form S) and 

an observer-report (form R).  Both forms consist of 

240 items (descriptions of behavior) answered on a 

five-point Likert scale. 

 

Now let's consider the manner in which information is 

controlled and how decisions are simplified.  One of 

the most important ways in which information is 

controlled is by nesting each of six facets within five 

domains. The NEO Personality Inventory measures a 

total of 30 facets. Summary information for an 

individual is present for each of the 30 facets, but 

summary scores are also presented for just the five 

domains.  The five summary scores for the five 

broader domains work to control information by 

focussing our attention and shaping how we describe 

people. Although there are 30 different facet scores, 

the information on the individual facet scores is rarely, 

if ever, used.  

 

One of the most important ways in which decisions are 

simplified is by adopting the view that there are only 

five broad categories of personality and that all other 

smaller components are in some way related to one of 

the big five. The NEO Personality Inventory suggests 

that all individuals can be described on the basis of just 

five different personality traits. This was not always the 

case, and it may change further.  
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Self-report tests: 

The Beck Depression Inventory  

 

The Beck Depression Inventory was originally 

published as just the Depression Inventory, in 1960. At 

that time, the primary measure of depression was the 

Hamilton Rating Scale for Depression, which was 

designed to assess the severity of symptoms in 

severely depressed inpatients and was completed by a 

trained clinician.   

 

In contrast to the clinician-rated Hamilton Rating Scale 

for depression, which would have been the dominant 

measure of depression at that time, the Beck 

Depression Inventory was designed as a self-report 

measure of depression that would focus more on the 

cognitive symptoms of depression (e.g., self-criticism, 

worthlessness, etc.). Unlike Likert-type items assessing 

the degree to which a person would agree or disagree 

with statements about experiencing symptoms or the 

frequency of experiencing symptoms, the Beck 

Depression Inventory, followed the format of the 

Hamilton Ratings Scale, in which each of the question 

is given a set of unique response options, describing 

different levels of severity. 

 

Here is the set of response options for Question 1, 

measuring sad mood.   

 

1.       I do not feel sad 

     I feel sad 

     I am sad all the time and I can't snap out of it 

     I am so sad or unhappy that I can't stand it 

 

This is what is referred to as a graded response option, 

because item responses can be characterized as 

ordered, distinct, categorical responses.  In this 

instance, the distinct categories refer to categories of 

different severity but they could also refer to distinct 

units of time (e.g., 1 or 2 days, 1 weeks, more than 2 

weeks).  

 

Theory: This measure includes all of the symptoms of 

depression, as listed in diagnostic manuals, but 

allocates more items to cognitive features of 

depression than others depression questionnaires, 

such as the Hamilton Rating Scale, which tend to have 

more somatic questions. Although both the BDI and 

the HRSD are treated as measures of depression, these 

scales illustrate the significant differences in content.  

And these differences are significant, research studies 

have demonstrated that scores on the BDI and HRSD 

may have correlations as low as 0.40 (Sayer et al., 

1993), which as we will see in Chapter X on validity, 

might be considered as evidence of poor construct 

validity. 

 

Output:  The measures produces scores that range 

from 0 to 63. However, cut off scores have been 

developed which mark the point at which a person can 

be designated as depressed. People with scores 

greater than or equal to 16 are often considered to be 

depressed.  Cut-off scores are used to designate 

people as depressed for purposes of estimating the 

prevalence of depression in larger groups of people.  

 

 
  

 

Comment and analysis: 

 

The Beck Depression Inventory (BDI) is a one of the 

most widely used, well-designed and researched 

measure of depressive severity.  There are a number 

of important features of the BDI that are worth noting. 

First, the BDI was developed to assess depressive 

severity in populations for depressed patients, rather 

than another widely used measure of depressive 

severity, the Center for Epidemiologic Studies 

Depression Scale (CES-D) which was designed for a 

different target group, namely people in the 

community who were not necessarily depressed.  

Questions on the BDI tend to assess very severe levels 

of depressive severity, which can have an impact on 

how the scale functions in groups of people who are 

not depressed.  

 

Second, the scale was designed as a "unidimensional“ 

scale of depressive severity, as opposed to a “multi-

factorial“ scale. Unidimensional means that all of the 

items on the scale are strongly related to and measure 

just one and only one construct, which in this instance 
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is depressive severity. Multi-factorial scales, like the 

NEO Personality Inventory, are designed to measures 

a number of constructs, like the five broad domains of 

personality, that may not be related.  

 

But this raises an important question about the BDI 

and all scales that claim to be unidimensional, which is 

how unidimensional are they?  Analyses of the BDI 

(and other measures of depressive severity) have 

found evidence that there are subcomponents, which 

are groups of questions that tend to be more strongly 

related to each other within the subcomponent than 

to items not within the subcomponent. 

   

Analyzing the extent to which questionnaires are as 

unidimensional as they are supposed to be is an 

important part of evaluating any questionnaire. But 

how does one know if we should expect the scale to 

be unidimensional? The simplest way is to see if a total 

score is being used to decide who is more or less 

depressed, which is the case for the Beck Depression 

Inventory. Using the total score suggests two things, 

namely that all of the items are measuring the same 

thing, which implies (but does not guarantee) 

unidimensionality, but also that all items are equally 

good at measuring what they are supposed to 

measure, which in this instance is depressive severity.   

 

Controlling information and streamlining decision 

making. One of the unique ways that the BDI exerts 

control over information is through the use of distinct 

response categories. If I were to ask you to agree or 

disagree with the statement, "I am sad“ the response 

you give depends entirely on how you evaluate your 

own level of sadness. By introducing distinct 

categories, such as "I am so sad or unhappy that I 

can't stand it” the person’s response to the question is 

controlled a bit more in that it is not just a measure of 

agreement and disagreement.  There are however 

some potential shortcomings, namely that if the set of 

response options does not capture all of, or most of 

what is important to measure, then we may miss an 

important aspect of depressive severity or an entire 

group of individuals. Is “feeling so sad or unhappy that 

you can't stand it” the most severe level of depression?  

Answering that question is something that can be 

answered empirically, with data from a study, and as it 

turns out, research studies support the view that it is 

likely the most severe level of depression.  

Use of a “cut-score” in conjunction with the total score 

is how the BDI and many other measures of symptom 

severity streamline decision making. By designating 

everyone with a score of 20 or more as severely 

depressed, decisions about a number of issues ranging 

from treatment to ability to work become simplified.   

 

Structured and semi-structured clinical interviews  

 

Structured and semi-structured clinical interviews were 

designed to help clinicians comprehensively assess the 

presence and absence of psychiatric symptoms and to 

facilitate decisions about whether or not there were 

sufficient symptoms and impairment to render a 

formal diagnosis.  More so than any other assessment 

tool, semi-structured clinical interviews were designed 

to control information and streamline decision making. 

The first widely used semi-structural interview was 

developed for the third revision of the Diagnostic and 

Statistical Manual (DSM-III) for psychiatric disorders.   

 

Here’s the challenge. If you visit your doctor and tell 

him or her that you are feeling sad, your doctor will 

likely ask you a number of questions, such as if you are 

feeling depressed, having trouble concentrating or 

sleeping, etc. The question is whether or not your 

doctor will ask you enough questions to diagnose you 

correctly. If you went to a different doctor, would you 

be asked the same set of questions. Perhaps just 

hearing that you are depressed and thinking that life is 

not worth living is enough for your doctor to decide 

that you are depressed, to give you a formal diagnosis 

and then prescribe an anti-depressant.  But what if 

your doctor didn’t ask about mood swings, or 

hallucinations? If you said yes to either of those then 

you might have a very, very different type of illness 

that requires entirely different treatment and without 

exception, a medication.  

 

The semi-structured interview was designed in order 

to control both information variance (i.e., what 

information is collected and considered in deciding 

whether or not someone was depressed) and criterion 

variance (i.e., how symptoms would be combined to 

reach a diagnosis).  The goal of a semi-structured 

interview is to ensure that every person making a 

diagnosis would ask exactly the same questions about 

all of the relevant symptoms for the some 400 or more 

diagnoses and would combine information from 

diverse sets of symptom groups in exactly the same 

way.  At present, research suggests that physicians 

misdiagnose depression in primary care 50% of the 

time (     ), but that asking just two screening questions 

can improve accurate detection dramatically (        ).   

 

The effort required to decide upon what symptoms 

would and would not be required was an enormous 

undertaking, spearheaded primarily by a psychologist, 
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Robert Spitzer (Frances,        ). It is one of psychology’s 

great achievements.  

 

There are several semi-structured clinical interviews 

that are currently used, including the K-SADS for 

children and youth, that combines information 

gathered from both young people and their parents, 

as well as the Structured Clinical Interview for DSM 

(SCID), which was designed to yield diagnoses 

consistent with the DSM nomenclature, primarily used 

in the United States, as well as the ICD-10 

nomenclature primarily used by the World Health 

Organization.  

 

 
 

The interview manual for the SCID consists of a series 

of modules for different disorders (e.g., mood 

disorder, psychotic disorders, and substance abuse 

disorders) and provides numerous examples of how to 

inquire about different symptoms.  

 

The difference between a fully structured clinical 

interview like the Mini International Neuropsychiatric 

Interview (MINI) and a semi-structured interview, like 

the Structured Clinical Interview for DSM (SCID) is the 

extent to which interviewers are allowed to ask follow-

up questions in order to ensure the accuracy and 

thoroughness of information. Fully structured clinical 

interviews do not allow for follow-up questioning, 

thereby introducing an additional level of control over 

how information is managed. Controlling information 

in this way makes it possible for individuals with far less 

training and expertise to conduct diagnostic interviews, 

which is an important practical consideration when 

conduction research with thousands of participants to 

estimate the prevalence of mental illness in the 

population. 

 

Output:  Semi-structured interviews produce scores 

that indicate the presence or absence of a large 

number of disorders.  This is very different from the 

scores produced by the Beck Depression Inventory, 

which range from 0 to 63. The result of structured and 

semi-structured interviews overlooks a lot of important 

differences – namely the difference between mild, 

moderate and severe clinical depression. But they do 

so by design, arguing that those differences, although 

interesting and important for measuring treatment 

progress, are not as important as simplifying the 

decision that someone’s depressive symptoms are so 

impairing that they are actually a depressive illness.  

 

Assumptions: Both structured and semi-structured 

interviews conceptualize disorders as discrete – either 

you have the disorder, or you don’t – rather than as 

continuous entities – meaning there are different levels 

of severity. Being diagnosed with a disorder, by 

definition, implies both the presence of a number of 

severe symptoms, usually being present most of the 

time, as well as a level of impairment as a result of 

having those symptoms.  This means that anyone 

diagnosed with a disorder has a high level of severity, 

but beyond having or not having the disorder, 

individual differences in severity are entirely ignored.  

Viewing clinical disorders as discrete, simplifies 

decision making considerably - either you have it or 

you don’t, and if you have it, then you need treatment.  

 

  

 

Multi-dimensional test batteries: 

The Minnesota Multiphasic Personality Inventory  

 

Assessing large numbers of people with respect to the 

presence and absence of a large number of mental 

illnesses is extremely expensive and time-consuming if 

one relies on structured or semi-structured clinical 

interviews.  

 

The Minnesota Multiphasic Personality Inventory 

(MMPI) is the most widely used and validated test of 

adult personality and psychopathology. The MMPI is a 

self-report test, designed to assist clinicians in 

diagnosing a wide range of psychopathology.  

Psychologists and other mental health professionals 

have used various versions of the MMPI to develop 

treatment plans; clarify diagnoses; help answer legal 

questions; screen job candidates; and treatment 

progress.  

 

The original MMPI was developed on a scale-by-scale 

basis in the late 1930s and early 1940s by Hathaway 

and McKinley. One of the most unique features of the 

manner in which the scale has been developed is that 

only items that were endorsed by patients known to 

have been diagnosed with certain pathologies were 

included in the various symptom scales. Items were 

selected not on the basis of any theory but on the 
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basis of how well items identified clinical disorders.  

That means that items were retained for their ability to 

include and exclude people from a number of 

diagnostic categories. Their criterion validity (i.e., what 

they accurately identify) and not their face validity (i.e., 

what questions look like they might measure).  

 

One of the other unique features of the MMPI was 

introduced in 1989 in an updated version of the 

original scale which was first published by the 

University of Minnesota Press in 1943. In addition to 

measuring a wide range of personality and clinical  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

difficulties in a single test, the revision of the MMPI 

introduced the idea of validity scales. Three types of 

validity measures were included. One set of items were 

designed to detect non-responding or inconsistent 

responding (which is a threat to internal reliability); a 

set of items designed to detect when clients are over 

reporting or exaggerating the prevalence or severity of 

psychological symptoms (which is a threat to validity); 

and a set of questions designed to detect when test-

takers are under-reporting or downplaying 

psychological symptoms (which is also a threat to 

validity).  

 

A third aspect of the MMPI was the introduction of 

normative and standardized scales. Whether or not 

you were viewed as having a high level of depression 

no longer depended on just your test score (i.e., the 

number of questions you endorsed that indicated the 

presence of a disorder), but rather on your 

standardized score (i.e., the number of people who 

also obtain your score) from a carefully chosen, 

extremely large group of people who had already 

completed the entire MMPI.  

 

On a test that contains normative and standardized 

scales, your score functions to locate you in a 

normative group, which is a reference group to which 

you will be compared. A norm-referenced test is a 

type of test, assessment, or evaluation which yields an 

estimate of the position of the tested individual in a 

predefined population, with respect to the trait being 

measured. Your position with respect to that group is 

based on your standard score, that is the number of 

standard deviations your score is above the mean, 

which in this instance is the mean from the reference 

group.  

 

Output:  The MMPI produces a profile (or graph) of 

scores on the various scales and validity indices, in 

addition to an interpretive report for clinicians. 

Because every scale had a different number of items 

and the mean scores for the different scales also 

tended to be very different, every person’s score was 

converted to a T-score to make interpretation easier. If 

your score was exactly similar to the mean score of the 

reference group, you were assigned a T-score of 50. If 

your score was two standard deviations above the 

mean score for the reference groups, you were 

assigned a T-score of 65. A T-score of 65 or more on 

any scale was considered clinically significant.  

 

The level and manner in which information is 

controlled and decision-making streamlined is 

extraordinary.  The MMPI was and remains one of the 
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most impressive pieces of technology in psychology 

that is routinely used to assess people in multiple 

domains, health, psychology, employment and 

facilitate decisions about you.  Both the SATs and GREs 

use the very same technology, both of which are used 

in part to make decisions about entrance into 

undergraduate and graduate schools.  

 

 

Behavioural Acts and Online Behaviour 

 

The vast majority of personality tests are comprised of 

questions that refer to characteristics, such being shy, 

assertive, or kind. The majority of items on most 

measures have been derived from lexical descriptions 

of people (e.g., he is kind) rather than from behaviours 

or actions (e.g., he does things for others). Gordon 

Allport (1936?) conducted the first lexical analysis of 

characteristics, identifying over 4000 descriptions of 

people.   

 

Act Frequency Approach (AFA) was proposed by Buss 

& Craik (1981) which sought to identify the behavioural 

correlates of personality traits. This approach focuses 

on the day-to-day behaviours that make up everyday 

life. The goal of the Act Frequency Approach was to 

obtain numerical frequency ratings of a behaviour 

across a given time period (i.e., an hour, 

a month, a year). In this approach, if an individual did 

things for others several time a week, that person 

would be characterized as kind. This approach has 

however been strongly criticized as too “positivistic”, in 

that it defines personality only on the basis of 

observable behaviour, which was seen as too limiting 

(Block 1989). 

 

The Behavioral Acts Inventory (BAI) is an example of 

this approach. The BAI consists of a set of 400 

behavioural acts covering a wide range of behaviours 

(Goldberg, 2010), including “checked out a library 

book,” “painted my toenails,” “yelled at a stranger,” 

and “ate spicy food.” Participants were asked to 

report the frequency with which they performed each 

act using the following rating scale, including (1) “never 

in my life,” (2) “not in the past year,” (3) “once or twice 

in the past year,” (4), “three to 15 times in the past 

year,” (5) “15 or more times in the past year.” These 

rating categories were designed to minimize errors 

and biases in recalling specific examples of behaviour.  

 

Clearly one of the limitations of this test is the reliance 

on individuals’ memories about their behaviour in the 

recent or remote past. However, what if you could 

record all of a person’s behaviour as it occurs and 

store that information indefinitely, building an ever-

increasing database of a person’s activities. As you all 

know, this is currently being done by data companies, 

such as Google, Facebook, Microsoft and Amazon. 

Every click, keystroke, voice command, video, picture 

or text is now captured for eternity.  

 

Results of studies examining the accuracy of this 

approach that the behavioural data gathered from 

your online “footprint” is about 85% accurate in 

predicting your self-reported personality scores (      ). 

But some studies have shown that online behavioural 

data may be as accurate as self-report tests at 

predicting other behaviours of interest (Youyou, 

Kosinski & Stillwell, 2015), such as substance use, 

political attitudes, and physical health. 

 

The study by Youyou, Kosinski and Stillwell (2015) 

showed that who you liked on Facebook was an 

extremely accurate measure of your personality, for 

example “participants with high openness to 

experience tend to like Salvador Dalí, meditation, or 

TED talks; participants with high extraversion tend to 

like partying, Snookie (reality show star), or dancing (p. 

1037).” Results from the study (p. 1038) showed that 

some personality characteristics, like Openness, better 

predicted a variety of outcomes better than 

characteristics like Neuroticism, and that accuracy 

depends on the number of likes you have made. 

 

 
 

Interesting, accuracy although very good, was not 

anywhere close to perfect – yet.  

 

One of the most important issues about this approach, 

whether the “behaviour” is assessed through your 

responses to a questionnaire or from your behaviour 

online is the domain of interest. The domain of interest 

is the behavioural acts that are being measured. On 

the self-report questionnaire, it is the specific 

behaviours that are you are asked to rate. The domain 

of interest in online studies might be your Facebook 

activity, your Google searches, or your tweets, texts, or 
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voice commands. Each of these represents a different 

domain of your behaviour. Which domain is more 

predictive of other behaviour of interest may vary 

considerably? In terms of predicting future behaviour 

the source of information will be all of your behaviour. 

The more behaviour that can be captured, stored and 

evaluated, the better. Once a pattern of behaviour 

online can be linked to a specific disposition, action or 

choice, then the extent to which each of us resembles 

that pattern can be used as an estimate of how likely 

each of us is to do anything, even before we have 

done it.  

 

Ability tests  

 

The Wechsler Adult 

Intelligence Scale (WAIS) is 

an IQ test designed to 

measure intelligence and 

cognitive ability in adults 

and older adolescents. 

The original WAIS (Form I) 

was published in February 

1955 by David Wechsler, 

as a revision of the 

Wechsler-Bellevue Intelligence Scale, released in 1939. 

It is currently in its fourth edition (WAIS-IV) released in 

2008 by Pearson, and is the most widely used IQ test, 

for both adults and older adolescents, in the world. 

 

The WAIS-IV measure is appropriate for use with 

individuals aged 16–90 years. For individuals under 16 

years, the Wechsler Intelligence Scale for Children 

(WISC, 6–16 years) and the Wechsler Preschool and 

Primary Scale of Intelligence (WPPSI, 2½–7 years, 7 

months) are used. 

 

The original WISC (Wechsler, 1949) was an adaption of 

several of the subtests which made up the Wechsler–

Bellevue Intelligence Scale (Wechsler, 1939) but also 

featured several subtests designed specifically for it. 

The subtests were organized into Verbal and 

Performance scales, and provided scores for Verbal IQ 

(VIQ), Performance IQ (PIQ), and Full-Scale IQ (FSIQ). 

A revised edition was published in 1974 as the WISC-R 

(Wechsler, 1974), featuring the same subtests however 

the age range was changed from 5-15 to 6-16. The 

third edition was published in 1991 (WISC-III; Wechsler, 

1991) and brought with it a new subtest as a measure 

of processing speed. In addition to the traditional VIQ, 

PIQ, and FSIQ scores, four new index scores were 

introduced to represent more narrow domains of 

cognitive function: The Verbal Comprehension Index 

(VCI), the Perceptual Organization Index (POI), the 

Freedom from Distractibility Index (FDI), and the 

Processing Speed Index (PSI). 

 

The current version, the WISC-V, was produced in 

2003 followed by the UK version in 2004. Each 

successive version has re-normed the test to 

compensate for the Flynn effect, ensuring not only that 

the norms do not become outdated which is 

suggested to result in inflated scores on intelligence 

measures, but that they are representative of the 

current population (Flynn, 1984, 1987, 1999; Matarazzo, 

1972). Additional updates and refinements include 

changes to the questions to make them less biased 

against minorities and females, and updated materials 

to make them more useful in the administration of the 

test.  

 

 

Achievement tests: 

 

The Graduate Record Examination (GRE)  

 

The Graduate Record Examinations (GRE) is a 

standardized test that is an admissions requirement for 

most graduate schools in 

Canada and the United States. 

The test was created and 

administered by Educational 

Testing Service (ETS) in 1949 

and was designed to measure 

verbal reasoning, quantitative 

reasoning, analytical writing, 

critical thinking, as well as 

knowledge within certain 

fields.   

 

Theory: The Graduate Record Examinations are 

intended as achievement tests, measuring your 

accrued knowledge of a number of different areas of 

knowledge, both general (e.g., vocabulary) and specific 

(e.g., psychology) 

 

Output:  For each section of the test, results are 

expressed as a scaled score. The quantitative test is 

scored on a scale of 130–170, in 1-point increments 

(Before August 2011 the scale was 200–800, in 10-point 

increments), which correspond to your percentile. A 

score of 130 means that you are in the bottom 

percentile (which means that 99% of people did better 

than you); a score of 150 is in the 49th percentile.  

  

Raw score:  Within each section, all questions 

contribute equally to the final score. For each 

subsection of the GRE a raw score is computed. The 
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raw score is the number of questions you answered 

correctly. 

 

Scaled score: The raw score is converted to a scaled 

score through a process known as equating. Thus, a 

given scaled score for a particular measure reflects the 

same level of performance regardless of which second 

section was selected and when the test was taken. 

Scaled scores permit the comparison of people even 

though certain subtests may be harder than others. 

For example, it may be necessary to get 90% correct 

on one section but just 70% of another section to 

obtain a high scaled score.  

 

The GREs have been criticized for not being a true 

measure of whether a student will be successful in 

graduate school. Robert Sternberg (now of Oklahoma 

State University–Stillwater; working at Yale University at 

the time of the study), a long-time critic of modern 

intelligence testing in general, found the GRE general 

test was weakly predictive of success in graduate 

studies in psychology.[34] The strongest relationship 

was found for the now-defunct analytical portion of 

the exam. 

 

The ETS published a report ("What is the Value of the 

GRE?") that points out the predictive value of the GRE 

on a student's index of success at the graduate level. 

The problem with earlier studies is the statistical 

phenomena of restriction of range. A correlation 

coefficient is sensitive to the range sampled for the 

test. Specifically, if only students accepted to graduate 

programs are studied (in Sternberg & Williams and 

other research), the relationship is occluded. Validity 

coefficients range from .30 to .45 between the GRE 

and both first year and overall graduate GPA in ETS' 

study. 

  

 

Projective tests:  

 

There are several projective tests, including the 

Rorschach Inkblot Test (Rorschach, 1927), the Thematic 

Apperception Test (Murray, 1943), the Draw-A-Person 

(Goodenough, 1926), and the Word Association (Jung, 

1910). Projective tests were developed with the goal of 

measuring impulses, emotions, and motives that a 

person is unaware of.  

 

The basic idea is to provide neutral and non-

threatening stimuli to a patient and then ask them to 

interpret ambiguous pictures, fill in the blanks, make 

associations, or tell stories. If the theory of projection is 

true, then the clients will project their own unconscious 

impulse, feelings and motives onto the ambiguous 

stimuli, allowing the assessor to interpret and move 

the patient toward increased insight.  In more 

contemporary terminology, because there is no 

inherently correct answer, there will be little influence 

of demand characteristics.  

 

We conclude that there is empirical support for the 

validity of a small number of indexes derived from the 

Rorschach and TAT. However, the substantial majority 

of Rorschach and TAT indexes are not empirically 

supported. The validity’s evidence for human figure 

drawings is even more limited. With a few exceptions, 

projective indexes have not consistently demonstrated 

incremental validity above and beyond other 

psychometric data. (Lilienfeld et al. 2000). 

 

Despite these criticisms, Durand, Blanchard and 

Mindell (1988) reported that almost half (49%) of the 

directors of clinical psychology graduate programs 

and almost two-thirds (65%) of the directors of clinical 

psychology internships believed that formal training in 

projective techniques is still important.  

 

The question on a project test typically consist of a 

series of “stimuli” which are usual pictures of some 

kind. Examples of the Inkblot test and the Thematic 

Apperception Test are present in the Figure below.  

 

Below is the first and third cards from the Inkblot test. 

Not all of the cards contain colour. What do you see?  
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Chapter 4: Metrics and statistics 
 

In this chapter, you will learn about a number of test 

metrics and statistics, which are very different. A metric 

is a system or standard of measurement. This is the 

test score, which might be a simple number (i.e., 5) or 

a percent (5%). In contrast, a statistic is number that 

describes a large group of people. A metric is like a 

ruler, that allows us to measure differences or 

compare individuals. A statistic is a number that 

summarizes individuals scores for an entire group of 

individuals. When we use that number to describe a 

sample or small group of people (such as the class) 

this is called a descriptive statistic (because it describes 

the class). When we use that statistic to describe the 

entire population of students, this is called an 

inferential statistic (because we are making an 

inference from the sample to the entire population). It 

is important to note that that statistic, whatever it is 

(e.g., the mean height of students in the class or their 

mean score on the last test) can be used either 

descriptively or inferentially.  

 

Metrics are the tools that researchers and clinicians use 

to compare people. Some are very basic, such as the 

total score on your test, your ranking or the percent 

(of questions you answered correctly). Others are 

more complex such as your z-score or your percentile 

(e.g., top 5%). In contrast, statistics are the tools that 

researchers and clinicians use to describe and evaluate 

how well tests perform.  Some are basic, such as the 

mean and standard deviation. Others are more 

complex, such as the correlation coefficient and the 

effect size.   

 

I will also ask that you memorize them with respect to 

how they work. These are so fundamental to 

measurement, that it will be important that you know 

them inside and out. But memorizing them will not be 

that hard, because you will understand them 

conceptually.  

 

Types of metrics 

 

Once a test is completed and scored, responses to 

questions are tallied to create a test score. The raw test 

score is the most straightforward metric; it is simply the 

total score comprised of scores from individual test 

items.  However, raw scores can be transformed in a 

number of different ways to reveal more information 

about what the raw score actually means. Here a 

number of examples of scores that have been 

transformed which are depicted in the Figure X below.  

  

 
 

Percent score:   Transforming a raw score to a percent 

is one of the most common and frequently made 

transformations for ability tests. Obtaining a 38 on the 

mid-term exam doesn’t say very much unless you 

know more about the test. But dividing your score (i.e., 

38) by the maximum score (i.e., 50) is far more 

meaningful. Thirty-eight out of 50 is a 76 (percent). 

The percent is particularly useful since it makes all 

scores immediately comparable to other tests, even 

when the other tests differ in length or maximum 

score.  For example, a 38 (out of 50) is much different 

than a 38 out of 40.  The 38 is not directly comparable 

but the percent it.  

This idea of having a metric (e.g., the percent) that is 

immediately comparable is often taken for granted, 

but this is an important property. Ask yourself to what 

degree any of the metrics that we use (i.e., scores, 

percents, letter grades) are truly that comparable. Even 

percents may not be that comparable when you use it 

to compare students from different institutions.  

Percentile scores:  Sometimes, students are given a 

percentile score, which should not be confused with 

the percent score.  If you were told that you scored in 

the 75th percentile, does that mean that you got 75% 

of the questions correct? The answer is that it could 

mean that. A student with a 75% grade could be at the 

If your mom asked you how you did on your 
test, what would you like to say? That you 
got a 75, 75%, scored at the 75th percentile, 
that your ranked 75th, or that you had a 
standard nine score of 7 or a z-score of 4? 
Each of these scores represent different 
metrics that characterize how well you did? 
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75th percentile but so could a student with a 50% 

grade or even a 95% grade.  

Percentiles tell you where you are located within a 

larger group of students where as percents do not. If 

you are told that your score is at the 75th percentile 

that measns that 75 percent of students had scores 

below yours and 25% of students had scores higher 

than yours. However, the percentile does not tell you 

how many questions you got correct. It is possible to 

be at the 95th percentile and still not pass the test. But 

in this instance you would be in very good company. If 

you are at the 95th percentile and failed then most 

people did too.  

 

Standard Deviation:  The standard deviation is used to 

describe a distribution of scores. That makes it a group 

level descriptor (rather than say the z-score, which 

describes where an individual is located in a group). 

The standard deviation tells you how much of a group, 

sample or population falls within a certain range of 

scores. For example, a standard deviation of 3.5 would 

mean that 68.26% of the scores on a test fall with ± 

3.5 of the mean. So, if the mean score was 50 then 

68.26% of people would have scores between 46.5 

and 53.5. Knowing the standard deviation for a test 

tells you what to expect the next time the test is 

administered and whether or not the test is 

performing how you would expect the next time you 

administer it.  

Z-scores: Z-scores are used to describe where a 

person is located within a group or distribution of 

scores. The z-score is and individual-level statistic, 

rather than a group-level statistic, like the standard 

deviation. Z-scores are computed by taking the 

difference between your score and the mean score of 

your group and then dividing the difference by the 

standard deviation. This is more than just a deviation 

from the mean score. It included the standard 

deviation, which is the square root of the variance. If 

there is very little variance in scores, meaning the 

scores fall in a very narrow range, then a large 

difference (between your score and the group mean) 

will be more meaningful than when there is a lot of 

variance in scores, meaning the scores were really 

spread out.  

Scaled scores or T-scores:  Scaled scores or T-scores 

are generic terms for any type of scale that is 

“transformed” in some way.  There are several types of 

transformation that can be applied to raw scores to 

transform them into something more meaningful. 

Scaled scores are most frequently used on tests such 

as the GRE (the Graduate Record Examination), which 

most students are required to take as part of applying 

to graduate school. The scaled score allows test 

developers to “equate” students in a manner to ensure 

that test results are fair or comparable.  

The most common examples are the Vocabulary and 

Quantitative tests on the Graduate Record 

Examamination. Let’s say the students routinely do 

much better on the Vocabulary Subtest than on the 

Quantitative Subtest and that the range of scores on 

the Vocabulary Subtest is much broader.  If one 

student gets 75% and 65% on the Vocabulary and 

Quantitative Substetst, and a second student gets the 

opposite, namely 65% and 75% on the Vocabulary 

and Quantitative Substetst, would you say that overall 

(if you combine both scores), both students are doing 

about the same? After all, they would both have a 

mean score of 70%.  

But suppose that the Vocabulary test was a lot easier 

than the Quantitative test. Then you would say that the 

second student was probably doing better. That seems 

intuitively clear but can you develop a way to 

quantitatively compare students across a number of 

tests that are of different difficulty?  

One way to do this is to look at z-scores.  If the z-

score for each student for both tests were the same, 

then you would be right. But suppose that the mean 

score on the Vocabulary subtest was 70% with a 

standard deviation of 15%. In this instance, the 

difference between the two scores is not that 

meaningful. But what if the mean score on the 

Quantitative Subtest was also 70%, but the standard 

deviation was just 2%.  If this were the case then the 

second student has a score more than two standard 

deviations above the mean and the first student has a 

socre more than two standard deviations below the 

mean. In this instance, you would argue that the 

second student is doing much better, because the 

meaningfullness of the spread is so much more on the 

second test than on the first. Scale scores or  T-scores 

transform scores so that two people can be more fairly 

equated in terms of their ability. 

Metrics foster comparisons  

 

Lee Cronbach (1950) believed that one of the primary 

purpose of tests was to compare individuals. Metrics, 

like a rank, percentile, or any other metric facilitate 

comparisons. But at what cost? What would be the 

best way to summarize your performance on the mid-
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term – your total score, your percent correct, your z-

score or how about your ranking.  

There are several advantages and disadvantages to 

each of these metrics. Can you suggest a few?    

 

Types of statistics  

Once questionnaires have been administered to 

completed by a sample of individuals, questionnaires 

scores can be used to compute a number of statistics 

that describe the sample. The mean of those scores is 

the most straightforward statistic. It tells you 

something about the sample but it also tells you 

something about the test. If the mean score on the 

midterm test was over 90% this tells you something 

about the students, namely that they all did very well. 

But it also tells you something about the test, namely 

that the test was, perhaps, an easy test. If most people 

in the class got over 90% the test was easy and should 

have made a bit harder, perhaps, especially if the test 

was going to be used to select the very best students 

for grad school and medschool (unless of course the 

goal was to let everyone in).  

 

Equation #1:   The Mean  

 

Here is the equation for the arithmetic mean.  This is 

familiar from chapter two. But let's do it again. It is 

good practice. Can you name all the different parts of 

the equation? Do you remember the significance of 

using the Greek letter μ (say “mew“)? 

 

  
 

where, 

 

xi = the score for a single person (i represents the person) 

μ = the mean score for the population 

N = the total number of people in the sample 

 

 signifies that we are going to sum every person's 

deviation from the first person (i = 1) to the last 

person, which is N. 

 

This is all straightforward enough. But let's think more 

conceptually about what the mean score is. In chapter 

five, we're going to be talking about measurement 

models and theoretical models about how the world 

works. The mean score is also a model. If I asked you 

to make a prediction about how depressed any given 

person in the class was right now, what would you 

guess?  Hard to know, right?  But what if you guessed 

the mean score of any sample (e.g., 5.5 for the Beck 

Depression Inventory? That would be a very good 

guess, and if the distribution of scores was bell-shaped 

or normal (which it usually is), then it turns out that the 

mean score is the guess that would minimize the 

amount by which you will have over-estimated or 

underestimated for any given person.  

 

Why is this the case? Think back to Galton and his 

fascination with deviations. If you compute a deviation 

for each person and then add them up, the deviations 

will cancel out. To really, test this out you would need 

to use the mean score from our class and then see if it 

also is the best guess in a new class, which is a 

technique called cross-validation (when you try to 

replicate your finding in a new sample).  

The mean score in this sense is a predictive model. I 

am going to make a prediction now about how well 

you are all going to do on the mid-term exam. The 

basis of my prediction is based on the mean score for 

all mid-term exams from the past 10 years, which is 

70%.  Having said that, there is always a chance that 

this class will be different, but the odds are against it. 

Let's see how I do.  

 

In this sense, the mean score is a model of human 

behaviour. It is so basic and works so well that it is 

included as the default model in regression analyses 

(i.e., the intercept model), against which other models, 

that include more variables and predictors, are 

compared.  If I wanted to improve my prediction, I 

would calculate the amount of time you allocate to 

studying. That means I would then start with 70% (i.e., 

the mean) and then add a little bit if you are a person 

who studies a lot and subtract a little bit if you are 

someone who doesn't.  

 

Equation #2:   The variance  

 

We introduced the equation for the standard deviation 

in chapter two and talked about the variance, which is 

mathematically related (the standard deviation is just 

the square root of the variance), but it is important 

(since you will need a good understanding of 

deviations to understand Equation #5). So, let's run 

through this again.  

 

Here’s the formula for the variance.  

 

 
 

where, 
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σ = the standard deviation for the population 

xi = the score for a single person (i represents the person) 

μ = the mean score for the population 

2 = the square of the deviation 

 

signifies that we are going to sum every person's 

deviation from the first person (i = 1) to the last 

person, which is N. 

 

To be really explicit, we could have called this the 

equation for the variance “from the mean” because it 

is based on deviations from the mean.  When we get 

to Equation #5 we are going to need to consider 

deviations from the mean for two variables at the 

same time. For now, just hang on to that idea of 

deviations from the mean.  

 

Here's the equation for the standard deviation: 

  

  

 
 

where, 

 

σ = the standard deviation for the population 

xi = the score for a single person (i represents the person) 

μ = the mean score for the population 

2 = the square of the deviation 

 

signifies that we are going to sum every person's 

deviation from the first person (i = 1) to the last 

person, which is N. 

 

√= taking the square root of 

 

 

Equation #3:  Correlation coefficient 

 

The correlation was developed by Karl Pearson from a 

related idea introduced by Francis Galton in the 1880s 

[1][2]. Correlation coefficients are used to describe how 

closely two sets of scores (from two different tests) are 

related.  Imagine if I asked everyone in the class to 

complete a measure of depressed mood as well as a 

measure of anxiety. In this dataset, every person would 

have two scores – a depression score as well as an 

anxiety score. We would predict that in general, 

people who have some sad mood also have a little bit 

of anxious mood and vice versa. So, we would say that 

they are (likely to be) correlated. That means if you are 

a person who has a high score on the depression 

question then you would tend to have a high score on 

the anxiety question. Similarly, if you are a person who 

has a low score on the depression question then you 

would tend to have a low score on the anxiety 

question. The key to understanding how correlation 

coefficients work is to think about what a high score 

means in this context – high scores compared to what?  

As it turns out, the high scores that we are talking 

about are high scores compared to the mean score for 

all people in our dataset.  

 

Here is the equation for the correlation coefficient – 

look for both the deviations and the means for both 

variables:   

 

  
 

 

where, 

σ = the standard deviation for the population 

xi = the score for a single person (i represents the person)  

x̄ = the mean score for the population 

 

yi = the score for a single person (i represents the person) 

ȳ = the mean score for the population 

2 = the square of the deviation 

 

signifies that we are going to sum every person's 

deviation from the first person (i = 1) to the last 

person, which is N. 

 

√= taking the square root of 

 

Let's start with what is familiar. This equation is all 

about deviations from the mean, like this:  

 

  
 

There are four deviations in this equation, two for the 

first variable x and two for the second variable y. Let's 

use x as a placeholder for depression scores, and y as 

a placeholder for anxiety scores.  

 

The difference is in what gets done with them. In the 

numerator, the two deviations – one from x and one 

from z get multiplied together. If the two deviations 

are positive (which means your individual score for 

depression is higher than the mean depression score 

for all people in the group and that your individual 

score for anxiety is higher than the mean anxiety score 

for all people in the group), then when you multiply 

them together, the result will still be positive.  

 



Chapter 4: Metrics and statistics  

 

Psychometrics: A conceptual approach (do not quote or repost)       ©2019 D. A. Santor |  38 

 

Think about what happens if both deviations are 

negative (which means your individual score for 

depression is lower than the mean depression score 

for all people in the group and that your individual 

score for anxiety is also lower than the mean anxiety 

score for all people in the group). Because both are 

negative, the result of multiplying two negative 

deviations together will be positive.  

 

 

Type and uses of correlation coefficients  

 

Before continuing to the next equation, let's spend 

some time talking about correlations.   

 

I used a simple statistics program to generate random 

data for 10 variables with 20 cases (i.e., persons) for 

each variable. Then, I told the program to compute 

the correlations among these variables. Here's the 

result: 

 

 

 
 

          C1       C2       C3       C4       C5       C6       C7       C8       C9      C10 

C1     1.000 

C2     0.274    1.000 

C3    -0.134   -0.269    1.000 

C4     0.201   -0.153    0.075    1.000 

C5    -0.129   -0.166    0.278   -0.011    1.000 

C6    -0.095    0.280   -0.348   -0.378   -0.009    1.000 

C7     0.171   -0.122    0.288    0.086    0.193    0.002    1.000 

C8     0.219    0.242   -0.380   -0.227   -0.551    0.324   -0.082    1.000 

C9     0.518    0.238    0.002    0.082   -0.015    0.304    0.347   -0.013    1.000 

C10    0.299    0.568    0.165   -0.122   -0.106   -0.169    0.243    0.014    0.352    1.000 

 

This type of table is called a correlation matrix. It lists 

the variable names (C1-C10) down the first column and 

across the first row. The diagonal of a correlation 

matrix (i.e., the numbers that go from the upper left 

corner to the lower right) always consists of ones. 

That's because these are the correlations between 

each variable and itself (and a variable is always 

perfectly correlated with itself). This statistical program 

only shows the lower triangle of the correlation matrix. 

In every correlation matrix, there are two triangles that 

are the values below and to the left of the diagonal 

(lower triangle) and above and to the right of the 

diagonal (upper triangle). There is no reason to print 

both triangles because the two triangles of a 

correlation matrix are always mirrored images of each 

other (the correlation of variable x with variable y is 

always equal to the correlation of variable y with 

variable x).  

 

When a matrix has this mirror-image quality above 

and below the diagonal we refer to it as a symmetric 

matrix. A correlation matrix is always a symmetric 

matrix. To locate the correlation for any pair of 

variables, find the value in the table for the row and 

column intersection for those two variables. For 

instance, to find the correlation between variables C5 

and C2, I look for where row C2 and column C5 are (in 

this case it's blank because it falls in the upper triangle 

area) and where row C5 and column C2 are and, in 

the second case, I find that the correlation is -.166.   

 

OK, so how did I know that there are 45 unique 

correlations when we have 10 variables? There's a 

handy simple little formula that tells how many pairs 

(e.g., correlations) there are for any number of 

variables: 

 
𝑁 ∗ (𝑁 − 1)

2
 

 

where N is the number of variables. In the example, I 

had 10 variables, so I know I have (10 * 9)/2 = 90/2 = 

45 pairs.  Count them up just to make sure (but do not 

count the diagonal. A correlation between a variable 

and itself does not count.  

 

 

The direction of correlation: 

 

In the figure below, there are six different correlations. 

Draw in the line of best fit (as best you can) to reveal 

the direction of correlation, if there is any association. 

If the line fits well, there should be as many points 

above the line as below and the distance from points 

above the line should be the same as below the line.  

 

 
 

Types of correlations 

 

Pearson correlation  

The Pearson product-moment correlation was 

developed by Karl Pearson from a similar but slightly 

different idea introduced by Francis Galton in the 

1880s. The correlation coefficient is sometimes called 

"Pearson's r."  Pearson's “r” measures the strength of a 

correlation between two sets of test scores.  The “r” 

was first used by Galton during a lecture in 1877 which 

was retained by Karl Pearson.  

 

Spearman Correlation 
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Charles Edward Spearman, (1863 - 1945) was an 

English psychologist known for his work in statistics, 

being a pioneer of factor analysis, and for introducing 

Spearman's rank correlation coefficient. He also did 

seminal work on models of human intelligence, 

including his theory that disparate cognitive test scores 

reflect a single general factor and coining the term “g 

factor”. 

 

Spearman's rank correlation coefficient or “Spearman's 

rho”, named after Charles Spearman and often 

denoted by the Greek letter ρ (rho) or as r’s, is a non-

parametric measure of statistical dependence between 

two variables, which are measured as rank. It assesses 

how well the relationship between two variables can 

be described using a monotonic function. If there are 

no repeated data values, a perfect Spearman 

correlation of +1 or −1 occurs when each of the 

variables is a perfect monotone function of the other. 

 

 

Many Correlation Coefficients 

 

We introduced the Pearson product-moment 

correlation coefficient and the Spearman rho 

correlation coefficient. There are more. Remember 

that the Pearson product-moment correlation 

coefficient require quantitative (interval or ratio) data 

for both x and y, whereas the Spearman rho 

correlation coefficient applies to ranked (ordinal) data 

for both x and y.  

 

It is often the case that the data variables are not at 

the same level of measurement, or that the data might 

instead of being quantitative be categorical (nominal 

or ordinal). In addition to correlation coefficients, there 

are other commonly used coefficients which are 

instead measures of association. 

 

For the purpose of correlation coefficients, we can 

generally lump the interval and ratio scales together as 

just quantitative. In addition, the regression of x on y is 

closely related to the regression of y on x, and the 

same coefficient applies. We list below in a table the 

common choices which we will then discuss in turn. 

 
Variable Y\X  Interval / Ratio X Ordinal X Nominal X  

Interval / Ratio Y Pearson r    

Ordinal Y  Biserial rb  Spearman rho  
 

Nominal Y  Point Biserial rpb  Rank Bisereal rrb  Phi,  

 

 

Point-Biserial 

The point-biserial correlation coefficient, referred to as 

rpb, is a special case of the Pearson correlation 

coefficient in which one variable is interval or ratio and 

the other variable is dichotomous and nominal. The 

calculations simplify since typically the values 1 

(presence) and 0 (absence) are used for the 

dichotomous variable. An example usage might be to 

determine if gender is correlated with exam 

performance. 

 

Biserial Correlation Coefficient 

Another measure of association, the biserial correlation 

coefficient, termed rb, is similar to the point biserial, 

but it’s interval or ratio data against ordinal data. An 

example might be an exam performance (a ratio scale) 

test correlated with year of study (an ordinal scale).  

Phi Coefficient 

Point biserial correlations and Spearman’s rho are 

special cases of the Pearson correlation. However, 

other measures, such as Phi, which involves two 

nominal variables, are better thought of as measures 

of association, even though they are also called 

coefficients. 

 

If both variables instead are nominal or dichotomous, 

the Pearson simplifies even further. First, perhaps, we 

need to introduce contingency tables. A contingency 

table is a two-dimensional table containing 

frequencies by category. For this situation, it will be 

two by two since each variable can only take on two 

values, but each dimension will exceed two when the 

associated variable is not dichotomous. As an 

example, consider the following data organized by 

gender and employee classification (faculty/staff). 

 
Class.\Gender Female (0) Male (1) Totals  

Staff 10 5 15  

Faculty 5 10 15  

Totals: 15 15 30  

 

 

What is the effect of the shape of the distribution on 

the correlation coefficient? 

 

Examine the four scatter plots below, in which the line 

of best fit has been imposed. What do these four 

scatterplots have in common?  They all have the same 

line of best fit and produce the same correlation 

coefficient, even though the underlying data is very, 

very different. In the first plot, the underlying nature of 

the data is linear, but in the second (top right) the data 

is non-linear or curved. In the third graph (bottom left) 

the data is linear but has one data point that pulls up 

the line and in the four graphs (bottom right) there is 

no relationship at.  
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This is the first example of how a statistic such as the 

correlation coefficient imposes a model on the data 

(which is in this instance a linear model) which in fact 

may be very, very wrong.  

 

The Measurement Model 

 

In one of the next chapters, we will begin talking about 

the theoretical model that tells you about the construct 

you are measuring and the measurement model which 

tests your theoretical model. The measurement model 

may be very explicit, as is usually the case when using 

structural equation modeling, or it may be implied, as 

in the case of using a correlation coefficient, but it is 

always there.  

 

When you use a (Pearson) correlation coefficient you 

are implying – either knowingly or not – that the two 

constructs that you are measuring are linearly related. 

When you use a Spearman correlation your 

measurement model is different, in that you are 

implying that the constructs that you are measuring 

are not necessarily linearly related but are both 

continuous and increasing. 

 

Equation #4: The predicted score  

 

Before proceeding with the next equation, let's 

introduce another concept, namely an individual’s 

predicted score. The person’s predicted score is an 

estimate of what you might expected a person to 

score on test given then scores on some other tests. 

Based on all of the information I have from previous 

years of teaching psychometrics, it is possible for me 

to predict how each of you will do on the final exam 

on the basis of your mid-term. It is far from perfect, 

but it is possible. Predicted, in this context, can have 

two different meanings. One means “predicted” in a 

temporal sense (i.e., in the future), the other in a 

“mathematical” sense (i.e., the score I believe you will 

get). Once you all have finished the mid-term, I could 

try to “predict” what you would get on the final even 

before you take it. For example, I could predict that 

students with As will obtain As on the final. That seems 

reasonable. I would have to wait and see how well my 

prediction is.  However, I could also use the data from 

last years class to calculate what students are expected 

to get on the final, given their mark on the mid-term. 

To do this, I would compute a line of best fit for the 

relationship between mid-term grades and final 

grades.  

 

The line of best fit is defined as the line that passes 

through all of the data appearing in the scatter plot, 

and that minimizes the distance between the line and 

every data point. Let me illustrate that. Here are two 

possibilities using the data from before.  

 

 

  
 

The distance from the circled data point to the solid 

line is much smaller than it is to the broken line. In fact, 

the distance from every data point to the solid line is 

shorter than it is to the broken line, which is what we 

mean by saying “the line of best fit”. This line of best fit 

is also the regression line. With complex datasets, you 

would use a software program like SPSS, SAS or even 

Excel to find that line for you.    

 

Once you find the line of best fit, you can then use 

that line and equation that goes with it 

 

y = ax + b 

 

to make some predictions about what you would 

expect someone to get on say an anxiety scale, by just 

knowing what they got on the depression scale. In the 

current example, we would predict that someone with 

a depression score that is +3 deviations above the 

depression mean (see blue arrow) would be expected 

to have a score that is +3 deviations about the mean 

anxiety score (see pink arrow). Interestingly, the 

predicted score (which is the value of the height of the 

line) is less than the person's actual score (which is 



Chapter 4: Metrics and statistics  

 

Psychometrics: A conceptual approach (do not quote or repost)       ©2019 D. A. Santor |  41 

 

circled). Using the line of best fit is not perfect but it is 

better than the mean score.  

 

Calculating your predicted score  

 

If you have that line of best fit, you can take the 

person's score from one scale and predict their score 

on the other.  The equation is:  

 

ŷi = bo + b1xi 

 

where,   

 

xi = the score that a person (i) gets on one test (e.g., 

his or her depression score).  

  

bo = the intercept of the line of best fit (or the 

intercept from a regression equation). The value of the 

intercept is the height of the line, at the point on the 

plot where x equals 0.  

 

b1 = the slope of the line of best fit (or the value of the 

slope from a regression equation). 

 

ŷi = is the predicted score for the second test.  

 

So, the difference between the predicted value of ŷi 

and the actual value yi is again a kind of a deviation, 

but when used in this instance, it can be seen as a 

measure of how good or bad the line of best fit is. You 

can think of it as a measure of misfit or fit depending 

on how you look at it. It you were to compute the 

difference between the predicted value of ŷi and the 

actual value yi for everyone in the dataset, and then 

square them (so they do not cancel each other out), 

you would have an overall measure fit, with low scores 

representing good fit and large scores representing 

poor fit.  

 

This kind of measure of fit that captures the difference 

between actual and predicted values is central to all of 

our measures of statistics, including PCA and SEM, 

which we talk about in the second part of the book. 

 

 

Equation #5: The effect size (for groups)  

 

In statistics, an effect size is a measure of the strength 

of the relationship between two variables in a statistical 

population, or a sample-based estimate of that 

quantity. An effect size calculated from data is a 

descriptive statistic that conveys the estimated 

magnitude of a relationship without making any 

statement about whether the apparent relationship in 

the data reflects a true relationship in the population. 

 

Let consider the differences between the two groups, 

males (broken line) and females (solid line), who have 

completed two different measures of depression. The 

distributions for the first test are presented at the top. 

And the distributions for the second test are at the 

bottom.  Men have the same mean scores on both 

tests, which are lower than the scores for women. So, 

both groups have the same mean. Are these groups 

different?  

 

  
Although the difference between the means is the 

same, the size of the effect, called the effect size, is 

different. This is because the effect size, unlike the 

mean, considers the amount of overlap in the 

distributions. The less overlap there is, the bigger the 

effect size will be.  

 

 

Computing effect sizes: 

 

The equation for the effect size is the difference 

between the means scores of two distributions, divided 

by the pooled standard deviation.    

 

  
 

 
 

 
 
Now examine each of the pairs of distributions (to the 

right), all of which have the same difference between 

the means for both men and women, which one has 

the biggest effect size? 
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Standard error:  The standard error is not the same as 

the standard deviation, but they are related. The 

standard deviation is a measure of the dispersion, or 

scatter, of the data from one sample. For instance, if a 

surgeon collects data from 20 patients with soft tissue 

sarcoma and the average tumor size in the sample is 

7.4 cm, the average does not provide a good idea of 

the individual sizes in the sample. It could be that the 

sizes in the sample are similar and lie between 7 and 9 

cm or that the sizes are dissimilar with some tumors 

being very small and others very large.  
 

In contrast, the standard error provides an estimate of 

the precision of a parameter (such as a mean, 

proportion, odds ratio, survival probability, etc.). When 

the standard error relates to a mean it is called the 

standard error of the mean.  The standard error (of the 

mean) tells how much dispersion there is among a 

larger number of sample means.  For instance, in the 

previous example we know that average size of the 

tumor in the sample is 7.4 cm, but what we really 

would like to know is the average size of the tumor in 

the entire population of interest (ie, all patients with 

such tumors, not just those in the study). We can take 

the sample mean as our best estimate of what is true 

in that relevant population but we know that if we 

collect data on another sample, the mean will vary 

according to what is called the “sampling distribution.” 

Ideally, we would like to have a measure of the 

uncertainty surrounding our estimate. However, with 

only one sample, how can we obtain an idea of how 

precise our sample mean is regarding the population 

true mean? Assume the parameter (say tumor size) in 

the population has mean μ and standard deviation σ. 

We know that if we draw 100 samples, each with 50 

tumors, from the population of all tumours, we will be 

able to compute 100 means scores (i.e., one for each 

sample) and 100 standard deviations.   

Take a look at Figure x. Two distributions for two 

different samples are depicted. The two samples are 

different. The one to the left is narrow and has a 

means and median that is smaller in magnitude that 

the one to the right. The one on the right also has a 

greater range. These two distributions represent 

different estimates of what the entire population is like. 

In this sense, the mean and standard deviation are 

estimates of the population. It is difficult to know which 

one is correct. Perhaps neither is an accurate estimate 

of the mean or standard deviation. One way to work 

out which is correct, it to collect more samples and 

comput the mean and standard deviation from each 

sample. Suppose that you collected more data from 

five different hospitals. The distributions from those 

five different hospitals might look like the distributions 

in Figure X.  

 

Although there is still no certainty, the fact that the five 

overlap would suggest that they mean is likely to be 

somewhere in the middle (where the vertical line has 

been drwna).  You can calculate the value of this line 

as the mean of the five individual means from each of 

the five distributions. That overall mean score would 
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also have a standard deviation. Let’s say that the five 

scores were 6.5, 7.1, 7.7, 7.8 and 7.9. The overall mean 

score would be 7.4 and the standard deviation of 

those five scores is 0.59. This value, 0.59, is the 

standard error of the estimate.  

If one of the samples is five times as large as the other, 

you may elect to create a “weighted” mean. This would 

mean letting the mean score of the largest sample 

contribute to the overall mean more than the mean 

score of the smallest group. If the mean from the 

largest group was based on 5000 people and the 

mean score from the smallest group was based on just 

5 people, we could probably just ignore the mean 

from the smallest group, or let it contribute just 

1/1000th as much as the largest group.   

 

How many samples are enough? 

It is difficult to know how many samples is enough. 

However, using the central limit theorem, we can 

assume that the distribution of those means (from 

different samples) will follow a normal distribution 

themselves.  

 

Equation #6, #7 and #8: Sensitivity, specificity, and 

positive (PPV) and negative predictive (NPV) values.  

 

In addition to differentiating individuals with respect to 

the severity of some disorder or condition, 

psychometric measures are frequently used to facilitate 

the detection of some illness or condition.  

 

Typically, a cut-off score (or cut score) is selected (e.g., 

15) above which individuals are designated as 

depressed, for example. That means that anyone with 

a score of 16 or greater would be designated as 

depressed on this screening test. The performance of 

the cut-off score is evaluated with respect to some 

other gold standard (e.g., a diagnosis) against which 

the sensitivity, specificity, and both positive predictive 

value and negative predictive values are examined.  

 

These are defined as follows: 

 
Sensitivity =  (# of depressed persons with positive test scores)  

      (# of depressed persons) 

Specificity  =  (# of non-depressed with negative test scores) 

          (# of nondepressed persons) 

PPV =  (# with positive test scores who are actually depressed) 

              (# of persons with positive test scores) 

NPV = (# with negative test scores who are not depressed) 

                (# of persons with negative test scores) 

 

Another way of thinking about this is that  

 

 

 
 

 
   

 
 

 
 

And the third way to think about it is to do so 

graphically, like this: 

 
  Truth  
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(N) 
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(N) 
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Total without 
Disease 

Total (N) 

 

 

 

Sensitivity  = A / (A+C)  

Specificity  = D / (B + D) 

PPV   = A / (A + B)  

NPV   = D / (C + D) 

 

Sensitivity, Specificity and Predictive Values serve as 

measures of efficiency.  High sensitivity is important 

when the clinician or researcher wants to minimize the 

number of depressed people who are not identified.  

Generally, the sensitivity of a measure can be 

increased by lowering the cut point so that more cases 

are detected.  However, the cost of lowering the cut 

point to improve the sensitivity of the measure is often 

a corresponding increase in the number of false-

positives or the number of individuals who are 

identified as depressed but are in fact not depressed.   

  

In contrast, the positive predictive value of a cut point 

associated with a psychometric test concerns the 

probability that a person actually is depressed, given a 

positive test result. It is important to note that the 

predictive value is a probability.  A high positive 

predictive value is important when the clinician or 

researcher is making inferences about the prevalence 

of depression in a sample or is concerned about the 

cost and feasibility of following-up a first stage 
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screening with structured or semi-structured 

interviews.   

 

Studies that have examined the positive predictive 

value of the CES-D suggest that it can be quite low.  In 

some instances, as few as 11% of individuals identified 

as depressed using standard cut-off scores may be 

actually diagnosed as depressed (Roberts et al., 1991). 

Two major reviews focussing on screening measures 

for adult depression (US Task Force on Prevention 

1996; 2002) have challenged the utility of these tests 

for screening purposes.   

  

Although the receiver operating characteristic (ROC) 

curve is theoretically independent of the base rate of 

illness in the sample, the predictive validity of the test 

is not. Understanding the relationships among 

sensitivity, specificity and predictive values is important 

in selecting and evaluating a measure given that the 

performance of a test will be influenced by the base 

rate of the cases in the population or study sample.  

 

This figure (right) 

illustrates the impact 

of changing base rates 

on positive predictive 

value. At low base 

rates, which occurs 

when the prevalence 

or percent of people with a condition in the 

population or sub-population of interest (e.g., school 

kids, doctors’ offices, or even the entire population) is 

low the positive predictive value is also low.  This 

means that most tests will not work very well when the 

base rate of what you are trying to measure is also 

low.  

 

Only recently has the US Task Force on Prevention 

(2002) reversed its position on the utility of screening 

tests, concluding that first line screening for adult 

depression in a physician’s office was warranted, where 

the base rate of cases of depression was sufficiently 

high. Where base rates are low (i.e., in adolescents), no 

high level of specificity or sensitivity will make a test 

work adequately as a screening device.   

 

Improving the performance of screening tests   

 

Without exception, attempts to improve most 

screening instruments have focused on adjusting the 

cut-off scores rather than on identifying effective 

items. Additionally, the appropriateness of cut points 

has generally been evaluated primarily with respect to 

some measures of efficiency, like sensitivity and 

specificity, with correspondingly less attention to other 

measures of efficiency like positive or negative 

predictive values.  With the benefit of hindsight, the 

inability of measures like the CES-D to accurately 

ascertain the diagnostic status of individuals should 

not be surprising.   

 

The CES-D was originally developed to assess the 

severity of depressive symptoms in adults residing in 

the community and was validated with respect to 

which the mean total score in a group of clinically 

depressed individuals differed from the mean total 

score in nonclinical groups (Rudolf, 1977).  Detecting 

the presence or absence of a depressive disorder was 

never the criterion against which individual items and 

response options were included or excluded from the 

scale (cf. Rudolf, 1977).  

 

As a result, it is unlikely that both objectives—

accurately classifying individual cases of depression 

and assessing the extent to which individuals differ 

along a continuum of distress—are compatible. It is, 

therefore, crucial to identify options or combinations 

of options that differentiate individuals as depressed or 

non-depressed, irrespective of the absolute amount of 

distress reported by both groups of individuals (Santor 

& Coyne, 1997).  There is good evidence to show that 

screening tests with as few as two carefully chosen 

items can still function well (Whooley, Avins, Miranda 

& Browner, 1997).   

 

Results of the US Task Force on Prevention (2002) 

highlight the importance of adequate base rates 

setting where screening is desired.  However, it is 

important to differentiate the prevalence of the illness 

from the base rate in a specific setting. This distinction 

is important since it acknowledges that the efficiency 

of screening programs may be improved if the base 

rate of illness in the screening context could be 

increased.  

 

The US Task Force on Prevention (1996; 2002) also 

acknowledged that the poor performance of screening 

tools may also reflect the fact that measures failed to 

discriminate among different types of mood disorders. 

This implies that the efficiency of screening tools might 

be improved if the target of screening was left broad 

(i.e., any mood disorder) versus narrow (i.e., a specific 

mood disorder) and underscores the importance of 

developing brief, first stage screening measures which 

are sensitive to illness and dysfunction in general 

rather than just discrete diagnostic syndromes.  

 

Comparing screening measures 
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Determining which of a number of screening scales is 

most effective requires that performance indices for 

two measures be compared.  However, direct tests 

examining the degree to which two measures differ 

statistically on all measures of performance, specificity, 

sensitivity, predictive values, and ROCs have been rare 

(cf. LeBlanc, Almudevar, Brooks & Kutcher, in press).      

 

Summary 

 

What we know about a disorder and what decisions 

we make about an individual’s condition depends 

greatly on the quality of the tests and measures we 

use.  There are numerous theoretical and practical 

issues to address in selecting and evaluating 

psychometric measures.  A clear understanding of the 

goal and conceptual definition of the disorder with 

which the measure was designed, the manner in which 

symptoms were included and operationalized, and the 

appropriateness of the analytic model on the basis of 

which the test was evaluated are essential to making 

clear and useful decisions. 

 

 

 

 
 



Chapter 5: Theory of tests 

 

Psychometrics: A conceptual approach (do not quote or repost)       ©2019 D. A. Santor |  46 

 

 

Chapter 5: Theory of tests 

 

If you were tasked with the goal of measuring 

depressed mood in students, your first decision might 

be to select a measure of depression, such as the Beck 

Depression Inventory or the Hamilton Rating Scale for 

Depression.  Both are measures of depression, but 

they are very, very different. The Beck Depression 

Inventory (BDI; Beck et al., 1961) is based on Aaron 

Beck’s theory of depression, which is a cognitive theory 

of depression. This theory emphasizes the central 

importance of cognitions (e.g., automatic negative 

thoughts). Not surprisingly, the vast majority of the 

items on the BDI are cognitive items (e.g., items 

assessing self-worth, self-criticism, or guilt).  Contrast 

this with the Hamilton Rating Scale for Depression 

(HRSD), which has far fewer cognitive items, and many 

more physical (e.g., sleep, agitation, appetite, somatic 

complaints) items. Despite both being measures of 

depression, the scales are extremely different, which 

reflects the different theoretical frameworks that 

informed their construction. 

In selecting a measure, you need to decide which 

questionnaire is the best measure for your goal of 

assessing depression in students.  Even if you don’t put 

any thought into choosing a measure of depression, 

your choice does imply that you are endorsing a 

certain view about what depression is and how to 

measure it. Whether or not this is the best measure of 

depression depends on what theory of depression you 

decide is an appropriate theory of depression.  

 

In addition to what counts as a good theory about the 

nature of depression (i.e., is it more cognitive or 

somatic), each of these tests says something about 

how to best measure depression.  The BDI is a self-

report test and the HRSD is a clinician-rated measure 

of depression.  The BDI assesses severity in the past 

two weeks, whereas other measures of depression, 

such as the CESD and PHQ-9 (Spitzer, Kroenke & 

Williams, 1999) use response options assessing 

frequency.  

All of these differences, in how depression is defined 

(i.e., cognitive or somatic) and measured (i.e., using 

severity or frequency) are important to consider. In this 

chapter, we will distinguish the theoretical model of 

any construct from the measurement model for any 

questionnaire. The theoretical model refers to how a 

construct is defined. The measurement model 

stipulates how responses from individual questions are 

scored and aggregated.  The measurement model is 

different from how a construct is operationalized. 

Operationalizing a construct is about how a construct 

is turned into questions. The measurement model is 

about how the numerical answers to questions are 

scored (i.e., an ordinal, interval or ration) and 

aggregated (i.e., unidimensional versus 

multidimensional).   

Distinguishing constructs and indicators of constructs  

 

One of the most basic distinctions in science is the 

difference between theoretical constructs (e.g., 

depression, intelligence, or shyness) and the questions, 

tasks and activities that are used to measure or 

operationalize those constructs. We are not able to 

see depression directly. Depression is a construct, a 

disorder or illness (whatever you would like to call it) 

whose existence is inferred through the presence of 

symptoms. The symptoms in this example are called 

indicators because they indicate the presence of 

something.   If a person shows enough symptoms, we 

infer that the person is suffering from depression. That 

is, the existence of that person’s depression is known 

only through the symptoms.   

 

This distinction between what we can observe and 

what can be inferred from those observations has 

been the foundation of scientific thought for over 2400 

years. The most famous description of this distinction 

is found in Plato’s Allegory of the Cave found in Book 

VII of the Republic. 

 

Consider a group of prisoners confined in the darkness 

of a cave. They are chained so that they face away 

from the mouth of the cave and cannot observe 

anything behind them. Behind them, there is a fire and 

people are walking back and forth in front of the fire 

carrying a variety of objects. To the prisoners, all that is 

observable are the shadows cast on the wall of the cave 

of the walking people and of the objects that they carry. 

From the patterns of these shadows, the prisoners need 

to infer the reality of the people and objects.  

 

The first point of the allegory is that we cannot “see” 

any construct directly. That is, we cannot see shyness, 

depression or intelligence. We make inferences about 

how depressed or intelligent a person is on the basis 

If I ask you “how are you doing?” even that 
simple question has a theory behind it – both 
a conceptual theory about what nature of 
construct is implied by the question as well 
as some theory about how the construct is or 
should be measured. 
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of some test items. The second point of the allegory is 

that it is very easy to get things wrong. The shadows 

are imprecise. Our belief about what we believe to see 

is at best “a model” or hypothesis about what is really 

there.  

 

These shadows are analogous to the questions and 

indicators that comprise our tests and measures, while 

the real but unobservable people and objects are the 

constructs whose existence we infer. Plato believed 

that everything we know was inferred through what we 

observed and that what we observed was ephemeral 

and to a degree potentially misleading. Plato believed 

that what we observed was caused by something real 

that we cannot see directly but which none the less 

accounts for what we observe.  

 

The prisoners in Plato’s Allegory of the Cave make their 

inferences based upon the patterning of the shadows. 

Plato introduced this distinction for a number of 

reasons. First, he wanted to account for the very real 

fact that we can easily be fooled by what we observe. 

This is one of the implications of the allegory of the 

cave.  Second, he wanted to explain how slight 

variations in objects, such as all the different types and 

sizes of tables, could always be recognized by 

everyone as a table. For Plato, this is possible because 

every object carries a form or essence with it. And it is 

this form that allows us to recognize that every table 

despite the countless different types of tables is still a 

table. For Plato, it was the idea of a table that was real 

and unchanging. Appearance is deceiving and ever-

changing. Forms are not.  Our contemporary 

understanding of what a construct is has its roots in 

Plato’s ideas about “forms.”  

 

This distinction between what is observed and what is 

inferred is one of the most important developments in 

the evolution of scientific thought in the past 2400 

years. Currently, there are over 500 published 

measures of depression. Despite all of their 

differences, which in some instances are slight and in 

other instances are significant, they are still recognized 

as measures of depression. In this example, depression 

is a construct (which is analogous to a form for Plato), 

and those 500 measures of depression are analogous 

to the shadows being projected on Plato’s cave.  

 

Much of psychometric theory acknowledges and 

attempts to address the problems that this 

fundamental distinction implies.  

 

 

 

Classical test theory  

 

Classical test theory refers to a body of psychometric 

theory designed to articulate the notion that test 

scores are imprecise. Classical test theory was 

formalized by Robert Novick in (1966) which states that 

a person’s true score (t) is different from a person’s 

observed score (x) and that this difference is due to 

the error (e) in the test. 

 

T = X + E 

 

This statement formalized what is implied by Plato’s 

fundamental distinction. Observed scores on a test of 

ability, X, are likely to be different from the person’s 

true ability, T. Introducing the error term, E, 

acknowledges this discrepancy.  However, formalizing 

this distinction creates some serious difficulties. If we 

cannot know what the true score is, then it is not 

possible to compute what the error is. That means we 

have one equation with two unknowns.  That is a big 

problem.  It is not solvable in any straightforward way.  

 

Given that it is not possible to measure the true score 

directly, this is much less of a theory than an axiomatic 

statement about how testing works. This axiom does, 

however, reflect the aim of classical test theory, which 

was to understand and improve the reliability of 

psychological tests. 

 

But as it turns out, if we assume that errors are 

randomly distributed, then through repeated 

measures, we can get close to approximating what the 

true score is. If you think back to Galton and how the 

mean score of everyone’s guess about that hog’s 

weight turned out to be a very good approximation of 

the actual weight of the hog (which could happen only 

if the errors that everyone made were random), then 

you can get a sense of how assuming that error is 

random might not be such a bad thing to assume. In 

Chapter X on reliability, we will examine the 

implications of this axiom more closely, and how it is 

an important foundation of psychological testing.   

 

Item response theory 

 

Item response theory was pioneered by the American 

psychometrician Frederic M. Lord, the Danish 

mathematician Georg Rasch, an Austrian sociologist 

Paul Lazarsfeld. Item response theory attempts to 

directly estimate an individual’s “true score” by 

examining how individuals respond to questions as a 

function of how depressed people are. Item response 

theory allows researchers to estimate how the 
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probability of choosing any single response option 

(e.g., I am so sad that I can no longer cry) changes 

with increases in overall depressive severity,  

 

Item response curves for the four options from Item 1 

on the Beck Depression Inventory are presented in 

Figure XX. This figure shows that: the probability of 

choosing option 1 (i.e., I feel sad much of the time) is 

greatest with a total score of about 20 (on the x-axis); 

the probability of choosing option 2 (i.e., I feel sad 

most of the time) is greatest with a total score of 30, 

and  the probability of choosing option 3 (i.e., I am so 

sad or unhappy that I cannot stand it) is greatest with 

a score of 40.  

 
These item response curves also allow you to make 

some good guesses about how depressed a person is 

overall, just on the basis of their response to this single 

question. If you choose option three, it is reasonable 

to estimate that your score is at, or above 30, because 

it is at this level of severity that choosing option 3 

becomes probable.  In contrast, if you choose option 

one, you would not estimate that your overall score 

would be so high. The main point here is that 

evaluating the performance of scales is increasingly 

about testing a model, which, in this case, is an item 

response model.  

 

Classical test theory is often contrasted with item 

response theory or modern test theory, which you will 

learn about in Chapter XX. It is true that many 

important advances have been made through the use 

of item response models, most importantly, that the 

extent to which response items conform to an interval 

scale can be tested explicitly. However, the 

fundamental distinction between what can be 

measured (i.e., questions and indicators) as well as 

what is inferred (i.e., constructs) remains. Every 

measure of depression is in some way a test of a 

theory about what depression is and that theory may 

be shown to be wrong (at some point in time).  

 

 

 

 

Scientific models and model testing   

 

The development of item response theory introduced 

the idea of creating and testing formal models about 

how items perform. Item response models are very 

narrow in breadth. They only concern the manner in 

which items perform. There is, however, a wide range 

of “models” that attempt to explain how psychological 

tests perform.   

 

Anyone of us can propose a theory about what 

depression is and how it should be measured.  As 

mentioned, there are over 500 published measures of 

depression, as well as several distinct theories about 

what depression is and how it should be measured.  

The Diagnostic Statistical Manual (American Psychiatric 

Association, 1952; 2013) states that there are nine 

symptoms of depression, which has been 

operationalized by the PHQ-9 (Spitzer, Kroenke & 

Williams, 1999). In contrast, the Beck Depression 

Inventory (Beck et al., 1961) uses 21 questions to 

measure depressive severity and allocates more 

questions to “cognitive” questions (e.g., worthlessness) 

than does the Hamilton Rating Scale for Depression, 

and the CES-D measure of depression includes four 

questions that assess positive emotions and 

experiences.  Each of these measures, namely the 

PHQ-9, CES-D, BDI and HRSD, takes a slightly different 

approach to measuring depression and implies, either 

explicitly or implicitly, a different way of thinking about 

depression. Which approach is right?   

 

Each of these measures makes a claim about what 

depression is and how it should be defined. Indeed, 

the development of every psychological measure is 

informed by some degree of thought, and ideally, by a 

scientific model, which formally stipulates how the 

researcher thinks about the construct being measured. 

The goal of the scientific model is to make it easier to 

understand, define, or quantify some phenomenon in 

the world.  This is very similar to a formal definition of 

what your construct is, but it is often far more 

elaborate. Developing a scientific model requires 

selecting and identifying relevant aspects of a real-

world phenomenon that aid in our understanding of 

what it is, how it should be operationalized, quantified, 

and in some instances visualized, as was done with 

MMPI profiles. A scientific model can also specify how 

a construct is related to other constructs, like anxiety 

for example, as well as how that construct may change 

over time or be slightly different at different stages of 

life. Irritability, for example, counts as an indicator of 

sad mood in adolescence but not in adulthood.  
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In this regard, a scientific model is very similar to the 

nomological network, which was an idea developed by 

Lee Cronbach and Paul Meehl in 1955 (Cronbach, L. 

and Meehl, P., 1955).  Cronbach and Meehl argued 

that evaluating any psychological test required that 

researchers describe the nomological network for their 

measure. This network would include the theoretical 

framework in which your construct is embedded, as 

well as an empirical framework for how you are going 

to measure it. The nomological network should also 

specify the manner in which the theoretical and 

empirical frameworks are interrelated, as well as how 

your construct is related to any other construct that is 

similar or relevant to your own construct. The 

nomological network is, in fact, the scientific model.  

 

So, each measure of depression can be thought of as 

a “model” which may or may not be an accurate 

representation of what depression really is. In this 

sense, the model is a theory about what the different 

elements of depression are and how they are related. 

Scientists typically test and examine the accuracy, 

validity and usefulness of several different models of a 

phenomenon with the goal of determining what the 

best model is.  A very long time ago, we concluded 

that a Copernican model of the solar system, which 

put the sun at the center of the solar system, was 

better than a Ptolemaic model of the solar system, in 

which the Earth is at the centre of the solar system, 

even though neither model was entirely accurate.  

 

It is important to keep in mind that this is a model 

about what we observe. The model that best captures 

the relationships we observe is always considered to 

be the best model. And even though we cannot 

directly (only through our inferences) know what 

depression is, the model that we consider to be the 

best model can often be thought of as being very, 

very close to the “true” nature of what we study.  At 

this point, the “model” may often be treated as reality, 

even though it is still just a model. The heliocentric 

view of the solar system (i.e., with the sun at the center 

of the solar system) is treated as true. This is a good 

example of how a model can be treated as true, and 

will likely be treated as true until, of course, a better 

model comes along and can better explain how things 

work.  

 

True scores and scientific models.   

 

The relation between true scores, theoretical models, 

observed scores, and the fact that every test is going 

to be less than perfect and lead to error is represented 

in the figure below. There are several important 

elements to consider in this figure.  

 

First, this figure includes several “models” about what 

we think depression is. The model is similar to the idea 

of a “true score” from classical test theory, except that 

the concept of a true score has been broadened to 

represent the “true model.” 

 

All of the “models” are represented by ellipses, which 

signifies that they are theoretical and that we cannot 

know them for certain. In this regard, they are similar 

to true scores – we cannot measure them directly.  

Because the models are represented as theoretical and 

not known for certain, the figure includes an ellipse 

with a question mark in it as a reminder that there may 

still be a better model that no one has yet stipulated.  

 

Second, it is also important to remember that each of 

the “models” includes a theoretical framework (i.e., 

what depression is) as well as an empirical framework 

(i.e., how it should be measured).  

 

Third, there are two boxes, one for the data we collect, 

as well as one for error, which allows us to account for 

the fact that our model may not be perfect. The box 

for the observed data will include any question, 

activity, task, or diagnostic test that the model 

stipulates is important to include. You may decide, for 

example, that your measure of depression, or 

personality for that matter, should also include 

reaction time data, as well as physiological, or even 

neurochemical data. It is important to remember that 

the observed test score is not the same as the 

underlying construct (e.g., illness, condition, ability or 

characteristic) being assessed. We infer the presence 

of depression from the test score. But the test score is 

not the same as the construct. We frequently refer to 

the underlying construct as a “latent” or unobserved 

variable.   

 

Fourth, we expect that there will always be some error, 
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which in a scientific model acknowledges that the 

model will not perfectly explain the data we observe.  

This is an important shift in how we think about 

psychological tests and measures. Remember, the 

main goal of classical test theory was to understand 

and improve the reliability of psychological tests. 

Modern test theory is increasingly about testing 

models that explain the interrelationships among the 

questions and tests for which we have data, and doing 

so in a manner that addresses all of the concerns that 

are identified in Classical Test Theory, while also 

attempting to empirically test all of the ideas and 

information about a test that are stipulated in a 

nomological network or scientific model.  

 

Let’s examine two slightly different “models” of how 

symptoms of depression are related.  The first model 

in Figure XX says that all six symptoms are related to a 

single construct called depression.  Remember that 

theoretical constructs are represented by ellipses 

because they are not measured directly. Responses to 

questions on the test are represented by boxes 

because they are observable. Constructs are also often 

referred to as “latent” variables, again, because you 

cannot see them. Answers to questions are also called 

manifest or observed variables.  

 

 
This model above is called a unidimensional model 

because every indicator or question is viewed as 

measuring the same, single construct and that one 

thing, namely the amount of depression that you have 

(but which we cannot measure directly), will explain 

how you answered questions. This is also called the 

standard model. Any time you total up scores to all of 

the items on a test for depression, you are treating 

those scores to individual items as they are 

represented above – every item contributes to 

measuring depression, every item contributes equally 

well, and the error that is introduced through every 

item score is about the same.  

 

The model below is a bit different. This model says that 

there are only five items (represented by boxes) that 

are needed, and they are used to infer the presence of 

two related constructs, namely sad mood and somatic 

symptoms.  The curved two-headed arrow connecting 

them tells us that they are related, but not by how 

much.  

 

 
 

We have no way of knowing for sure whether either of 

these models is entirely “correct.” What depression 

really is may be entirely different. But presumably, if we 

have enough data (and the right kind of data), it will 

be possible to work out which model is better, more 

useful, or more correct.  

 

This distinction between the data and the model yields 

the following as well: 

 

Data = Model(1) + Error(1) 

Data = Model(2) + Error(2) 

Data = Model(3) + Error(3) 

Data = Model(4) + Error(4) 

Data = Model(5) + Error(5) 

 

It is important to keep in mind that here the “data” 

may be several different measures of depression and 

that there will be several different types of models. 

 

Testing the theoretical framework 

   

This idea of model testing extends far beyond just the 

structure of the test. Model testing can also include 

testing the theoretical framework in which every 

construct is embedded.  The theoretical framework 

includes all of the constructs that are important to any 

single contrast of interest.  The theoretical model is 

what Cronbach and Meehl called the nomological 

network in their 1955 article. This model was 

developed as part of the American Psychological 

Association's efforts to develop standards for 

psychological testing. The term "nomological" is 

derived from Greek and means "lawful", and so the 

nomological network can be thought of as the "lawful 

network." The nomological network was the way in 
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which Cronbach and Meehl wanted researchers to 

graphically depict construct validity. 

 

Here is the nomological network for the social rank 

theory of depression. 

 
 

 

This theoretical model says that depression is the result 

of a lack of status, which itself is determined by a 

person’s ability to garner the attention of others within 

a social network of people.  The model states that 

losses of status will cause people to become 

depressed.  The model also implies that our skills, 

abilities, and material resources lead to high status if, 

and only if, the skills, abilities, and resources that we 

have are able to garner the interest and attention of 

others, which may not necessarily be given.    

 

Here is the original statement by one of the earliest 

theorists proposing a social rank model of depression.  

 

 The basic thesis is as follows.  States of 

depression, anxiety, and irritability are the 

emotional concomitants of behaviour patterns 

which are necessary for the maintenance of 

dominance hierarchies in social groups.  A 

dominance hierarchy is necessary for a social 

group if aggressive animals are to live together 

without fighting each other.  A dominance 

hierarchy is a social ranking of the animals 

within the group, such that each animal knows 

its own rank relative to every other group 

member (the ranking need not be linear): it is 

an established order of leadership and 

precedence, and makes unnecessary the 

delimitation of a new precedence every time 

the interests of two members come into 

conflict.  The advantages of such a system are 

obvious, and in fact it has been found in 

practically all species which do not limit their 

aggression by the strict division of territory or 

members.  (Price, 1967) 

 

  

 

Modeling data 

 

Perhaps the most important concept to realize in 

psychometrics, in particular, and statistics, in general, is 

that we are modeling data (i.e., we are imposing some 

structure or idea on the data). We are not just 

reporting it. Even a total score is a model about how 

symptoms are interrelated (namely that they are 

equally important in determining how depressed 

someone is). Complex data can be partly understood 

in terms of simpler theories or models. But our models 

are incomplete and do not completely capture the 

data. The data we collect, no matter how carefully we 

do it, nor how well we understand the process that 

generates the data, are never quite what we expect.  

 

It follows from this approach that error now represents 

a measure of “fit” – of how well a model fits the data. 

Models that fit well will have more status and be more 

useful than models that do not fit well. Models that “fit” 

well explain more of the variance in the data. Good 

models explain many of the reasons why people have 

different scores.  

 

 

Ockham’s Razor 

 

What if both models fit the data equally well? In that 

instance, the data is not sufficient to inform you on 

which model is “best.”  In this instance, it is the 

convention in science to view the simpler model – 

which has fewer constructs – as best.  This principle is 

known as Ockham’s Razor.  

 

William of Ockham who was born in 1287, lived and 

worked as an English Franciscan friar and theologian. 

He became an influential philosopher who advocated 

that other things being equal, simpler explanations are 

generally better than more complex ones. 

 

Although this principle has been attributed to Ockham, 

evidence of this or similar ideas have existed 

throughout the history of ideas. Both Aristotle (384–

322 BC) and Ptolemy (c. AD 90 – c. AD 168) advocated 

similar ideas. Aristotle writes in his Posterior Analytics, 

"We may assume the superiority ceteris paribus [other 

things being equal] of the demonstration which 

derives from fewer postulates or hypotheses." Ptolemy 

later wrote, "we consider it a good principle to explain 

the phenomena by the simplest hypothesis possible.” 

 

What is important here is that we do not know for a 

fact which model is “right.”  But, we can say which one 
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is better. Simple is always better.  

 

Why is simpler better? 

 

Simpler is better for a number of reasons.  First, 

simpler is easier to understand. If keeping things 

simple was not a priority, then you could just keep 

adding constructs and variables until you reached the 

point of everything getting explained - perfectly. When 

Ptolemy first proposed that the planets all revolved 

around the Earth, it was difficult to explain some of the 

locations of planets which, at certain times of the year, 

looked as if they were traveling backwards. The 

“retrograde motion” of planets needed to be 

explained.  To do so Ptolemy introduced the idea that 

a planet moves in a small circle called the epicycle, and 

the center of the epicycle (A) moves in a large circle 

called the deferent. None of this is needed in the 

heliocentric model of Copernicus, wherein retrograde 

motion of planets is naturally explained.  So, “simple” 

makes it easier to explain things.  

 

 
 

Second, simpler is better when it comes to measuring 

constructs and predicting outcomes. Every time you 

introduce a new construct, which has to be measured, 

you are introducing some measurement error. The 

more measurement error you have the harder it will 

be to predict outcomes or find evidence about the 

relationships among constructs. So, if you can measure 

few things and predict outcomes with fewer measures 

you are likely to do better.  

 

Third, simpler is also better when it comes to 

simplifying decisions.  If you need to measure five 

things to make a decision about whether someone is 

depressed or not, that is much more difficult than 

measuring just one thing. So, simpler is always better.  

 

What is the relationship among theory, constructs, 

hypothesis, variables and statistical models? 

 

Theories contain constructs, which are linked with 

hypotheses.  Constructs are operationalized through 

questionnaires, and scores on questionnaires become 

the variables in a statistical model.  

 

Theory (or nomological 

network) 

Social rank theory of depression 

Constructs Status, resources, attention garnered 

from others 

Hypothesis The amount of resources you own or 

control determines your status; the 

loss of status leads to depression 

Operations BDI Depression Scale; Status Scale, 

etc. 

Variables in a statistical 

model 

Depression Total Score; Status Scale 

Score, etc. 

 

What is a theory? 

 

A theory is an explanation of a phenomenon, which 

formally identifies the various components of the 

phenomena, the manner in which the various 

components are interrelated, the processes and 

determinants governing the way in which the 

phenomenon develops, as well as the function that 

various components and processes serve. A theory 

should also identify the origins of the phenomena, the 

conditions under which the phenomenon appears, and 

the (sub) populations in which the phenomenon may or 

may not be observed.  

 

As such, a theory also serves to guide researchers in 

generating hypotheses through which the viability of a 

theory is evaluated and a context in which results of an 

experiment are interpreted.  

 

Construct validation 

 

Construct validation is concerned with the validity of 

the inferences between unobserved variables (i.e., the 

constructs) on the basis of observed variables (i.e., the 

indicators of that construct). Construct validity refers to 

the degree to which inferences can legitimately be 

made from the operationalizations in your study to the 

theoretical constructs on which those 

operationalizations were based, e.g., depression, 

anxiety, IQ. 

 

What is an hypothesis? 

 

A hypothesis is a statement about how specific 

components of a theory are interrelated. A hypothesis 

consists of (a) a number of constructs which can be 

formally defined and operationalized in terms of 

something observable and (b) a statement about how 

those constructs are related. To say that something is 

operationally defined is to specify the set of operations 

by which something is measured. 
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What is an operation? 

 

An operation is the way in which a construct is 

“operationalized” into a set of questions (e.g., I feel 

sad, depressed, etc.).  

 

What is a statistical model? 

 

A statistical model is a mathematical representation 

describing how two constructs are related. In a 

statistical model, constructs from a theory are 

represented as “variables”. The statistical model 

represents constructs as variables and formally 

specifies the kind of mathematical function that 

characterizes the relationship between variables. 

Model testing is equivalent to Hypothesis testing.   
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Chapter 6: Validity  

 

In this chapter, we discuss what it means for a test to 

be considered valid. A rudimentary definition of test 

validity is “the degree to which a test measures what it 

is supposed to measure.”  However, the concept of 

test validity has continued to evolve for over 60 years.  

Some of the earliest attempts to demonstrate that a 

test was valid involved correlating the scores of a test 

with some external criterion (Bingham, 1937; Kelley, 

1927; Thurstone, 1932). This external criterion was 

viewed as relevant to the purpose of tests (e.g., school 

grades, supervisor ratings, behaviour) and served as a 

benchmark against which the test would be evaluated. 

Studies examining the validity of the tests produced 

“validity coefficients”, which provided an empirical 

index of the degree to which a test measured what it 

purported to measure. 

 

Use of “validity coefficients” as the sole evidence of 

a test’s validity was quickly criticized. Demonstrating 

the relevance of the chosen criterion to the purpose of 

the testing was often difficult and open to 

interpretation (Thorndike, 1931). Demonstrating the 

validity of the criterion itself was even more 

problematic (Jenkins, 1946).  

 

Immediate attempts were made to address these 

limitations, which involved expanding the definition of 

what validity is. In 1946, Rulon (1946) recommended an 

approach to scale instrument validation that included 

the following elements:  

 

1) an instrument cannot be labeled “valid” or “invalid” 

without respect to a given purpose;  

2) an assessment of the validity of an instrument must 

include an assessment of the content of the instrument 

and its relation to the measurement purpose;  

3) different forms of validity evidence are required for 

different types of instruments; and  

4) some instruments are “obviously valid” and need no 

further study. For the first time, the purpose of testing and 

the appropriateness of test content were to be examined 

as part of evaluating a test.  

 

Refinements to the definition of what counts as validity 

have continued.  A more technical definition of test 

validity, provided by the American Psychological 

Association was provided in 1995, which   is “the 

degree to which evidence and theory support the 

interpretations of test scores entailed by the proposed 

uses" of a test (American Education Research 

Association [AERAI, the American Psychological 

Association [APA), and the National Council on 

Measurement in Education (NCMEI, 1999, p. 9).  

 

This more elaborate definition has a number of 

important implications.  The first is that validity is about 

the test scores and what they mean. From a strictly 

technical point of view, you cannot refer to a test as 

valid or not. The Myers-Briggs aptitude test is neither 

valid nor invalid, it is just a test. Validity is about what 

the test scores are taken to mean or how those test 

scores are interpreted – and this concerns the purpose 

for which the test is being used.  

 

The True Colors version of the Myers-Briggs aptitude 

test is widely used in organizations and corporations 

throughout North America. True Colors is frequently 

marketed as a team building exercise that provides 

employees with the opportunity to spend the day, 

better understanding each other’s’ strengths and 

weaknesses.  Individuals participating in the program 

complete the Myers-Briggs test and reflect on their 

different aptitudes and strengths with their colleagues. 

Most participants report good experiences with their 

colleagues.  

 

Are the scores, in this instance, valid? Again, it 

depends on how those scores are used and 

interpreted. Viewed solely as a team building exercise, 

it could not be argued that the scores were invalid – 

since they were never used as they might have been.  

 

Let’s suppose that the scale was used as intended: to 

evaluate employee aptitudes. You might discover that 

even though you were hired in the accounting 

department because of your attention to detail, you 

nevertheless have an aptitude for marketing. Whether 

or not your score is valid depends again on the 

meaning you assign to those scores. Having an 

aptitude for marketing does not mean that you would 

ever excel at marketing, which requires a completely 

different knowledge base and skill set. If your employer 

used your results to suggest that you would be more 

If every student in the course failed the exam, 
would you consider the test valid? You might 
argue that is all of the students failed, then 
it’s not the students who have failed but 
rather the instructor. Whether or not the 
results of any test are valid, depends on what 
the test was trying to measure. If the test was 
a measure of knowledge, then the fact that 
everyone failed may reflect the fact that 
students didn’t know the answers to the 
questions. But if the test was a measure of 
student ability, then the test results were not 
valid since they failed to differentiate 
students of different degrees of ability.  
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productive in the marketing department, use of your 

scores in that fashion would not be considered valid. 

 

The second important part of this definition is that 

validity is a matter of degree. There is no point at 

which test scores suddenly become valid.  It is better 

to talk about evidence of validity that is either strong 

or weak or that the validity of test scores for one test is 

stronger than for another.  

 

There are now over 400 published measures of 

depression – too many to compare in any meaningful 

way. However, measures such as the Beck Depression 

Inventory, which has been studied extensively for over 

25 years and used in hundreds of clinical trials would 

be viewed as having strong validity evidence 

compared to measures of depression that have been 

published but rarely used.  

 

A third important part of this definition concerns the 

proposed use of a scale. Although most scales are 

used for their intended purpose, using and 

interpreting test scales in a matter that was not 

intended by the scale developers would not be 

justifiable.  Consider the manner in which test scores 

from the Wechsler Intelligence Scale for Children 

(WISC) are used in school boards for the purposes of 

identifying students who are gifted. Students are 

placed in gifted programs in school boards in North 

America on the basis of their scores on the Wechsler 

Intelligence Scale for Children (WISC), the Wechsler 

Achievement Intelligence Test (WAIT), and their need 

for such a program. Strictly speaking, none of these 

measures actually test the extent to which students are 

gifted. Is, then, the use and interpretation of test 

scores in this manner not valid? If you were to 

conclude that a student was gifted on the basis of 

obtaining high scores, exceeding the desired 

threshold, then you would be correct in stating that 

use of the scores in this fashion was not valid. But look 

carefully at how most school boards use these scores. 

They have not actually said that students were gifted, 

just that they would be placed in a gifted program. 

School boards are forced to use scales such as these, 

because there is no recognized, valid measure of 

giftedness.  

 

The final part of the definition concerns the 

importance of evidence and theory. This means that 

test scores can only be used and interpreted as valid if 

there is sufficient evidence and a viable theory 

informing our understanding of what the questions or 

tasks are measuring. This means that it is not sufficient 

for you or me to simply assert that any scale or 

questionnaire could be used in a valid fashion. 

Deciding that a scale is valid or not is not based on the 

opinion of others but rather on the recommendations 

of other experts, such as a regulatory body or a 

research community.   

 

However, at times researchers and the users of the test 

may be strongly divided in terms of their views on 

whether or not a test is valid.  For example, despite 

considerable evidence questioning the use of 

projective tests (Lilienfeld, Wood, & Garb, 2000), 

projective tests remain in use. What counts as sufficient 

evidence and adequate theory supporting the use of a 

test will change over time. For example, the first widely 

used measure of psychopathology was published in 

1905. The Woodworth Personal Inventory was 

designed to assess a condition called psychoneuroses, 

which is best understood as a PTSD today.  

Psychometric analyses revealed that the measure was 

remarkably internally consistent, achieving a 

Cronbach’s alpha coefficient of 0.95. Although this 

level of reliability would support the use of the 

measure, assessing the construct of psychoneuroses 

would no longer be supported, due to its reliance on 

psychodynamic theory.   Contemporary psychologists 

would attempt to assess post-traumatic stress disorder 

using measures that rely more closely on definitions 

derived from the Diagnostic Statistical Manual of 

Mental Disease.   

 

The importance of theory 

 

One of the main points through this chapter and the 

entire book is that deciding whether or not results of a 

questionnaire can be interpreted as valid will depend 

on knowing the theory that supports the construct 

being assessed.  If the theory about what the construct 

is and how it should be defined cannot be articulated 

or supported empirically, then it is not possible to 

know what scores on that test means.   

 

So, every set of questions, however complex or simple, 

well phrased or poorly written, refers to some 

construct or idea. What those test scores mean cannot 

be decided without knowing what the construct is that 

the questions were intended to measure. This is the 

theory part of the definition of validity.  Even a test 

question as simple as “How are you doing?” has some 

construct behind it.  The difficulty here is that what the 

construct is that is being measured and what the 

purpose of the questions being asked are not clear.  

 

But understanding the construct that is being assessed 

as well as the theoretical nature of that construct is 
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crucial to making sense of what scores mean. Here is 

an example, large longitudinal analyses of IQ scores 

have shown that IQ scores have risen over a period of 

time but are now falling. How should these scores be 

interpreted?  You might be tempted to conclude that 

IQ has changed. But that would be wrong – unless you 

could provide a very convincing explanation as to why 

that could be happening.  The reason that it would be 

wrong to conclude this so quickly, without a very 

convincing explanation, is that current theories of 

intelligence indicate the intelligence is innate. If it is 

innate, that means it is likely to be genetically 

determined, which means that changes would only be 

likely to happen and be observed over very long 

periods of time. The other interpretation of this effect 

is that the measures that we use to assess intelligence 

are not perfect, but rather influenced by the 

knowledge that is acquired. If we accept the possibility 

that these tests are measuring in part knowledge that 

is acquired, then it is easier to explain how scores 

could change over relatively brief periods of time.  

 

But here too is a problem. We have just suggested 

that our measures of intelligence seem to be sensitive 

to what is acquired. That makes the intelligence tests 

we use a bit more like achievement tests – such as the 

WIAT. There is no clear-cut answer.  However, 

understanding the theory that supports our 

understanding of the construct will help us interpret 

what scores mean.  Without the theory, they are just 

numbers on a test. You can only know what the 

numbers mean if you have a clear idea about the 

theory behind the test.  

 

Construct validity 

 

Construct validity is comprised of several components 

of validity, each of which is comprised of several 

elements. Each of these components and elements is 

depicted in Figure X. When evaluating the degree of 

construct validity for any single construct, each of the 

components and elements of those components 

should be considered.  

 

I. Content Validity 

 

The first component of construct validity that will be 

considered is content validity. Content validity involves 

“the systematic examination of the test content to 

determine whether it covers a representative sample 

of the behavior domain to be measured” (Anastasi & 

Urbina, 1997 p. 114). For example, a measure of 

depression, that only assess cognitive symptoms of 

depression and not somatic symptoms could be said 

to have poor content validity since it only assesses a 

subset of the symptoms of depression. Simply put, a 

measure with poor content validity does not measure 

all of the content that it should measure. This can be 

further evaluated with respect to domain 

representativeness and domain relevance as articulated 

by Sireci and Faulkner-Bond (2014), as well as features 

that are considered to be inclusionary or exclusionary 

criteria of the construct.  

 

Domain representativeness 

 

Domain representativeness concerns the extent to 

which the questions, activities, and tasks included in a 

questionnaire measure the entire domain that you 

believe the questionnaire should measure. Whether or 

not a questionnaire adequately covers all of the 

content that one believes should be covered depends 

on your theory about that construct. For example, the 

Center for Epidemiological Studies Depression Scale 

(CES-D; Radloff, 1975) is one of the most widely used 

measures of depression. It is comprised of 20 items, 

which appear in Figure X on the following page.  

 

In terms of the content, the CESD departs from other 

measures of the depression, such as the Beck 

Depression Inventory (BDI, Beck et al., 1963) by 

including four questions that assess positive mood. 

Scoring the CESD requires that these four items be 

reverse scored (i.e., a 4 becomes a 1, a 3 becomes a 2; 

a 2 becomes a 3 and a 1 becomes a 4) so that an 

absence of “happiness” contributes to a high score. 

These four reverse scored items include Item 4 (Good 

 

Figure X: Different types and elements of construct validity.  
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as other people), Item 8 (Hopeful about the future), 

Item 12 (Happy) and Item 16 (Enjoyed life).   

 

The question to be considered with respect to domain 

representativeness is whether these four items should 

be included in a measure of depression.  One might 

argue that they are not representative of the content 

domain of depression, at least as it is articulated in 

DSM (American Psychiatric Association, 2013).  

 

Concerns: One of the most significant concerns that 

arises with domain representativeness is when a 

questionnaire does not adequately assess the entire 

domain of content that should be assessed.  This 

issues of under-representing the domain of content 

frequently arises with the use of a shortened version of 

the test.  Consider the impact of a test for depression 

that just assesses two of the nine symptoms of 

depression. Given that a diagnosis of depression 

requires the presence of five of nine symptoms, any 

questionnaire that only assesses two of the nine 

symptoms stands a good chance of identifying more 

people with depression than a test that requires that 

the presence of at least five symptoms. In this instance, 

the test could produce an inflated estimate of the 

number of people who are depressed. However, this 

depends of course on the prevalence of those two 

symptoms relative to all of the others. If you chose two 

symptoms that are relatively rare compared to other 

symptoms, such as suicide attempts and psychomotor 

retardation, your shortened two-item measure of 

depression could actually underestimate the 

prevalence of depression.  

 

For most widely used questionnaires, assessing 

psychiatric conditions, such as depression, or broad 

personality dimensions, such as neuroticism, there is 

certainly at least one short-form and often several.   

The short form of the Center for Epidemiological 

Studies Depression Scale is comprised of just 10 items 

(Radloff, 1977). There is also a 2-item short form of the 

PHQ-9 depression scale (Kroenke, Spitzer & Williams, 

2003). Despite the obvious loss of information in using 

just a fraction of the number of items from the original 

questionnaires, they perform relatively well. The key 

questions, however, with all short forms, are whether 

the loss of information that is sure to arise in utilizing 

fewer items affects the performance of the scale, in 

term of its intended purpose, and whether it is worth 

the additional ease of administration.  

 

One other concern related to domain 

representativeness is the issue of content overlap 

between the two questionnaires. For example, if your 

measure of depression includes questions about 

agitation and tension (which many do) and your 

measure of anxiety contains questions that assess 

agitation and tension, then you are sure to discover 

that test scores from the two questionnaires are 

correlated – not because the two constructs are 

necessarily related but because there is a considerable 

overlap in the content that the two scales are 

assessing.   

 

Domain relevance 

 

Domain relevance concerns the extent to which the 

questions, activities, and tasks included in a 

questionnaire are important or relevant to assessing 

the construct. There may be some features of a 

construct that are more important than others, which 

should be emphasized more or less.  

 

The definition of clinical depression, as stipulated in 

the DSM-5 and ICD-10, considers depressed mood as 

well as loss of interest, pleasure or drive central to the 

disorder. Diagnosing the presence of depression 

requires that either sad mood or loss of interest, 

pleasure or drive be present for the diagnosis to be 

made. These items – sad mood and loss of pleasure – 

would be considered to have extremely high domain 

relevance, so much so that you would expect to find 

items like these on every measure of depression.  

 

What about a symptom like crying? Most people who 

are depressed will report that they cry frequently.  

Despite the frequency of crying in depression, it is not 

one of the symptoms of depression on most 

diagnostic tests.  As a result, crying would be 

considered low domain relevance.  The reason that 

crying is not included in diagnostic tests is because 

crying is so ubiquitous.  People cry for so many 

different reasons and in so many different contexts. 

Depression is just one of many. The fact that someone 

is crying does not tell you very much.  
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Let’s take another look at the CES-D, which includes 

items, such as Item 15 (People are unfriendly).  The 

relevance of this item to the content domain of 

depression might be questioned, at least from a 

diagnostic perspective, since it is not a symptom of the 

disorder.  

 

Inclusionary and Exclusionary Criteria 

Most diagnostic tests, such as the Structured Clinical 

Interview for DSM (Frist, Williams, Karg & Spitzer, 

2016), will frequently have a number of conditions or 

symptoms that are inclusionary and exclusionary.  

Inclusionary criteria are simply those items, symptoms 

or features that count towards you having the 

condition or disorder being evaluated. Exclusionary 

criteria are simply those items, symptoms or features 

that immediately exclude you from having the 

condition or disorder being evaluated. Hallucinations 

are symptoms that are inclusive for a diagnosis of 

psychosis. Reporting hallucinations counts towards a 

diagnosis of psychosis (although just having 

hallucinations is not enough). However, reporting 

hallucinations that occur solely as a result of drug use 

would exclude you from the diagnosis. Drug use as a 

cause of your hallucination would be an exclusionary 

criterion.  

 

Face Validity 

 

Rulon (1946) states that some questionnaires were 

“obviously valid” and need no further justification. Face 

validity is whether a test appears to measure a certain 

construct.  For example, if I have a question that asks, 

“How sad are you?” and view that as an indicator of 

depression, then that question would be said to have 

good face validity. But, having good face validity does 

not guarantee that the test actually measures the 

construct you are interested in. More importantly, the 

question with respect to face validity is whether the 

entire set of questions appear to be asking what they 

are supposed to be measuring.   

 

For example, the question “How are you doing?” is so 

broad that it might not actually have good face validity 

because it may measure a number of things, such as 

(a) your well-being, (b) your performance in class, or 

(c) the possibility that you might be romantically 

interested in someone.   

 

Concerns:  The most significant concern with face 

validity is that it becomes easy to know what the 

question is asking and therefore easy to fake an 

answer.  Indeed, when a test is subject to faking 

(malingering), low face validity might make the test 

more valid.  

~~~ 

 

II. Structural Validity  

 

Structural validity concerns the structure of the test.  

The NEO-PI was designed to assess five different 

aspects of personality – Neuroticism, Extraversion, 

Agreeableness, Conscientiousness and Openness.  This 

personality questionnaire has a structure that is multi-

dimensional, which assesses several different domains 

of personality that are believed to be orthogonal, i.e., 

uncorrelated with each other. Other tests, such as the 

Beck Depression Inventory, was designed to assess just 

one thing, namely depressive severity. The Beck 

Depression Inventory was intended to be 

unidimensional.  In subsequent chapters, we will 

examine the statistical procedures, which include 

principal components analysis, factor analysis, and 

confirmatory factor analysis, to examine how many 

different components, dimensions or factors there are 

in a test. There are two important features that pertain 

to the structural validity of tests. One is called 

dimensionality, which refers to the number of 

dimensions (or components of variation) and the other 

is order, which refers to the extent to which different 

dimensions can be attributed to a higher order 

dimension.  

 

Dimensionality.    

 

Tests are said to be unidimensional when the manner 

in which individuals respond to items on a 

questionnaire can be attributed to a single factor, 

latent variable, or cause.  For example, the reason that 

people answer questions on a measure of depression 

in the way that they do is because they have a certain 

amount of depression.  Here, the amount of 

depression is the reason why they answer the 

questions the way that they do. It is the cause. If they 

were not so depressed, then they would answer the 

questions differently. Depression is the cause, which is 

considered a latent variable. It is called a latent 

variable in order to acknowledge that we cannot see it 

directly, it is inferred. The relation between the 

unobserved latent variable and the observed test 

scores for a unidimensional test is represented in 

Figure X below.  
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This figure also represents the relation between 

questions (in boxes) and the latent construct as uni-

dimensional. It is unidimensional because all of the 

responses to questions (the boxes) are attributed to 

one and only one latent variable.  

 

Latent variables are also called factors or components 

of variation. They are also called factors or 

components of variation, because of the statistical 

procedures that are used in software programs like 

SPSS, SAS or SPLUS.  These software programs are 

used to identify how many factors or components of 

variation are present.  We will examine factors or 

components of variation in more detail in chapter X.   

 

Tests are said to be multidimensional when the items 

from one test are related to more than one latent 

variable. The relation between observed test scores 

from a two-factor, multidimensional test is represented 

in Figure Y below.  

 

 
Structural validity, with respect to dimensionality, can 

be said to be good when the questionnaire has the 

number of factors or dimensions that it is supposed to 

have. The NEO-PI has good structural validity, for 

example. Results of factor analysis show that the NEO-

PI has five factors, which is good because it measures 

five different personality dimensions.  

 

Concerns: The most common concern germane to 

dimensionality is when a test that was designed to be 

unidimensional, such as the Beck Depression 

Inventory, is shown to have more than one main 

factor. This is particularly problematic when two factors 

are found and they are uncorrelated, which in fact 

happens. If you have a scale that has two uncorrelated 

factors, then it is possible to obtain a high score in two 

very different ways. Here is an example. Let’s say you 

have a depression scale that has mood factor and a 

somatic symptom factor.  If the two factors are 

uncorrelated, it means that a person can obtain a high 

score on one factor but not the other. In practice that 

would mean that a person could have a depression 

that was mostly about sad mood but not have poor 

sleep and poor appetite, or that a person could have 

poor sleep and poor appetite, but not have sad mood. 

If the person gets a score of five on the mood 

questions, and a second person gets a score of five on 

the somatic questions, then they would both be 

considered equally depressed. But the important point 

is that they got there in completely different ways and 

you cannot tell how different these two people are 

from the test score, because they both got a five.  

  

The other problem is the ongoing use of a total score. 

If you are calculating and using a total score, that 

implies that the scale is unidimensional – even if it is 

not. Calculating a total score implies that every 

question on the test contributes equally well to a single 

total score and that every person can be ordered and 

compared in terms of that score. Using a total score 

means that you are using the scale as if it were 

unidimensional – even when it is not. This is why it is 

important to know that the test is unidimensional 

before you use total scores.  

 

 

Order.  

 

The structural validity of the CES-D is somewhat more 

problematic, in fact, a number of studies found 

evidence of more than one factor. Initially, this was 

considered problematic for the reasons stated above. 

However, subsequent research indicated that the 

factors and lower-order factors were all in fact related 

to a single, higher-order factor. An example, of a 

second-order, multifactorial depression questionnaire 

is represented in Figure Z.  
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This states that there are in fact two components of 

depression, namely mood and somatic symptoms, but 

that mood and somatic symptoms are somewhat 

distinct This may not sound particularly surprising or 

even groundbreaking – and it is not; the vast majority 

of these tests of order and dimensionality were 

conducted using tests like the CES-D, which were 

based on selecting items that were internally consistent 

(i.e., have a high Cronbach’s α). Highly internally 

consistent items are in fact items that are already 

related to one factor. So, whenever you have a scale 

with high internal consistency (i.e., high Cronbach’s α 

you should expect unidimensionality at either a lower 

order or at a higher order.  

 

Let’s consider the factor structure for the intelligence 

test that is depicted in the Figure XX below. How many 

dimensions and what degree of order would you 

expect for the 12 different tasks on the test—four 

dimensions and three orders.  

 

 
 

Figure XX: The structure of IQ 

 

III.  External validity with other tests.  

 

One of the most important aspects of validity concerns 

the manner in which the test is related to other 

constructs. Given that the Center for Epidemiological 

Studies Depression Scale (CES-D; Radloff, 1975), Beck 

Depression Inventory (BDI; Beck et al., 1963) and 

Hamilton Rating Scale for Depression (HRSD; 

Hamilton, 1960) are all measures of depression, it 

would be expected that they would be all related to 

each other. And, given that they are measures of 

depression and not measures of anxiety, the CESD, BDI 

and HRSD should not be related to measures of 

anxiety.   

 

Evaluating the external validity of one measure to 

other measures depends entirely on your theory about 

what one questionnaire measures (e.g., depression) 

and what your measure should and should not be 

related to.    

 

Criterion validity 

 

Criterion validity involves the extent to which test 

scores on a questionnaire are related to some other 

outcome or condition (called a criterion). The criterion 

is not measured within the test itself but is still 

theoretically related to the construct that the test 

measures. For example, a measure of anxiety, like the 

Beck Anxiety Inventory, would have good criterion 

validity if it predicted a diagnosis of anxiety, which was 

ascertained on the basis of a semi-structured interview, 

such as the SCID.  

 

Your mid-term exam score would have good criterion 

validity if your score predicted passing the course.  

Your GPA would have good criterion validity if it 

predicted getting a job in your field of study. In these 

examples, the criterion variable is related to the 

construct (e.g., a diagnosis) but it is not part of the 

construct. For example, employee selection tests are 

often validated against measures of job performance 

(the criterion), and IQ tests are often validated against 

measures of academic performance (the criterion). 

 

Concerns:  One of the main concerns with criterion 

validity is, not surprisingly, the quality of the criterion 

and the degree to which one can reasonably expect 

that the construct you are measuring should be 

related to the criterion. For example, there are so 

many factors related to gaining entrance to graduate 

school, getting a job, or even completing high school, 

that it may not be reasonable to expect that your 

grade in any single course should predict outcomes 

that are very far off and likely to be determined by a 

multitude of factors. On the other hand, if the purpose 

of the screening test is to predict the presence of a 

condition, then it may be very reasonable to expect a 

very high degree of criterion validity.  

 

There are two types of criterion validity. Concurrent 

validity measures the test against a criterion that can 

also be assessed at the same time (e.g., a diagnosis). 

Predictive validity is a measure of how well a test 

predicts a criterion that is observed sometime in the 

future.  

 

Criterion validity 

 

Convergent validity refers to the degree to which a 

measure is correlated with other measures that it is 

theoretically predicted to correlate with. For example, 
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the CES-D measure of depression would be expected 

to show convergent validity with other measures of 

depression, such as the BDI and the HRSD. In contrast, 

divergent validity describes the degree to which a 

measure, like the Beck Depression Inventory, does not 

correlate with other measures, like a measure of 

anxiety, that it theoretically should not be correlated 

with. Divergent validity can also be referred to as 

discriminant validity (Campbell & Fiske, 1959), because 

the test is useful in discriminating among different 

groups of people. 

 

Convergent validity would also include a convergence 

among methods to measure the construct. It would be 

expected, for example, that child self-report measures 

of anxiety would also be correlated with parent-report 

measures of anxiety, as well as clinician and teacher 

report measures of anxiety. Irrespective of the 

informant (i.e., teacher, parent, child or clinician) 

because all four forms of the questionnaire are 

measuring depression in the child, they should all be 

related.  

 

Let’s take an example.  The correlation matrix in Table 

3 includes measures of depression and anxiety. Given 

that all measures of anxiety are measures of the same 

construct, you would expect that all measures of 

anxiety show good convergent validity, which means 

they should correlate positively with each other. At the 

same time, you would expect that they show at least 

some divergent validity with measures of depression, 

given that depression and anxiety are different 

constructs. 

 

 
 

However, what counts as good divergent and 

convergent validity is relative. Ideally, correlations 

should be better than 0.70 to infer good convergent 

validity, and less than 0.30 to infer good divergent 

validity. But as you can see in the table, the 

correlations between POMS Anx and POMS Dep is 

high, 0.69, which is very high, and would be viewed as 

poor divergent validity because they should not have 

correlated well.  

 

Problems: One problem that often occurs is when 

correlations fall in between desired standards of what 

counts as good convergent or divergent validity. A 

correlation of 0.45 could count as either poor 

divergent validity (because it should have been lower) 

or poor convergent validity (because it should have 

been higher). The only way to know if a 0.40 is 

evidence of poor divergent validity or poor convergent 

validity is to know what was predicted by your theory 

or nomological network.  

 

The multi-trait, multi-method matrix: 

 

The multi-trait, multi-method matrix is a correlation 

table that includes correlation coefficients for a 

number of constructs (e.g., depression and anxiety) 

assessed with different methods. The “t” refers to  

parent-reports of childhood behaviour and the “o” 

refers to reports by trained observers who were in the 

home.  One would expect that measures of a 

construct, such as NC (i.e., non-compliance) would 

correlate well with each other, no matter the measures 

used. That means that parent ratings and observer 

ratings should correlate highly (This would also be a 

good example of convergent, criterion validity). One 

would also expect that measures of CR (i.e., crying) 

and WH (i.e., whining) would correlate well with each 

other since they are very similar in content and are 

related constructs (This would be a good example of 

construct validity).  

 
However, the data show the opposite, namely that 

there is poor convergent, criterion validity between 

methods, at least with respect to NC. Indeed, the 

correlation is only 0.12. However, results show fairly 

good convergent validity between WH and CR when 

using parent reports (0.59), but poor convergent 

validity when using observer reports (0.16). Good 

divergent validity is seen between YE (i.e., yelling) and 

DS (i.e., destructiveness) when assessed with parent 

reports, but there is poor divergent validity between 

CR (i.e., crying) and DS (i.e., destructiveness) when 

assessed with parent reports.  

 

Correlations, p-values, and effect sizes: 

 

Correlations are usually presented with a p-value, 
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which will either appear in a table or in the text of an 

article. You might read something like “depression and 

anxiety were significantly correlated (r = 0.45, p < .01) 

and were positively related.” The p-value says that it is 

significant, meaning that finding the opposite, namely 

a non-correlation was very unlikely. Unfortunately, the 

p-value tends to become smaller and smaller, as your 

sample size increases. So, if you have a sample of 

10,000 people, reporting the p-values, which are likely 

to be really, really small (if there is, in fact, a relation 

between your two variables), is not really impressive at 

all. It is what we should expect. And, if you have 10,000 

people in your data set reporting a p-value of less 

than .000001, then that is simply showing off and not 

really relevant to the fact that your variables are 

related. Indeed, if you found a relationship between 

two variables in a sample of 10,000, of course, the 

chance of it being wrong is very, very small. 

 

What is more important is the effect size. The effect 

size for the correlation is R2, which calculated by taking 

the square of the correlation coefficient. So, if you 

have a correlation of 0.45, the effect size would be just 

0.20 – which is not really that big.  

 

The effect size for a correlation is also referred to as 

shared variance.  We will be talking more about 

“shared variance” in later chapters.   

 

 

IV. Incremental Validity  

 

Incremental validity refers to how well one test 

performs above and beyond another test (for a review 

see, Hunsley & Meyer, XXXX).  Lee Sechrest (1963) 

proposed and articulated the first notion of 

incremental validity, arguing that in addition to 

evidence for convergent and discriminant validity, a 

psychological test that was intended for use in an 

applied context (i.e., academic, clinical, or personnell 

applications) must also demonstrate that it has better 

predictive ability (with respect to some outcome) than 

what could be achieved using data that was routinely 

obtained as part of an assessment. This requirement 

presents a rather stringent 

test of validity, as it requires that the incremental 

validity expresses the extent to which one 

psychological test will increase the predictive ability 

beyond that provided by an existing method of 

assessment. 

 

This new type of validity arose in the context of 

evaluating psychological tests that were intended to 

aid employers in making personnel decisions. 

Arguably, the psychological tests, to be deemed 

useful, would have to add some value to the 

predicting outcomes in the performance of employees 

beyond what was possible with the best available 

assessment strategies (Cronbach & Gleser, 1957). This 

is a very stringent view of validity. By this definition, not 

only would a test have to show good convergent and 

divergent validity, for a test to have true utility in an 

applied context, the test should also do better than 

existing tests. This implies that even if valid, a test 

might be considered to have only adequate 

incremental validity.  

 

One question that is often asked is if CES-D, a 

measure of depression designed for epidemiological 

studies, adds anything to evaluating whether a person 

is depressed above and beyond what is obtained by 

using the Beck Depression Inventory. Said differently, 

the CES-D would be said to have good incremental 

validity if CES-D scores predict something (e.g., like a 

diagnosis or another third measure of depression), 

better than does the Beck Depression Inventory alone.  

 

Concerns: Determining the incremental validity of one 

test compared to another, requires a third test, which 

is usually some kind of “gold-standard.”  The gold-

standard is called the benchmark test which serves as 

the criterion against which the incremental validity of a 

test is evaluated.  The main challenge in evaluating the 

incremental validity of one test (e.g., the CES-D) 

relative to another test (e.g., the BDI) is trying to 

decide what the benchmark or gold-standard test is or 

should be. Selecting the “gold-standard” against which 

any two tests can be evaluated is problematic, given 

that there may not be a consensus on what the gold-

standard measure is.   This becomes even more 

difficult in instances in which you wish to argue that 

your own new measure of depression is in fact 

superior to the existing gold standard.  Here, choosing 

and agreeing on what the outcome measure will be, 

against which your new measure and the existing 

gold-standard measure of depression will be 

evaluated, is likely to be hotly contested and may take 

years to resolve. But, rightly so. Giving up on the 

existing gold-standard measure of depression should 

only be decided after marshalling compelling 

evidence.  

 

As with any measure of validity it is always a question 

of degree.  Judgments about the incremental validity 

of any test are always made relative to another test. As 

a result, it is always easy to find evidence of good 

incremental validity for your new test – if you compare 

it to a poor test. This is no different than evaluating 
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two different brands of floor cleaner. Showing that 

your “new and improved” floor cleaner is superior to 

the existing “no-name, generic” is not difficult. 

However, that will not demonstrate that your “new and 

improved” floor cleaner is better than your 

competitor’s “new and improved” floor cleaner.  When 

speaking about the incremental validity of a test, you 

must always mention both the test against which your 

test of interest was compared, as well as the 

benchmark. For example, one might say, the CES-D 

showed good incremental validity compared to the 

BDI when examined for their ability to predict 

depression scores on the Hamilton Rating Scale for 

Depression (i.e., the benchmark). 

 

At what cost? 

 

Improving the incremental validity of the test is always 

laudable. But what if improving the incremental validity 

of a test requires that the questionnaire be lengthened 

by 20 or more questions?  Once again, the value of a 

test should be considered with respect to the purpose 

for which it is being used. If for example your 10-item 

questionnaire was developed as a brief and reasonably 

accurate screening test, the ease with which it can be 

administered and completed may be diminished if you 

add an additional 20 items. It would be a 30-item, 

somewhat better screening test that would no longer 

be as easy to complete.  

 

Thirty items would provide you with more information, 

which may allow you to make a better prediction 

about whether or not someone is likely to have clinical 

depression.  However, the additional information that 

is obtained by tripling the length of the test may not 

be worth it.  

 

Incremental validity is rarely investigated by 

researchers when developing a new test, largely 

because of the cost and time involved in conducting 

those comparisons.  Still, it remains an important 

consideration not only when developing a new test, 

but also when selecting an existing test for use in any 

research study or applied context.  Without 

information about the incremental validity of tests, 

making decisions about which test to use in any 

context will be difficult.  At present, there are over 450 

published measures of depression (Santor et al.,        ). 

Given the large number of measures of depression, 

the overwhelming majority of which have good 

psychometric properties, to what extent could a new 

measure outperform existing measures?  

 

 

V. Item Validity 

 

The final part of the validity circle seen at the start of 

this chapter includes aspects of item performance – 

how well an item discriminates, what level or amount 

of a construct it assesses, how precisely it measures 

that construct, and whether or not it does so in an 

objective and unbiased manner.  These are all very 

important and technical questions that will be 

addressed in a subsequent chapter on item 

performance.  

 

 

Factors that threaten the validity of test scores 

 

The final section of this chapter will briefly mention the 

myriad of factors that can threaten the validity of test 

scores.  Threats to validity include all of the factors that 

can influence and undermine the internal and external 

validity of any test or experiment.  

 

Internal and external validity was proposed by 

Campbell and Stanley in 1966. Internal validity depends 

on the strength or soundness of the design and 

analysis of the study in which a scientific question is 

evaluated, including any study that validates a 

psychometric test or question.  Although this list of 

factors was originally developed with experimental 

studies in mind, most if not all of the ideas are relevant 

in spirt for studies that include psychometric tests. 

These factors are described in Table 1.  

 

When evaluating the extent to which a test (i.e., test 

scores) are valid, it is important to consider all of the 

factors that may threaten your ability to conclude that 

the test or questionnaire being examined is in fact 

valid. 

 

The complete list of threats to internal validity 

proposed by Campbell and Stanley are list in Table 9. 

 

 

Table 1:  Campbell & Stanley’s (1963) Threats to Internal 

Validity 

 

 

History 

 

 

Events, other than the experimental 

treatments or the true effect among the 

variables, that have influenced results. 

 

Maturation 

 

During the study, some kind of 

psychological change occurs within people 

completing the test that affects how test 

scores are related to scores on other tests 

and questionnaires.  

 

Testing 

 

Exposure to some known or unknown 

pretest or intervening assessment 

influences performance on your test. 
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Instrumentation 

 

 

 

Testing instruments or conditions in which 

people complete the tests are inconsistent; 

or the pre- and post-tests are not 

equivalent in some manner. 

 

Statistical 

Regression 

 

Scores of subjects that are very high or very 

low tend to regress towards the mean 

during retesting. 

 

Selection 

 

Systematic differences exist in subjects’ 

characteristics between treatment or 

comparison groups which affect the 

performance of the test.  

 

Mortality 

 

Attrition affects the representativeness of 

the group you are studying and can lead to 

an over-estimate, under-estimate or an 

unreliable result.  

 

Diffusion of 

Treatments 

 

People in one group are able to 

communicate with the other group and 

affect the manner in which the other group 

completes the questionnaire.  

 

The John Henry effect concerns a steel 

worker, John Henry, who was aware that his 

output was going to be compared to a 

steam drill. As a result, he put in extra 

effort, but whilst managing to outperform 

the steam drill, the overexertion led to his 

death (Cook and Campbell, 1979, p. 55).  

Effects of 

Pretesting (or 

Order Effects) 

This is when one test in your battery of 

tests affects how people complete a 

subsequent test. Completing one test may 

lead to an improvement, increase in skill, 

etc.  

Placebo Effects 

or Expectancy 

Effects 

This is when you get an effect because the 

participant expects something to happen 

even those there no “active” ingredient or 

agent.  

Demand 

Characteristics 

This is when people completing the 

questionnaires respond in a manner that 

they believe is expected of them.  

Experimenter 

Bias 

The tests developers’ ideas about how the 

construct should be defined and 

operationalized is in some manner “biased” 

and as a result, out of line with how most 

people would define and measure it, 

leading to the creation of a test that 

produces very different results.  

 

 

Each of these threats to validity can affect the test 

scores obtained  on a test.   Consider how each of 

these factors can influence an individual’s total score 

on test, or the mean score of entire group of people, 

or the extent to which score on the test are correlated 

with scores on another test. 
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Chapter 7: Reliability  

 

In this chapter we discuss the theoretical and empirical 

basis of reliability.  Reliability refers to the degree to 

which test scores are free from errors of measurement 

(APA, 1985). If a person takes a test on two different 

occasions under the same conditions, we would expect 

the test to yield the same result, correct?  

 

That’s correct. But there are a number of assumptions, 

namely (a) that the conditions under which the test 

was taken were exactly the same and (b) that the 

person’s underlying true score did not in fact change.  

 

What does it mean to say, “under the same 

conditions”? You might say that the person would 

have to be rested as before, that the person would 

have to understand (or misunderstand) the question as 

before, that there were no practice effects (i.e., the 

person didn’t get better at answering questions), and 

that there were no history effects (i.e., the person did 

not happen to read or learn something on his or her 

own) . 

That’s a good start. However, you would have to go a 

whole lot further. You would have to assume that all of 

the unsystematic (random) error had been removed. If 

any amount of random error crept into the test score, 

it is possible that the observed score from one 

occasion to the next would not be the same.  

 

See where this is going? Reliability is not just about 

getting the same result on two separate occasions; it is 

also about how closely observed scores (X) approach 

true scores (T).  In fact, the only way for every person 

to get the same observed scores on two separate 

occasions is when the observed scores equal the true 

score, i.e., when  

 

X = T 

  

The only way for a test to be completely reliable is 

when there is no error at all in the observed score. 

That means an X with no E. But that’s the true score 

(T). And as we have discussed before, it is not possible 

to measure the true score (T) directly.  

 

Estimating reliability 

 

All of this makes good theoretical sense. However,  we 

still need to find a way to  estimate the empirical 

reliability of a test. Unfortunately, we still have that 

problem of not being able to know exactly how much 

error there is in the observed score. We can assume 

that there will always be some error, which means the 

observed score (X is not going to equal the true score 

(T), and we will never know by how much because 

there is no way to directly observe or calculate the true 

score.  

 

The solution to this problem is an empirical one that 

relies on using a variety of methods to estimate the 

reliability of a test. So, when we are talking about 

reliability, we are really talking about different methods 

of estimating reliability. 

 

Repeated Measures 

 

One of the most common ways of measuring the 

reliability of a test is to readminister the same test 

again, whether that is all of the items or just some of 

the items.  

 

The logic behind doing this goes as follows: if the test 

was not reliable, then you would expect to see a 

difference in a person’s observed score, such that the 

Let’s suppose that you took a depression 
survey and scored 24. Now let’s suppose that 
you took the test again and scored 28. (For 
the sake of the argument let’s also suppose 
that your actual level of depression did not 
change). In this instance, you would conclude 
that the test was not completely reliable – 
and you would not know which score was 
the more accurate measure.   
 
The reliability of the test affects our ability to 
infer what the person’s “true score” actually 
is. Knowing that the test was somewhat 
unreliable, what if you took the mean of the 
two scores, which would be 26. Would that 
be any better? What if you gave a person the 
same test every 12 hours for the next 30 
days and then took an average. Would the 
means score of those 60 repeated measures 
be a better estimate of the true score?  
 
Given that we know that the test is in fact not 
reliable, the accuracy of the mean score of a 
set of scores from an unreliable test depends 
on how the errors are distributed.  
Remember Galton’s Ox. Not one of the 800 
estimates of the weight of the Ox was correct, 
but the mean score of 800 estimates was 
highly accurate, within 1% of the actual 
weight.   
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score from Time 1 would be slightly different than the 

score from Time 2 score. But if the test conditions were 

not the same then any unreliability might be due to 

the difference in conditions and not the unreliability of 

the test itself. It is possible that scores from both Time 

1 and Time 2 could both be very poor estimates of the 

person’s true score for reasons other than the test 

 

One way around this might be to just repeat the test 

over and over. If we had scores from 10 tests (and 

there were no practice effects), then the mean score of 

the 10 tests might be a better estimate of the person’s 

true level of depression. Sometimes the error would 

increase the score, sometimes decrease it, but after a 

while, the score would average out. At least that is the 

hope – and indeed the assumption behind repeating 

the test.  Taking a mean of repeated measures is 

believed to be a better estimate of the person’s true 

ability.  

 

In more formal language, it is the average or expected 

score, E(X), of many tests, that is taken as a good 

estimate of the person’s true score.  

 

E(X) = T 

 

Repeating the test over and over is a better estimate 

of a person’s true score. But how is it possible? What is 

the logic that allows us to make that conclusion?  

 

Remember Galton’s Ox. Not one of the 800 estimates 

of the weight of the Ox was correct, but the mean 

score of 800 estimates was highly accurate, within 1% 

of the actual weight.   

 

Taking the mean score of a number of observations 

works, if and only if the error in the observed score is 

random – sometimes driving the test score up and 

sometimes down, but on average balancing it out.  But 

this was the beauty of Galton’s Law of Error, which 

stated that error, by its very nature, is random.  

 

Using multiple items to assess the same construct 

 

In the preceding example, we examined the idea that 

repeating a question over and over, was one way of 

improving the estimate of a person’s true score, if in 

fact, the question was not reliable. Now let’s extend 

this logic to a set of items, rather a single item that was 

administered repeatedly. If the goal is to assess clinical 

depression, then, for a number of reasons, a single 

item assessing “sadness” may not be a good estimate 

of the person’s true score. Depression may be more 

than just sadness. It may also not be a good estimate 

because for whatever reason people take sadness to 

mean different things. So in addition to asking people 

about “sadness”, you should also ask about low mood, 

feeling depressed, and feeling “down in the dumps”. 

The logic is very similar. Measuring “depression” with 

three (or more) questions may be a better estimate of 

the person’s true score.  

 

From the perspective of DSM-5, it would be necessary 

to assess nine different symptom domains, but in 

terms of achieving a reliable estimate of the person’s 

true score, it may be necessary to ask someone about 

each of those nine symptom domains, with several 

questions, all phrased in slightly different ways.  

Assessing “worthlessness” could be assessed by a 

series of questions, such as: 

 

I feel worthless 

I feel like a failure 

I feel like I have disappointed others 

I feel like I am of no interest to others 

I feel useless 

 

Perhaps to accurately assess each symptom domain 

adequately, several questions will be needed. If true, 

then a questionnaire that uses one item to assess all 

nine domains could dramatically increase to a 

minimum of a 45-item questionnaire if five items are in 

fact needed to assess each of those nine symptom 

domains.  

 

This represents two different notions of reliability – one 

involves reliability over time and the other involves 

reliability among a set of items. When considering the 

reliability among a set of items, there are a number of 

types, including parallel forms reliability, split-half 

reliability, and inter-item reliability, the latter of which is 

referred to as internal consistency. However, the 

central idea in all cases is the extent to which tests 

scores are good approximations to the person’s true 

score.  

 

The Definition of Reliability 

 

Now let’s define reliability formally. Once again, in 

classical test theory, the observed score (X) is made up 

of a true component (T) and a random error (E) 

component: 

 

 

X = T +E.  (1) 

T = X - E. 
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But classical test theory says more, namely that the 

expected value of a large number of administrations of 

the same test (i.e., a whole bunch of Xs), is equal to the 

true score of X. That is written like this:  

      

E(X) = T  (2) 

 

To put it another way, classical test theory assumes 

that T, the person’s true score, is the average score 

that a person would get, if he or she were to take the 

same test repeatedly, and we to take the test an 

infinite number of times.  

 

So, this says if a person were to take a test repeatedly 

then the average would surely cancel out any error. 

But the only way this would work is if the testing times 

were independent, meaning that any error introduced 

on one test would be independent and therefore 

random, thus cancelling each other out.  

 

This is what can be considered the “fast move” of 

classical test theory.  

 

Assuming the error is random and independent is the 

key assumption. If you accept this assumption, then 

you basically accept everything else that follows from 

classical test theory.  

Does this really make sense? If error on one test-taking 

is independent of error on the second test-taking, then 

your true score over more and more test-taking would 

be the average.  

 

Now if you accept that, then what you are accepting in 

mathematical terms is this: 

 

EX   = 0     (3) 

 

Remember that  is the Greek symbol, called Rho, which is 

used to talk about correlations at the population level. We 

use r when we talk about correlations in a sample.  

 

EX   = 0  says that errors that creep into the test score 

will be uncorrelated with the test score, which can only 

happen if error is random and independent. It implies 

that people who score high on a test, don’t have 

errors that are more or less high or low. That is, the 

errors on test scores from people with high scores, 

won’t tend to just inflate the score. Some scores would 

overestimate the true score, others would 

underestimate true score. And this would be true at 

every level of ability.  

 

But if errors are independent and random then it also 

follows that errors from two different tests are 

uncorrelated.  

 

E1E2 = 0     (4) 

 

And if errors are independent and random then it also 

follows that errors from one test will be uncorrelated 

with the True Scores from another test.  

 

E1T2  = 0     (5) 

 

Finally, if two tests have scores that satisfy these 

assumptions, then the two tests are called parallel tests 

and can be used to estimate a person’s true score 

directly.  

 

T, X and 2
E 

 

And that for a second test, you would have  

 

T´, X´ and 2
E´ 

 

The assumption for two tests being parallel is that   

 

2
E = 2

E´     (6) 

 

 

But, for this to happen conditions that lead to errors of 

measurement would have to be the same – test-taking 

conditions, mood of the participant, etc. In reality, this 

is unlikely to occur, even by chance. That is, the 

observed test scores from the two tests (X and X´) will 

not be perfectly correlated, unless there is no error 

variance.   

 

 

Reliability as a ratio of variances 

In classical test theory, reliability is defined 

mathematically as the ratio of the variation of the true 

score and the variation of the observed score.  

 

Or, equivalently, one minus the ratio of the variation of 

the error score and the variation of the observed 

score: 

 

𝝆𝒙𝒙′ =
𝝈𝑻

𝟐

𝝈𝒙
𝟐

= 𝟏 −
𝝈𝑬

𝟐

𝝈𝒙
𝟐
 

  

, where  𝜌𝑥𝑥′  is the symbol for the reliability of the 

observed score, X, and 𝜎𝑥
2, 𝜎𝑇

2, and  𝜎𝐸
2   are the 

variances on the measured, true and error scores 

respectively. 

 

If the observed scores contain both the true score plus 

error, then it is going to have a larger variance. That 

means that the variance of the observed scores will 
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always be larger than the variance of the true scores. 

But as the variance of the observed scores gets closer 

to the variance of the true scores, we say that test 

scores are reliable.  

 

It is tricky. But the whole reason for talking about 

variances is that it lets us evaluate reliability on a scale 

from 0 to 1, which in turns allows us to compare tests.  

 

Estimating reliability 

 

All of this makes good theoretical sense. But we still 

have this problem of how to estimate just how reliable 

a test is. Unfortunately, there is no way to directly 

observe or calculate the true score, so a variety of 

methods are used to estimate the reliability of a test. 

So, when we are talking about reliability, we are really 

talking about different methods of estimating 

reliability. 

 

Reliability may be estimated through a variety of 

methods that fall into two types: single-administration 

and multiple-administration. But in all methods, the 

manner in which reliability is estimated comes from 

having two different groups of items – the obvious 

example of this is two administrations of the same test. 

In the test-retest method, reliability is estimated as the 

Pearson product-moment correlation coefficient 

between two administrations of the same measure.  

 

But if you keep in mind the idea that all items are 

indicators of the same construct, then there are other 

subgroups, for example, two halves of the same test, 

which is called split-half reliability. So, what this means 

is that rather than re-administering the same test, in 

order to get the second group of questions,  we can 

get the second group of questions from the same test.  

 

This is essentially the idea behind what is called two 

parallel forms of the same test.  Tests like the WAIS 

and WIAT were created with two sets of items so that 

the tests can be re-administered over short periods of 

time without running the risk of introducing a practice 

effect, which would surely increase an individual’s 

scores. But for parallel forms (e.g., Form A and Form 

B), there needs to be two sets of items or questions 

that measure the underlying construct equally well.  

 

By this logic then, two sets of questions from the same 

test should ideally also measure the underlying 

construct equally well.  

 

But there’s a problem here.  How do you go about 

deciding which set of items go in the first half of the 

test and which ones go in the second half?  Because 

you cannot really decide that, then you might want to 

think about comparing all possible combinations of 

items.  On a 20-question test, how many different 

ways can you randomly select10 items out of the test? 

(That would be something like 20!/(10!10!), which is a 

really big number).  

 

So why divide it in half? Why not in thirds or fourths?  

One solution to this is to examine the correlations 

among all pairs of individual items. If the test is reliable 

and free of error, then every question must also be 

free of error and so the mean correlation among all 

pairs of items should also be a good estimate of 

reliability.  

 

This is what Lee Cronbach did in developing his 

measure of reliability which is called alpha, or α, which 

is better thought of as a measure of “internal 

consistency (among all items on a test).” Cronbach's 

alpha is a generalization of an earlier form of 

estimation of internal consistency, Kuder-Richardson 

Formula 20 which is used for dichotomously scored 

items. 

 

Cronbach's α is defined as 

 

𝛼 =
𝑛

𝑛 − 1
(1 −

∑𝑉𝑖

𝑉𝑡𝑒𝑠𝑡

) 

 

where, 

 

n is the number of items in the test, Vtest is the variance 

of the total test scores, and ∑ Vi is the variance of 

individual items (i) for the current sample of persons.  

 

The coefficient works because the variance of the sum 

of a group of independent (i.e., uncorrelated) variables 

is the sum of their variances (which ignores their 

covariance).  

 

If the items are all independent (i.e., uncorrelated), 

then Vtest  = ∑ Vi and  α = 0.  

 

But if the variables are positively correlated, the 

variance of the test scores will increase (i.e., you have 

to add in the fact that they covary). That means that 

Vtest will get much, much bigger, driving the fraction 

towards zero and the value of α towards 1.0. 

 

Types of Reliability 

 

There are four general classes of reliability estimates, 

each of which estimates reliability in a different way.  

They are: 
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•  Test-Retest Reliability is used to assess the 

consistency of a measure from one time to another.  

•  Inter-Rater or Inter-Observer Reliability is used to 

assess the degree to which different raters/observers 

give consistent estimates of the same phenomenon. 

Computing this is very similar to how we compute 

sensitivity and positive predictive value, because we 

are looking for agreements between two people.  

•  Parallel-Forms Reliability is used to assess the 

consistency of the results of two tests constructed in 

the same way from the same content domain. 

•  Split-half Reliability is computed by examining the 

two different haves of the questions from the same 

test.  

 

•  Internal Consistency Reliability is used to assess the 

consistency of results across items within a test.  

 

Parallel-Forms Reliability: Logic of Parallel Tests   

 

1.  If you correlate two versions of the same test (x1 and 

x2), then the error variance between the two should be 

uncorrelated.  

 

2.  As a result, this yields the following after expansion 

and cancellation: 

 

𝑟𝑥𝑡
2 = 𝑟𝑥1𝑥2

=the proportion of variance shared among 

observed scores from the two tests. 

 

In parallel forms reliability, you first have to create two 

parallel forms (or versions of the test). One way to 

accomplish this is to create a large set of questions 

that address the same construct and then randomly 

divide the questions into two sets. Then, you 

administer both instruments to the same sample of 

people. The correlation between the two parallel forms 

is the estimate of reliability. One major problem with 

this approach is that you have to be able to generate 

lots of items that reflect the same construct. This is 

often no easy feat. Furthermore, this approach makes 

the assumption that the randomly divided halves are 

parallel or equivalent. Even by chance, this will 

sometimes not be the case.  

 

The parallel forms approach is very similar to the split-

half reliability described later. The major difference is 

that parallel forms are constructed so that the two 

forms can be used independently of each other and 

be considered equivalent measures. For instance, we 

might be concerned about a testing threat to internal 

validity. If we use Form A for the pretest and Form B 

for the post-test, we minimize that problem. It would 

be even better if we randomly assign individuals to 

receive Form A or B on the pretest and then switch 

them on the post-test. With split-half reliability we 

basically split a scale in half and use the two haves to 

estimated reliability. 

 

Reliability as Internal Consistency  

 

In statistics and research, internal consistency is 

typically a measure based on the correlations between 

different items on the same test (or the same subscale 

on a larger test). It measures whether several items 

that propose to measure the same general construct 

produce similar scores. For example, if a respondent 

expressed agreement with the statements "I like to ride 

bicycles" and "I've enjoyed riding bicycles in the past", 

and disagreement with the statement "I hate bicycles", 

this would be indicative of good internal consistency of 

the test. 

 

Internal consistency is about how well a set of slightly 

different items all measure the same underlying 

construct equally well.  In estimating internal 

consistency, we use a single measurement instrument 

administered to a group of people on one occasion to 

estimate reliability. In effect, we judge the reliability of 

the instrument by estimating how well the items that 

reflect the same construct yield similar results. We are 

looking at how consistent the results are for different 

items for the same construct within the measure. There 

are a wide variety of internal consistency measures 

that can be used. 

 

Split-Half Reliability  

 

In split-half reliability, we randomly divide all items that 

purport to measure the same construct into two sets. 

We administer the entire instrument to a sample of 

people and calculate the total score for each randomly 

divided half. The split-half reliability estimate, as shown 

in the figure, is simply the correlation between these 

two total scores. In the example, it is .87. 

 

Inter-Rater or Inter-Observer Reliability 

 

Whenever you use humans as a part of your 

measurement procedure, you have to worry about 

whether the results you get are reliable or consistent. 

People are notorious for their inconsistency. We are 

easily distractible. We get tired of doing repetitive 

tasks. We daydream. We misinterpret. 

 

There are two major ways to actually estimate inter-

rater reliability. If your measurement consists of 
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categories (i.e., yes versus no) that the raters making 

then you can calculate the percent of agreement 

between the raters. For instance, let's say you had 100 

observations that were being rated by two raters. For 

each observation, the rater could check one of two 

categories (i.e., yes or no).  

 

 Yes No 

Yes 40 15 

No 5 40 

 

In this example, on 40 of the 100 observations made 

by the two rates, they both said yes, forty times; and 

they both said no, forty times. You might say that that 

they agree 80% of the time. Percent agreement is a 

crude measure, but it does give an idea of how much 

agreement exists, and it works no matter how many 

categories are used for each observation. 

 

But let’s suppose that each of the raters is to make 

judgements about the severity of depression and 

could rate the severity from 1 (absent) to 5 (severe). 

The data would look something like this: 

 

 1 2 3 4 5 

1 13 1 4 1 4 

2 1 4 1 2 5 

3 0 0 6 0 1 

4 2 0 0 4 1 

5 1 4 1 3 15 

 

In this table, there are 42 exact agreements, which is 

just 56%. However, there are some “close” agreements 

that need to be considered. For example, if one rater 

says “1” and the other “2”, that is much better than a 

“1” and “5”.  The Kappa statistic (κ) was designed to 

measure both the degree of agreement and 

disagreement. Kappa for the two examples are 0.33 

and 0.43. Notice that the percent agreement for the 

two examples, 0.80 and 0.56, are lower than the Kappa 

values, especially for the first example. This because 

the value of Kappa is weighted; the greater the 

expected chance agreement, the lower the resulting 

value of the kappa. 

If you only have two options to choose from, yes and 

no, then the expected agreement by chance is much, 

much higher than if you had five options to choose 

from. Kappa takes this into account. In this way Kappa 

is standardized, which allows Kappa to be a better 

statistic to use, than say percent-agreement, when 

comparing the extent to which raters are in 

agreement, even when the degree of agreement by 

chance changed.  

 

The other major way to estimate inter-rater reliability is 

when the measure is a continuous one. Then, all you 

need to do is calculate the correlation between the 

ratings of the two observers. For instance, they might 

be rating the overall level of activity in a classroom on 

a scale of 1-to-7. You could have them give their rating 

at regular time intervals (e.g., every 30 seconds). The 

correlation between these ratings would give you an 

estimate of the reliability or consistency between the 

raters. 

 

You might think of this type of reliability as 

"calibrating" the observers. There are other things you 

could do to encourage reliability between observers. 

For instance, I used to work in a psychiatric unit where 

every morning a nurse had to complete a ten-item 

rating of each patient in the unit. Of course, we 

couldn't count on the same nurse being present every 

day, so we had to find a way to assure that all nurses 

would give comparable ratings. The way we did it was 

by holding weekly "calibration" meetings where we 

had, for every nurse, ratings of several patients, and 

discussed why they chose these specific rating values 

for each patient. If there were disagreements, the 

nurses would discuss them and attempt to come up 

with rules for deciding when they would give a "3" or a 

"4" for a rating on a specific item. Although this was 

not an estimate of reliability, it probably went a long 

way towards improving the reliability between raters. 

  

 Reliability is different from validity 

 

Reliability does not imply validity. That is, a reliable 

measure is measuring something consistently, but you 

may not be measuring what you want to be 

measuring. For example, while there are many reliable 

tests of specific abilities, not all of them would be valid 

for predicting, say, job performance. In terms of 

accuracy and precision, reliability is analogous to 

precision, while validity is analogous to accuracy. 

 

An example often used to illustrate the difference 

between reliability and validity in the experimental 

sciences involves a common bathroom scale. If 

someone who is 120kg steps on a scale 10 times and 

gets readings of 85, 120, 95, 140, etc., then the scale is 

not reliable. If the scale consistently reads "150", then it 

is reliable, but not valid. If it reads "120" each time, 

then the measurement is both reliable and valid. This is 

what is meant by the statement, reliability is necessary 

but not sufficient for validity. 
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Role of Theory:  

 

Before expecting test-retest reliability it is important to 

consider whether or not you expect that your 

construct and, say, measure of that construct,  would 

show test-retest reliability. We expect, for example, 

that IQ and personality should show test-retest 

reliability over a number of months or even years. In 

contrast, we would not expect your mood to show the 

same degree of test-retest reliability over the same 

period of time. In fact, we may not even expect that 

mood shows stability from one day to another, given 

that there are a number of factors that can change 

from one day to the next.  

 

However, we would expect a high degree of retest 

reliability if you took the test twice, one right after the 

other. 

 

What counts as good internal consistency 

 

α ≥ .9  Excellent 

.9 > α ≥ .8 Good 

.8 > α ≥ .7 Acceptable 

.7 > α ≥ .6 Questionable 

.6 > α ≥ .5 Poor 

.5 > α  Unacceptable 

 

However, very high reliabilities (0.95 or higher) are not 

necessarily desirable, as this indicates that the items 

may be entirely redundant. One way to get high 

reliability is to just ask the same question over and 

over again. You would get good reliability, but the 

content validity of the scale would be poor.  

 

The goal in designing a reliable instrument is for 

scores on similar items to be related (internally 

consistent), but for each to contribute some unique 

information as well. 

 

The relationship between reliability and validity. 

 

Reliability places an upper bound on validity. That is, it 

limits the maximum possible validity we can observe. 

As a result, if one or both of the variables are 

unreliable, we are likely to underestimate their 

association. Most seriously, we may conclude there's 

no relationship between the variables when there is, in 

fact, a relationship (A Type II statistical error). 

 

Here are some mathematics that show why this occurs 

(e.g., Ghiselli, Campbell, & Zedeck's Measurement 

Theory for the Behavioral Sciences, 1981). First, some 

notation:  

 

rox,oy  is the observed correlation between x and y.  

rtx,ty  is the true correlation between x and y (i.e., the "true 

predictive validity" of y).  

rxx  is the reliability of the x scores (e.g., Cronbach's 

coefficient alpha)  

ryy  is the reliability of the y scores (e.g., Cronbach's 

coefficient alpha)  

 

Here's the maximum observable predictive validity as a 

function of true predictive validity and reliability: 

 

  

𝑟𝑜𝑥,𝑜𝑦 = 𝑟𝑡𝑥,𝑡𝑦√𝑟𝑥𝑥 ⋅ 𝑟𝑦𝑦  

 

In essence, this equation says that the true validity gets 

discounted by the square root of reliability. 

 

The following figure shows how well we'd measure the 

predictive validity of x (it's ability to predict y) as a 

function of the reliability of our outcome measure (the 

x-axis), for four scenarios ranging from a true 

predictive validity of 0.25 (not unusual in policy 

research) to the maximum possible predictive validity 

of 1.00: 

 

 
 

The figure shows that if our outcome measure is 

unreliable, we will underestimate (drastically in some 

cases) the true x-y relationship. We are only likely to 

correctly estimate the true x-y relationship when we 

have perfectly reliable measures. Remember, the 

"observed PV" refers to upper bound estimates; we 

might even do worse than suggested by the figure. 
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Chapter 8: Item Analysis  

 

To this point in the book, we have examined various 

indices of performance, with we have examined how 

well psychometric scales and questionnaires perform.  

These have included all of the different forms of 

validity and reliability, as well as some quantitative 

measures of performance, such as Cronbach's alpha, 

the effect size, the proportion of variance (R2) 

accounted for and the mean and standard deviation – 

all of which can tell us much about how well the scale 

is functioning. In this chapter, we will begin examining 

item performance at a more fine-grained level of 

analysis.  Item analysis involves an examination of how 

well individual items perform. This chapter will focus 

on item response theory, which revolutionized the way 

in which we think about and evaluation the 

performance of individual items and entire scales. 

Although item response theory has become the pre-

eminant approach to item analysis, you will see in the 

following chapter on principal components analysis 

that there are other methods of evaluating item 

performance as well.  

 

Item-total correlations 

 

Item-total correlations are perhaps the simplest most 

obvious way to begin a fine-grained analysis of items. 

The item-total correlation is a typically a Pearson 

correlation (r) that is calculated between a person’s 

score on an individual item and the total score on the 

entire test. On a test containing 20 items, there would 

be 20 item-total correlations for each of the items. 

These correlations when considered together, as in the 

table below, would give you the first idea of how 

strongly each item, or indicator, is related to the total 

score. If you view, total score as in imperfect estimate 

of how much ability (or how much of a condition or 

characteristic) a person has of the construct being 

assessed, then the item-total correlation gives you an 

idea of how well each item measures the construct you 

are interested in.  

 

Item-total correlations for three  

questionnaires, measuring Peer Pressure, Popularity 

and Conformity 

 

  Pressure 
Scale 

Popularity 
Scale 

Conformity 
Scale 
  

Peer Pressure Items       
My friends could push me into 

doing just about anything 
.52*** .43*** -.14 

I give into peer pressure easily. .56*** .47*** -.03 
When at school, if a group of 

people asked me to do 

something, it would be hard to 

say no. 

.54*** .56*** -.16 

At times, I’ve broken rules 

because others have urged me 

to. 
.66*** .43*** -.27** 

At times, I’ve done dangerous or 

foolish things because others 

dared me to. 
.58*** .39*** -.32*** 

I often feel pressured to do things 

I wouldn’t normally do 
.57*** .61*** -.22* 

If my friends are drinking, it 

would be hard for me to resist 

having a drink. 
.55*** .28** -.22* 

I’ve skipped classes, when others 

have urged me to.  
.58*** .31** -.15 

I’ve felt pressured to have sex 

because a lot of people my own 

age have already had sex. 
.66*** .50*** -.25* 

I’ve felt pressured to get drunk at 

parties. 
.63*** .45*** -.16 

At times I’ve felt pressured to do 

drugs because others have urged 

me too. 
.70*** .45*** -.16 

        
Popularity Items       
I have done things to make me 

more popular, even when it 

meant doing something I would 

not usually do. 

.49*** .63*** -.15 

At times, I’ve ignored some 

people in order to be more 

popular with others. 
.52*** .68*** -.04 

I’d do almost anything to avoid 

being seen as a ‘loser’. 
.36*** .61*** -.05 

It’s important that people think 

I’m popular. 
.35*** .62*** -.12 

I’ve bought things because they 

were the “in” things to have. 
.48*** .68*** -.08 

At times, I’ve changed the way I 

dress in order to be more 

popular. 
.49*** .70*** -.07 

I’ve been friends with some 

people, just because others liked 

them. 
.47*** .65*** -.07 

I’ve gone to parties, just to be 

part of the crowd. 
.50*** .64*** -.08 

I often do things just to be 

popular with people at school. 
.54*** .74*** -.12 

There are currently nine symptoms of 

depression, all of which are used to infer 

whether or not someone has a depressive 

illness.  Are some symptoms better indicators 

of the severity of your depression, and if so 

which one is the best? If someone says that 

they are “hopeless” does that indicate that they 

person is more severely depressed than 

someone who says they cannot sleep. 

Typically, we assign numbers to the degree of 

hopelessness and insomnia. Similar numbers 

imply that they are equally good, but that may 

not be the case. This chapter is about 

analyzing how well individual items perform. 
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At times, I’ve hung out with some 

people, so others wouldn’t think I 

was unpopular. 
.43*** .60*** -.04 

        
Conformity Items       
If a teacher asks me to do 

something, I usually do it. 
-.19† -.19† .47*** 

I usually do what I am told. -.22* -.13 .75*** 
I usually obey my parents. -.20† -.14 .73*** 
I follow my parents’ wishes even 

when it means not doing 

something I want to do. 
-.14 -.03 .68*** 

Even when I disagree with my 

parents’ wishes, I usually do what 

I am told. 
-.08 .02 .68*** 

I break rules frequently.‡ -.43*** -.21 .66*** 
I rarely follow the rules.‡ -.34*** -.15 .73*** 

Item-total correlations for three for three 

questionnaires, measuring Peer Pressure, Popularity 

and Conformity are presented in the table to the right. 

In this study, the researchers theorized that although 

peer pressure and popularity were likely to be related, 

they were not synonymous; they should show some 

divergent validity. Items were developed from formal 

definitions. It was also argued that peer pressure and 

popularity were conceptually distinct from conformity. 

This suggests (a) that there should be a high degree of 

divergent validity between conformity and both the 

peer pressure and popularity scales (i.e., correlations 

close to zero) and (b) that there be some evidence of 

degree of divergent validity between peer pressure 

and popularity scales (i.e., item-total correlations for 

peer pressure items and the peer-pressure total score 

should be somewhat higher than the items total 

correlations for popularity items and the peer-pressure 

total score). 

 

In general, results support this view. There is good 

divergence between conformity items and both peer 

pressure and popularity items, and there is some 

evidence for divergence for most but not all peer-

pressure and popularity items.  

 

The analysis of items allows researchers and scale 

developer to see which items work well and which 

ones do not. Examining the table above shows 

immediately, that one way to improve the degree of 

divergent validity between peer pressure and 

popularity items, would be to drop the question that 

reads “When at school if a group of people asked me 

to do something, it would be hard to say no.” This 

item correlates equally well with both the peer 

pressure total score and the popularity total score. 

From a purely statistical point of view, dropping this 

item would improve divergent validity. From a 

theoretical point of view, this is less clear, perhaps. To 

drop this, item you should be able to say that it is not 

a good indicator of either construct. Because the item 

describes a behaviour rather than a motive for doing 

something it may be warranted. If so, then you have 

both a statistical and a theoretical reason for dropping 

the question, so it should be dropped.  

 

Refinements: You may have noticed one problem with 

the item total correlation presented, namely that the 

score on the item that is being investigated is being 

used in the total score. This is a problem because the 

item score is being correlated – a little bit – with itself.  

That’s a problem because it the item strongly related 

to the total score, then it will boost the item total 

correlation a bit more than if the item were only 

weakly related to the total score. To level the playing 

field, it would be best to compute an item-total 

correlation, in which the total does not include the 

item that is being considered. That makes it an item 

total correlation, where the item is correlated with the 

total of all other items.  

 

This idea of dropping the item of interest from the 

statistic of interest (in this case the item-total 

correlation) can also be extended to other statistics 

such as the mean, variance, and even Cronbach’s 

alpha. Consider the table below and focus on the last 

column.  

 
 

This column shows you what the Cronbach’s alpha 

would be if any one of the items was dropped.  For 

example, dropping Qu8 leads to a considerable 

increase in internal consistency, relative to any other 

item.  If after reviewing the item, there is also good 

theoretical reason to exclude the item or even a good 

argument that it is not essential, then dropping that 

item would improve the performance of the entire 

scale.  

 

Item response theory 

 

Item response theory was developed in the 1950s and 

has over the years fundamentally changed the way in 

which we evaluate the performance of scales and 

questionnaires. One of the fundamental differences 

between traditional measures of item performance, 

such as Cronbach’s alpha and item-total correlations 

and items response theory, is that traditional measures 
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of performance are estimated from an entire sample 

and are treated as applicable for everyone in the 

sample. The item-total correlation is a sample 

dependent constant. An item-total correlation of 0.55 

is believed to capture the degree to which an item is 

related to the overall amount of what the test is 

measuring for the entire sample but as an average 

summarizing the sample as a whole may not represent 

the extent to which items are related to the construct 

the test is measuring for individuals at different levels 

of that construct. That is sleep deficits may be very 

strongly related to depressive severity only at a high 

level of depressive severity and not a low level.  

 

Background:  Lets consider two different options from 

two different questions on a depressive severity scale. 

One question assesses suicidal thinking and the other 

one assesses depressed mood. What is the probably 

that you, at this point in time, choose an option that 

says “I feel sad.”  Now compare that to the other 

question. What’s the probability that you choose an 

option that says “I feel suicidal?” 

 

For most people, the probability of saying that you 

“feel sad” is probably much greater than saying the 

you feel “suicidal” That’s because you would have to 

be much more depressed to say that you feel suicidal, 

whereas it may only require a low level of depressive 

severity to say that you “feel sad” 

 

Problem: Now, here’s the problem. If the number 

assigned to feeling sad (e.g., a “2”) is the same as the 

number assigned to feeling suicide (e.g., a “2”), then 

each of these items contributed the same amount to 

your overall depression score. But, if it takes more 

depressive severity for someone to say they feel 

suicidal and a lot less depressive severity to say that 

you feel sad, then perhaps those two questions ought 

not to have the number assigned to them. Perhaps, if 

someone says they feel suicidal they should be given 

more than just a”2” 

 

 

Example 

 

Let’s look at two items form the Hamilton Rating Scale 

for Depression – for Depressed mood and for Suicide.  

 

 

 

The weights (e.g., 1, 2, 3 or 4) assigned to the options, 

suggest that the Depressed Mood Option weighted 

with a “2” namely “These feeling starts indicated only 

on questioning” is equivalent to the Suicide Option 

weighted with a “2” namely Wishes he/she were dead 

or any thoughts of possible death to self.”  

 

At a minimum, this is an empirical question. Do 

options assigned the same weight, in fact, reflect 

equally severe levels of depressive severity. Item 

response models, where a researcher examines how 

the probability of endorsing an option changes with 

change in depressive severity is one way to answer 

that question.  

 

Item Response Models 

 

The concept of the item response function was around 

before 1950. The pioneering work of Item Response 

Theory (IRT) occurred during the 1950s and 1960s. 

Three of the pioneers were the Educational Testing 

Service psychometrician Frederic M. Lord and the 

Danish mathematician Georg Rasch. The purpose of 

IRT is to provide a framework for evaluating how well 

assessments work, and how well individual items (and 

options) assessments work.  

 

 

 Frederic M. Lord (Nov 12, 1912, in 

Hanover, NH - Feb 5, 2000) was a 

psychometrician for Educational 

Testing Service.  He was the source of 

much of the seminal research on item 

response theory, including two important books: 

Statistical Theories of Mental Test Scores (1968, with 

Melvin Novick, and two chapters by Allen Birnbaum), 

and Applications of Item Response Theory to Practical 

Testing Problems (1980). Lord has been called the 

"Father of Modern Testing."  

 

Despite numerous developments 

since the 1940s, the central 

feature of all item response 

models remains the same; scores 

obtained on any test, item or 

option vary as a function of some 

trait, ability or condition, such as 

depressive severity.   

 

Indeed, the fundamental challenge facing all item 

response models is to model the response curve 

linking the probability of choosing a specific option on 

a particular item, Pjm, and an individual’s level, , of the 

particular trait, ability or condition believed to 
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determine whether or not an option or item is 

endorsed.  

 

The most common application of IRT has been in 

education, where psychometricians use it for 

developing and refining exams, maintaining banks of 

items for exams and equating for the difficulties of 

successive versions of exams (for example, to allow 

comparisons between results over time). IRT models 

are often referred to as latent trait models. The term 

latent is used to emphasize that discrete item 

responses are taken to be observable manifestations of 

hypothesized traits, constructs, or attributes, not 

directly observed, but which must be inferred from the 

manifest responses. Latent trait models were 

developed in the field of sociology, but are virtually 

identical to IRT models. 

 

Classical Test Theory and Item Response Theory 

 

Psychometric analyses based on item response models 

differ from analyses based on classical test theory in 

fundamental ways (see Embretson, 1996, for a detailed 

discussion of these differences).  Item response models 

acknowledge explicitly that the probability of an 

individual endorsing a specific item or option is an 

inherently stochastic process – which means that there 

are a whole bunch of factors that make it more or less 

likely that someone will choose and option but there is 

no certainty.  

 

Example:  

 

Given that an individual is depressed, it is likely but far 

from certain that he or she will endorse items from a 

scale assessing depressive symptomatology.  Indeed, 

whether or not an individual endorses an item or 

option depends on a number of factors, including the 

amount of trait, ability or condition an individual 

possesses the effectiveness of an item or an option as 

an indicator of the underlying trait, ability or condition, 

as well as the population from which the individual was 

drawn.  Stochastic models are also consistent with the 

view that many clinical entities, such as depression, 

have heterogeneous presentations despite being 

viewed as arising from the same underlying syndrome.   

 

Two equally depressed individuals, for example, may 

show markedly different clinical presentations.  

Stochastic models emphasize that features of an 

ability, trait or condition, are not necessarily expressed 

by all individuals at the same level of that ability, trait 

or condition.  Not all individuals who are depressed or 

dysphoric will show all the observable symptoms of 

depression or endorse items on measures of 

depressive severity or dysphoria similarly.  This means 

that we need a way of talking about endorsing options 

that recognizes that that this is about probabilities with 

no certainty.  

 

In stochastic terms, we are interested in the probability 

of an individual endorsing option m from item j as a 

function of depressive severity, , which  can be 

expressed as, Pjm ().  

 

Pjm () is a curve, that has a value between 0 and 1 

(because it is a probability) and the value of Pjm  (which 

is between 0 and 1) will vary depending on the value of 

,  which is your level of depression, amount of ability, 

etc.  

 

Option Characteristic Curves 

 

How responses to items change across different levels 

of any trait, ability or condition, such as depressive 

severity, is described with a set of option characteristic 

curves. Option characteristic curves correspond to 

graded statements, such as on the BDI or HRSD, which 

may be endorsed by individuals or clinicians or they 

may correspond to levels of a Likert scale, such as on 

the NEO-PI (Costa & McRae, 1985).  Option 

characteristic curves for Depressed Mood (Item 1) from 

the Hamilton Ratings Scale for Depression are plotted 

as a function of depressive severity in Figure 1 as a 

function of (), which is expressed as standard normal 

scores (i.e., z-scores) along the bottom of the plot, as 

well as a function of (expected) total scores, which is 

expressed along the top of the plot.  

 

Vertical dashed lines in the Figure 1 indicate the 5th 

50th, and 95th percentile ranks of the sample. The 

dashed lines in Figure 1, means that just 5% of the 

sample had score above 2 standard normal scores, or 

about 27.9 on the HRSD, which is a very high score.  

This also means that a very small number of people 

were used to estimate the shape of the curve in this 

region of depressive severity, which means that the 

curve may not be estimated very reliability given that it 

is based on such a small number of people.  
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What OCCs tell you.  

 

Option characteristic curves (OCCs) represent the 

probability of a specific response option being 

endorsed or observed at any level of the trait, ability or 

condition.   

 

From these plots, one can determine (a) how 

discriminating an option is relative to other options 

and (b) over what range of depressive severity options 

discriminate among individual differences.  As 

expected, the probability of not observing “depressed 

feeling states” (Option 0) decreases rapidly as 

depressive severity begins to increase, whereas the 

probability of observing “depressed feeling states 

indicated only on questioning” (Option 1), increases in 

the minimal to moderate range of depression and 

then decreases rapidly.  In contrast, the probability of 

“Depressed feeling states spontaneously reported 

verbally” (Option 2) increases rapidly in the moderately 

depressed range of depressive severity but then 

begins to decrease as depressive severity reaches 

severe levels, whereas “patient reports VIRTUALLY 

ONLY these feeling states in his spontaneous verbal 

and nonverbal communications” (Option 4) only 

begins to be endorsed in the most severe range of 

depressive severity.  As desired, the region in which 

“communicated depressed feeling states nonverbally” 

(Option 3) is most likely to be endorsed falls between 

the regions in which Option 2 and Option 4 are most 

likely to be endorsed.  

 

Features of Option Characteristic Curves: 

 

Option characteristic curves differ in a number of 

important ways.  First, option characteristic curves 

differ with respect to the region of depressive severity 

in which options are most likely to be endorsed.  That 

is, option characteristic curves reveal the threshold of 

depressive severity at which individual symptoms of 

depression, like depressed mood, are likely to be 

observed. The threshold for endorsing Option 2 is 

relatively low (i.e., it is rated by clinicians within a 

minimal to moderate range of depressive severity).  

The threshold at which Option 2 is rated by clinicians 

40% of the time corresponds to an overall severity 

score of about 10 to 20, whereas the threshold at 

which Option 3 is rated by clinicians 40% of the time 

corresponds to an overall severity score of about 25.  

 

Second, option characteristic curves differ with respect 

to the rate (or slope) at which the probability of being 

endorsed changes with increases in depressive 

severity. Option characteristic curves also reveal how 

fast the probability of endorsing an option changes 

with changes in depressive severity.  The threshold at 

which the option characteristic curve for Option 2 is 

endorsed is more discrete (i.e., steeper) than the 

threshold at which Option 3 is endorsed.  That is, the 

probability of a clinician endorsing Option 2 increases 

faster with changes in depressive severity than the 

probability of endorsing Option 3. Greater slope 

equals greater discrimination.  

 

Third, option characteristic curves differ with respect to 

how accurately response curves have been estimated. 

Confidence intervals for Option 0 from Item 1 

(Depressed Mood) show that Option 0 is estimated 

more precisely than Option 4.  Confidence intervals 

also suggest that, in general, curves are estimated 

more precisely in the central, denser regions of the 

sample than in the more extreme, less dense regions.  

For example, the 95 percent confidence region for 

Option 3 is narrower for expected total scores ranging 

from 10 to 20 than for the 95 percent confidence 

region in the 25 to 30 range. Accordingly, the values 

of option characteristic curves within extreme regions 

of the sample should be interpreted cautiously.  

 

In item response theory, there now three different 

types of characteristics, namely difficulty, 

discriminability and precision.  

 

Difficulty   

 

Difficulty reflects the amount of a condition, trait or 

ability required to endorse a response. For example, 

Option 4 from the Depressed Mood question in Figure 

1 is only endorsed at a high level of depressive 

severity. In this sense, difficulty is like the threshold at 

which an option is endorsed. The threshold at which 

Option 1 is first endorsed is much lower. It is often 

useful to have a standard point of comparison, such as 

the point along , or that namely the amount of 
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depression, at which an option has a 0.50 chance of 

being endorsed. 0.50 is what is traditionally used, but it 

could some other value. Whatever the value is, this 

value becomes the benchmark for comparison. How 

much depressive severity is needed before an option is 

endorsed by 50% of people.  

 

Discriminability  

 

Discriminability reflects the ability of test scores on a 

measure to detect real differences in some ability, trait 

or condition. The discriminability of an option is 

captured by the slope of the option characteristic 

curve. Steeper slope means that an option is a better 

able to detect a difference. Figure X illustrates this 

idea.  

 
The option characteristic curve presented above 

illustrates the idea of discrimination. A 2-unit change in 

depressive severity from -2 to 0 corresponds to a 0.10 

change in the probability (from 0 to 0.10) that the 

option is endorsed. However, the same 2-unit change 

in depressive severity from +2 to +4 corresponds to a 

0.40 change in probability (from 0.50 to 0.80).  

 

If an increase in depressive severity is not 

accompanied by a change in the probability of the 

option being endorsed, then the option is not sensitive 

to any change or difference. For example, a 2-unit 

change from -4 to -2 produces no appreciable change 

in the probability of the option being endorsed. In this 

region of depressive severity this option is in-sensitive 

to changes in depressive severity. It would fail to 

discriminate among individuals with different levels of 

depressive severity in the -4 to -2 region of depressive 

severity.  

 

Precision  

 

Precision refers to the extent to which you can infer 

how depressed a person is from the option that is 

endorsed. Let’s look at the Depressed Mood question 

again.  

 
 

If the person chooses Option 3, then what level of 

severity does the person have? Chances are it 

somewhere between -1 and 3 (along the x-axis) which 

corresponds to a total score between 11 and 34. That’s 

a big range. It is true the most likely level of severity 

would be 27.9 which is the region of depressive 

severity that falls directly below the “peak” for Option 

3.  

 

Let’s suppose that the person chose Option 1. What 

level of severity does the person have? Somewhere 

between -2 and 0 – which is much narrower and 

therefor much more precise. In this way, Option 1, 

does a better job of telling us how depressed a person 

might be.     

 

Summary: 

 

Figure 1 illustrates option characteristic curves for a 

generally good item.  First, the range in which most 

options are endorsed most frequently can be clearly 

identified; second, option characteristic curves change 

rapidly with changes in depressive severity; and third, 

the region in which options are most likely to be 

endorsed corresponds to the ordinal position implied 

by the weights assigned to options.  Options for this 

item effectively discriminate individual differences in 

depressive severity throughout the entire continuum of 

depressive severity.  At all levels of depressive severity, 

changes in overall depressive severity are reflected in 

one or more of the option characteristic curves.  One 

feature of this plot detracts from the overall 

effectiveness of the item.  At all levels of depressive 

severity, Option 3 is more likely to be endorsed than 

Option 4.  The different weights assigned to these 

options implies that Option 4 represents a more 

severe degree of depressed mood than Option 3.  

However, this is problematic given that many severely 

depressed individuals are more likely to endorse 

Option 3 than Option 4.  
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All of these features—the threshold at which items are 

endorsed (i.e., level of depressive severity), the slope of 

the threshold, and the precision with which option 

characteristic curves are estimated—express how 

effective the option is as an indicator of the trait, ability 

or condition of interest.  All of these features are 

important in determining the amount of a trait, degree 

of ability or severity of a condition an individual 

possesses.  Whether a clinician endorses Option 4 or 

Option 1 on Item 1 from the HRSD provides a 

considerable degree of certainty with respect to how 

depressed an individual is.  Given that Option 4 was 

endorsed, the likelihood that an individual has an 

overall level of depressive severity less than 20 is small, 

whereas the probability that an individual has an 

overall level of depressive severity greater than 20 is 

relatively remote given that Option 1 was endorsed.  

 

Item response models for test and exams  

 

The preceding examples of item response models 

pertained to questions that did not have an inherently 

correct or “right” answer. Item response models for 

tests and exams that have a “correct” answer and three 

or more incorrect answers usually model the 

probability of getting just the correct answer. In this 

instance, the item characteristic curves will appear as 

they do in the figure below.  
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Test your knowledge: 

 

In the plots below, I have presented examples of poor 

questions from the Hamilton Rating Scale for 

Depression.  Describe the curves in terms of difficulty, 

discriminability and precision. Which item is best and 

why? Which item is the worst and why? 
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Part II: Applications of Item Response Models 

 

In the remaining sections of this chapter, we identify 

three issues central to achieving a fair and equitable 

assessment of any trait, ability or condition, such as 

depression, and illustrate how progress in resolving 

each problem can be achieved with techniques based 

on item response models.  These include are (a) 

identifying the relative effectiveness of options and 

items at different levels of depressive severity (option 

validity), (b) distinguishing true group mean 

differences from group differences due to item bias 

(item bias), and (c) evaluating the ability of measures 

to detect individual differences in some ability, trait or 

condition (scale discriminability).  In each section, we 

illustrate how analytic techniques based on item 

response models are not only helpful in identifying 

and ultimately resolving the specific issues assessed 

but that they are essential to resolving these issues 

adequately. Although the paper focuses on the 

assessment of depression, the problems addressed in 

this paper are present in virtually every field of 

psychological research and the techniques offered 

may be applied broadly. 

 

Issue 1.  Evaluating Option and Item Effectiveness 

 

The first issue concerns evaluating the effectiveness of 

specific options and items.  Typically, scores on 

psychological measures, such as the BDI or the HRSD, 

are computed by summing scores on individual items.  

Summing raw scores on items assumes (a) that items 

and options are equally effective in assessing how 

depressed an individual is and (b) that items and 

options are uniformly effective as indicators of 

depression at all levels of the underlying ability, trait or 

condition.  However, these assumptions are unlikely to 

be valid.  Some options and items are likely to be 

more effective than others in assessing how depressed 

an individual is, and the effectiveness of items and 

options may vary across levels of depressive severity.  

Assigning different weights to response options on an 

a priori basis does not imply that different options will 

be sensitive to differences in depressive severity, nor 

does assigning similar weights to options from 

different items ensure that such options will be equally 

sensitive. 

 

Evaluating the effectiveness of specific items and 

options as a function of some ability, trait or condition 

is important for a number of reasons.  First, some 

symptoms (or items) may be good indicators of 

depressive severity at severe levels of depression, but 

not as good at moderate levels.  A difference between 

two individuals should be reflected in their scores on 

the various symptoms, and symptoms should be 

equally discriminating across the continuum of 

depressive severity.  Items and options that are not 

sensitive to changes in depressive severity will not be 

effective indicators of depressive severity and should 

not be included. Identifying effective items and options 

is central to improving the efficacy of measures. 

Second, assessing the relation between specific 

symptoms and overall depressive severity is important 

for evaluating the continuity of depressive symptoms 

(Flett et al., 1997).  Flett and his colleagues recently 

reviewed evidence bearing on the degree to which 

depression should be viewed as a continuum or as a 

category. Viewing depression as a continuum implies 

that scores should differentiate individuals with varying 

degrees of depressive severity throughout the entire 

continuum and that the probability of observing 

specific symptoms should increase smoothly with 

increases in depressive severity, rather than abruptly at 

a specific threshold. 

 

Third, current psychometric techniques used to assess 

the performance of items and options typically rely on 

omnibus statistics, such as item-total correlations and 

factor loadings, which average over within group 

variation.  Omnibus statistics summarize the 

performance of the entire item. They ignore how item 

performance may vary across levels of depressive 

severity and therefore may mask the relative 

contributions of individual options to the performance 

of a specific item.  Analytic techniques based on item 

response models provide far more detailed 

information regarding the performance of individual 

options.  These techniques are ideal for evaluating 

how item or option performance may change as a 

function of some trait, ability or condition.  

 

In our research, we have identified several problems 

that will affect the ability of scales to assess individual 

differences in depressive severity.  One problem 

concerns the appropriateness of the weights assigned 

to options. Figure 4 shows option characteristic curves 

for Item 10 (Crying) and Item 19 (Weight Loss) from the 

BDI.  These results were drawn from an earlier study 

examining depressed individuals for illustrative 

purposes (Santor, Ramsay, & Zuroff, 1994).  In Item 10 

(Crying), Option 3, "I used to be able to cry, but now I 

can't cry even though I want to,"  is more likely to be 

endorsed than Option 2, "I cry all the time now," at all 

levels of depressive severity.  This suggests that the 

differential weighting of the two options may not be 

warranted.  There is no region along the depressive 

severity continuum in which Option 2 is more likely to 
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be endorsed than Option 3.  Similar problems with the 

weights assigned to Options 2 and 3 from Item 19 

(Weight Loss) are observed in Figure 4.  Option 

characteristic curves for Options 2 and 3 from this item 

are virtually indistinguishable. The weights assigned to 

these options differ, implying that an individual who 

reports losing 15 pounds is more depressed than a 

person who reports losing 10 pounds.  However, at all 

levels of depressive severity, the probability that a 

person endorses either Option 2 or 3 is essentially the 

same.   

 
 

The inappropriate weighting of response options may 

have potential costs.  An individual endorsing Option 3 

on Item 19 (Weight Loss) would be viewed as more 

depressed than an individual endorsing Option 2—

even though there is no difference in the probability of 

endorsing one option or the other at any level of 

depressive severity.  As a result, a priori weights 

assigned to these options will introduce error into 

observed scores which will be unrelated to depressive 

severity and potentially obscure the relation this 

symptom has with other constructs.  Accordingly, 

traditional estimates of item and scale performance 

such as internal consistency, test-retest reliability, and 

construct validity will be diminished.  Individuals at all 

levels of depressive severity are equally likely to obtain 

scores of 1, 2, or 3 on Item 19 (Weight Loss) from the 

HRSD.  In contrast, the probability of obtaining 

different scores on Item 1 (Depressed Mood) from the 

HRSD (see Figure 1) differs as a function of depressive 

severity.  Estimating option characteristic curves 

independently of the weights assigned to these 

options offers researchers and clinicians the possibility 

of weighting options in a manner that better reflects 

the relative importance of individual options, thereby 

ensuring that depressive severity is assessed as 

equitably as possible. 

 

A second problem concerns the manner in which 

options change as a function of the underlying ability, 

trait or condition. Figure 5 shows that option 

characteristic curves for Item 3 (Suicide) and Item 5 

(Weight Loss) from the HRSD, a clinician-rated 

measure of depressive severity.  These findings were 

drawn from some ongoing work examining the 

continuity of depression (Santor & Coyne, 1997a).  

Option characteristic curves for this item show that 

clinicians are most likely to observe “No weight loss” 

(Option 0) at all levels of depression.  Results in Figure 

5 suggest that most depressed outpatients, with scores 

even as high as 25 or 30, do not experience weight 

loss.  In the majority of outpatients diagnosed as 

depressed, weight loss is not characteristic of the 

severity of a depressive episode.  However, results in 

Figure 5 suggest that in a small group of the most 

severely depressed outpatients, substantial weight loss 

is experienced.  The far-right vertical dashed line in 

Figure 5 corresponds to the 95th percentile, 

representing some 24 individuals in the sample who 

were rated with “Definite (according to the patient) 

weight loss” (Option 2).  These results suggest that the 

relation between weight loss and overall depressive 

severity is not continuous.  Given that the probability 

of observing weight loss does not increase smoothly 

with increases in depressive severity, results do not 

favour viewing weight loss as a symptom that is 

continuous within a depressed sample of outpatients.  

 
 

A third problem concerns the extent to which all of the 

options from a particular item are actually used by 

individuals. Whether or not all options are used bears 

on the content validity of the item. This is particularly 

important when items consist of graded statements 

referring to different content.  If one or more options 

are not endorsed by any individual, then the domain 

assessed by that item should be relabeled to reflect 

the options that were endorsed. Item 3 (Suicide) on 

the HRSD assesses suicidal symptomatology. The 

degree to which some or more of these options are 

not used will limit the extent to which an item can be 

viewed as adequately covering the entire domain of 

suicidal symptomatology it was designed to assess.  

Options from this item range from “feeling that life is 

not worth living”, to “suicidal gestures”, to “actual 

attempts (in the past two weeks)”.  Option 

characteristic curves for options from Item 3 are 

presented in Figure 5, which were drawn from some 
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ongoing research (Santor & Coyne, 1997).  Results for 

this item show that most options from this item show 

some change as depressive severity increases.  The 

option characteristic curve for "suicidal ideas or 

gestures” (Option 3) shows that this aspect of suicidal 

symptomatology only begins to emerge as depressive 

severity increases beyond a score of 25 on the HRSD. 

In contrast, the option characteristic curve for 

“Attempts at suicide” (Option 4) suggests that recent 

suicide attempts are rarely if ever observed in 

depressed individuals, and that the probability of a 

recent suicide attempt does not increase with 

increases in depressive severity.  In fact, not a single 

attempt was observed by a single clinician in any of 

the 418 persons meeting formal criteria for major 

depression. As a result, it is difficult to argue that an 

individual who attempts to commit suicide should be 

viewed as more severely depressed than someone 

who does not, although such a difference in severity is 

explicitly implied by the weights assigned to this 

option. Consequently, this option should be ignored 

when computing overall depressive severity.  Although 

a suicide attempt is a cause for concern, it is not a 

good indicator of depressive severity.  

 

Summary.  

 

Detailed analyses of this kind offer scale developers 

several important opportunities for revising measures.  

One possibility is to combine options that have similar 

option characteristic curves.  For example, Options 1, 2, 

and 3 from Item 19 (Weight Loss) could be easily 

scored in the same manner, which would effectively 

create a single option.  A second possibility is to delete 

unused options.  For example, Option 4 from Item 3 

(Suicide) is used so infrequently that it could be easily 

dropped from the scale.  Results from a related study 

by Santor and Coyne (1998a) show that revisions made 

on this basis reduced the amount of error variance 

associated with estimates of depressive severity, 

thereby improving the ability of scales like the HRSD to 

discriminate between groups of depressed and 

nondepressed individuals. 

 

Issue 2: Differential Item Functioning or Item Bias 

 

The second issue concerns how different groups of 

individuals, such as men and women, express the 

various features of traits, abilities or conditions 

differently.  Numerous studies have demonstrated that 

women tend to have higher scores than men on self-

report inventories of depression (for a review, see 

Nolen-Hoeksema, 1987).  Overall differences in 

depression scale scores may reflect (a) differences in 

how men and women express specific symptoms of 

depression, such as distorted body image, (b) 

differences in depressive severity or (c) a combination 

of both.  

 

Evaluating the extent to which qualitative differences 

exist between groups of individuals requires an analytic 

strategy that distinguishes qualitative differences in 

symptom expression from quantitative differences in 

symptom severity (Lord, 1980; Santor & Coyne, 1998; 

Santor et al., 1994; Thissen, Steinberg, & Gerrard, 

1986). Quantitative differences are sure to be found 

between nondepressed and depressed individuals; 

however, only after equating individuals in terms of the 

overall severity of symptoms can qualitative differences 

between groups be examined. This is analogous to 

detecting item bias or differential item functioning for 

which well-developed analytic techniques exist (Lord, 

1980; Santor, Ramsay, & Zuroff, 1994; Thissen, 

Steinberg, & Gerrard, 1986). Bias is observed when 

there is a "systematic deviation from an expected 

value" (Widiger & Spitzer, 1991, p. 2).  Individuals who 

obtain similar scores on a measure of depression 

should on average express individual symptoms 

equally.  If differences on symptoms are observed in 

individuals who have equivalent severity of symptoms, 

it can be argued that there is a qualitative difference 

between these individuals. Only after equating 

individuals in terms of their level of ability, amount of a 

trait or severity of their condition can qualitative 

differences between groups be examined3.  

 

The problem is that group mean differences are 

ambiguous. Finding an overall mean difference 

between two groups does not demonstrate bias, nor 

does failing to find a difference preclude the possibility 

of bias (cf. Santor et al., 1994).  Item bias may be 

present in isolated regions of depression or across the 

entire continuum of depression. Consequently, analytic 

techniques are required that allow researchers to 

distinguish responses to items from the underlying 

ability, trait or condition believed to influence whether 

or not items are endorsed. This is an important issue, 

which has not been adequately addressed in studies 

examining gender differences in most areas of 

research, including depression.  

 

Evaluating the continuity of depression also depends 

on examining differences between depressed and 

nondepressed groups of individuals (see Flett et al., 

1997, for a review).  A number of researchers (Flett, 

Vredenburg, & Krames, 1997; Kendall, Hollon, Beck, & 

Ingram, 1993; Tennen, Hall, Affleck, 1995a, 1995b; 

Vrendenburg, Flett, & Krames, 1993; Weary, Edwards, 
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& Jacobson, 1995) have argued that although 

depressed and non-depressed individuals may differ in 

the degree to which depressive symptoms are 

expressed (a quantitative difference) there are few if 

any differences in how the symptoms of depression 

are expressed (a qualitative difference).  “Symptoms 

experienced in mildly or moderately dysphoric 

participants differ quantitatively but not qualitatively in 

intensity, persistence, and degree of impairment when 

comparisons are made with participants who meet 

threshold conditions [for a diagnosis of depression]” 

(Flett et al., 1997, p. 398). Research on the continuity of 

depression implies that depressed and nondepressed 

individuals who obtain similar scores on the BDI or 

HRSD should express individual symptoms of 

depression similarly.  That is, there should be an 

absence of item bias between clinically depressed and 

nondepressed groups. However, evaluating whether 

depression is a continuum, or a category requires that 

qualitative differences be distinguished from 

quantitative differences between depressed and 

nondepressed individuals.  

 

Few, if any, studies have explicitly distinguished 

quantitative differences between men and women or 

between depressed and nondepressed individuals and 

differentiated group mean differences from differential 

item functioning (cf. Santor et al., 1994; Thissen et al., 

1986). We have used techniques based on item 

response models to distinguish group mean 

differences from item bias with respect to how men 

and women endorse symptoms of depression on self-

report measures of depression (cf. Santor et al., 1994), 

as well as how depressed and nondepressed 

individuals express individual symptoms of depression 

differently (cf. Santor & Coyne, 1998b). 

Gender Item Bias. Option characteristic curves for Item 

10 (Crying) from the BDI are shown in Figure 6 to 

illustrate gender item bias.  These data were drawn 

from an earlier study examining how clinically 

depressed men and women endorse symptoms of 

depression differently (cf. Santor et al., 1994). Results 

show that gender bias is evident in Options 0 and 1 for 

Item 10.  Ninety-five percent confidence intervals for 

the curves are depicted with dashed lines and show 

that these differences are significant.  Bias in expected 

item scores is also presented in the third panel of 

Figure 6.  Summary statistics for the amount of bias 

present in individual options or entire items been 

described elsewhere (cf. Santor et al., 1997), and 

facilitate comparing the degree of bias across options, 

items and samples.  

 

 

One important feature of this approach is that bias at 

the item level can be distinguished from bias at the 

option level.  It is essential to evaluate bias at the item 

level since options with large weights will contribute to 

bias more than options with small weights.  A small 

amount of bias in options with large weights may be 

far more influential than a large amount of bias in 

options with small weights. However, examining item 

bias alone is relatively uninformative since it does not 

indicate the source of bias.  

 Summary. Results of this work also showed 

that although some of the difference between men 

and women on some symptoms of depression, such as 

distortion of body image, are due to item bias, overall 

differences between men and women cannot be 

attributed entirely to item bias. Depressed outpatient 

women were still significantly more depressed than 

depressed outpatient men (Santor, Ramsay, & Zuroff, 

1994). 

 

Differential Item Functioning in Clinical and Nonclinical 

Samples.   

 

To illustrate differential item functioning between 

depressed and nondepressed individuals, two option 

characteristic curves from Item 1 (Depressed Mood) on 

the HRSD are presented in Figure 7.  Each panel of the 

figure illustrates how depressed and nondepressed 

individuals scored on a different option.  Results were 

drawn from a study examining how depressed (N=418) 

and nondepressed (N=238) individuals express the 

symptoms of depression differently (Santor & Coyne, 

1998b).  The solid lines represent the estimated option 

characteristic curves for individuals from the depressed 

and nondepressed groups.  Dashed lines surrounding 

the option characteristic curves demarcate 95 percent 

confidence regions.  Results show that the probability 

of observing Option 0, indicating an absence of  

“sadness, hopelessness, helplessness and 

worthlessness,” was greater in nondepressed 

individuals than in depressed individuals even though 

individuals from both groups were equated in terms of 

their HRSD scores.  For example, the probability of 

observing an absence of sadness in a depressed 

person scoring 10 on the HRSD was about 0.10, 

whereas the probability of observing an absence of 
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sadness in a nondepressed person also scoring 10 on 

the HRSD was much greater, about 0.30.  Even after 

equating individuals in terms of their HRSD scores, 

results show a qualitative difference between 

depressed and nondepressed individuals.  

 

In contrast, the probability of observing Option 2, 

“symptoms spontaneously reported verbally,” was 

greater in depressed adults than in nondepressed 

adults at low to moderate levels of depressive severity 

even after equating individuals from both groups in 

terms of depressive severity.  Ninety-five percent 

confidence regions around the curves suggest that in 

the central, most dense regions of the sample, these 

differences are significant.  In some regions, 

confidence regions for the curves did not even 

overlap. This shows that depressed mood is more 

prominent in depressed samples than in nondepressed 

samples, irrespective of differences in depressive 

severity. Results of this kind support the view that there 

may be qualitative differences between depressed and 

nondepressed populations, in addition to any 

quantitative difference between groups (cf. Santor & 

Coyne, 1998b). 

 

 

Summary.  

 

These results suggest that depressed mood is more 

prominent in individuals diagnosed as depressed than 

in individuals not meeting formal criteria for 

depression, even though individuals in both groups 

had been equated in terms of HRSD scores.  

Accordingly, results for this item suggest that the 

relation between depressive mood and overall 

depressive severity may be different in depressed 

adults than in nondepressed adults.  More severe 

aspects of depressed mood were more likely to be 

observed in depressed individuals than in 

nondepressed individuals.  Results of this kind support 

the view that there may be qualitative differences in 

depressed mood between depressed and 

nondepressed populations, in addition to any 

quantitative difference between groups.  This is 

consistent with other research suggesting that 

depressed mood may be fundamentally different in 

depressed samples than in nondepressed samples 

(Coyne, Fechner-Bates, & Schwenk, 1994; Katon & 

Schulberg, 1992; Santor & Coyne, 1997; Sireling, 

Paykel, Freeling, Rao & Patel, 1985).  

 

Issue 3.  Scale Discriminability 

 

The third issue concerns the ability of measures to 

detect individual differences in some ability, trait or 

condition, such as depressive severity both across 

levels of depressive severity within a single measure as 

well as between multiple measures of depression.  

Ideally, differences in depressive severity should be 

reflected in observed scores at all levels of depressive 

severity, and scores should differentiate individuals 

with varying degrees of depressive severity throughout 

the entire range of depression.  Moreover, two 

different measures of depression should be equally 

sensitive to differences or changes in depressive 

severity at all levels of depression.  Differences 

between two individuals within a moderate range of 

depressive severity should be as easily detected as 

differences between two individuals within a severe 

range of depressive severity and these differences 

should be as easily detected with one measure or 

another.  

 

Scale discriminability reflects the extent to which a 

scale is sensitive to differences among individuals at 

different levels of some trait, ability or condition, such 

as depressive severity (cf. Santor, Zuroff, Ramsay, 

Cervantes & Palacios, 1995).  Figure 8 illustrates the 

idea of scale discriminability.  Test scores are plotted as 

a function of standard normal scores, called the test 

characteristic curve (Lord, 1980), which expresses how 

test scores change within different (standardized) 

regions of the sample.  The slope of the test 

characteristic curve represents the extent to which 

changes in test scores correspond to changes in the 

underlying condition, in this instance depression.  If a 

change in depression is not accompanied by a change 

in scale score, the measure is ineffective at this level of 

depressive severity. A scale producing identical scores 

for two individuals with differing degrees of depressive 

severity demonstrates zero discriminability. In contrast, 

if scale scores change rapidly with changes in 

depression, the scale is sensitive.  Figure 8 shows that 

the change in scale scores associated with changes in 

depression in the severe range is greater than the 

change in scale scores associated with a similar degree 

of change in the low range.  A scale with this kind of 
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test characteristic curve would be more effective at 

detecting differences in depression at moderate to 

severe levels of depression than at low levels of 

depression.  Ideally, a scale should be equally 

discriminating over all ranges of depressive severity 

and should measure the amount of trait, ability or 

condition with an equal degree of precision.  

 

 
 

The problem is how to compare the ability of tests to 

detect differences in depression at various levels of 

some ability, trait or condition, such as depressive 

severity.  Because measures can differ both in scale 

metric and in the kind of distributions raw scores take, 

comparisons are difficult and possibly misleading.  

What is required is a way of comparing scales as a 

function of a continuum which is invariant with respect 

to the distribution of raw scores and scale metric. 

 

Analytic techniques based on item response models 

address these issues by examining the performance of 

scales and measures as a function of standard normal 

scores derived from rank-ordering total scores4. 

Ranking individuals has two desired effects.  Rank 

scores are free of any skew in the distribution of raw 

total scores and are independent of the original scale 

metric.  Converting rank values to standard normal 

scores produces a distribution or continuum which is 

invariant with respect to scale metric and raw score 

distribution, against which two scales can then be 

compared and ultimately equated.  We have used 

these techniques to examine differences in scale 

discriminability for two widely used measures of 

depression, the BDI and CES-D, in both college 

students and depressed outpatients (Santor et al., 

1995). 

 

Test characteristic curves for the BDI and CES-D are 

presented in Figure 9 (cf. Santor et al., 1995).  These 

data were obtained from college-aged participants in 

a previous study and are presented here for illustrative 

purposes.  Figure 9 shows a clear difference between 

the BDI and CES-D in a student sample.  CES-D 

expected total scores (dash) increase more rapidly 

than BDI expected total scores (line) as a function of 

depressive severity.  At the low end of the depressive 

severity continuum, there is virtually no difference 

between scale scores; both scales indicate an absence 

of depressive symptoms.  However, the difference 

between the test characteristic curves increases as 

depressive severity worsens.  Ninety-five percent 

confidence (dashed lines) intervals suggest that these 

curves begin to differ reliably as depressive severity 

increases.  Results suggest (a) that neither the CES-D 

or the BDI are very useful in discriminating among 

individual differences at low levels of dysphoria and (b) 

that the CES-D may be more discriminating of 

individual differences in moderate to high levels of 

dysphoria in college-aged populations than the BDI. 

Consequently, the CES-D may be more desirable for 

investigating individual differences in dysphoria in 

nonclinical populations, where small individual 

differences in distress must be detected.  Test 

characteristic curves can also be used to compare two 

very different scales throughout all levels of depressive 

severity. Test characteristic curves in Figure 9 shows 

that a score of 5 on the BDI corresponds to a score of 

about 20 on the CES-D and that a score of score of 20 

on the BDI corresponds to a score of about 40 on the 

CES-D.  Findings in Figure 9 suggest that the CES-D 

discriminates individual differences in dysphoria well in 

nonclinical populations, whereas the BDI does not. 
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These techniques may also be used to evaluate how 

scale scores on the CES-D are related to the 

probability of receiving a diagnosis of depression.  This 

approach emphasizes that indices of performance, 

such as sensitivity and positive predictive value, should 

also be modelled as a function of depression scale 

scores.  Santor and Coyne (1997) used a 

nonparametric item response model to evaluate how 

the probability of receiving a diagnosis of depression 

increased with increases of depressive severity.  This is 

analogous to examining how the positive predictive 

value of the CES-D changes as a function of raw total 

scores. The advantage of this approach is the 

confidence intervals for the estimates are efficiency are 

also estimated, which is rarely calculated with 

traditional techniques.  The positive predictive value of 

a cut point expresses the probability of an individual 

being depressed given a specific score.  Positive 

predictive values less than 1.0 indicate that depression 

is being over diagnosed on the basis of cut points 

derived from CES-D total scores. 

 

Results of this study are reproduced in Figure 10.  As 

expected, the probability of receiving a diagnosis of 

depression increased with increases in scores on the 

CES-D.  However, for the majority of individuals, the 

probability of receiving a diagnosis of depression is 

low, and there is no clear point at which the probability 

of receiving a diagnosis of depression changes 

dramatically.  From the results in Figure 10, it is unclear 

where to locate the cut point to designate individuals 

as "depressed" or "nondepressed" and minimize 

misclassifications.  Although 22% of the primary care 

patients in this sample were independently diagnosed 

with depression, at no point does the probability of 

identifying these individuals become large.  Nor is 

there a distinct threshold at which a diagnosis of 

depression becomes very probable.  Irrespective of the 

cut-off score chosen, a substantial number of 

individuals will be misclassified, either as depressed or 

as not depressed. Failure to observe a dramatic 

increase in the probability of receiving a diagnosis at a 

specific point argues against the possibility of 

identifying a cut-off score that will substantially 

minimize misclassifications.  

 

 
Summary.  

 

Traditional measures of psychometric performance 

may mask differences in scale discriminability.  The 

correlation coefficient for the BDI and the CES-D used 

to estimate option characteristic curves in Figure 9 was 

0.83, implying that scores on the BDI and the CES-D 

are strongly related at all levels of depressive severity.  

However, this measure is an average estimate based 

on the entire sample and may mask the fact that as 

depressive severity increases, the ability of these scales 

to detect individual differences in depressive severity 

diverges.  Consequently, comparing the relation 

between the BDI and the CES-D with some third 

variable will be better estimated at low levels of 

depressive severity, where the degree of 

discriminability between scales is equitable, than at 

high levels of depressive severity, where scale 

discriminability diverges.  This illustrates the limitations 

of omnibus statistics, such as correlation coefficients 

that average over within group levels of variation.  
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Chapter 9: Exploratory Factor Analysis  

 

In this chapter, you will learn about exploratory 

principal components analysis (PCA) and factor 

analysis (FA), which were invented by Karl Pearson in 

1905.  Principal components analysis (PCA), factor 

analysis (FA), and structural equation modeling (SEM) 

belong to a group of analyses that examine the 

degree to which individual items are related to an 

underlying dimension of variation (or factor).  

 

Identifying underlying dimensions of variation is one of 

the most important activities in psychometrics. If you 

remember from the chapter talking about sources of 

variability in scores (i.e., what accounts for why 

different people in the same dataset get different 

scores on a test), we differentiated a systematic effect 

(i.e., people get different scores on a measure of 

depression because they have different levels of 

depression), from systematic bias (i.e., certain groups 

of people or even an entire group of people get 

different scores on certain questions or an entire test, 

not because of different levels of depression but 

because they are answering one or more questions 

differently), and unsystematic error (i.e., people get 

different answers to questions because of other factors 

like fatigue, that affect different people randomly). 

 

Principal components analysis divides the systematic 

effect even further and seeks to find how many 

different “effects” are being assessed by the scale. Take 

the CES-D measure of depression. This scale is 

different from many other measures of depression in 

that it includes four items that assess positive emotions 

and behaviour (e.g., I feel happy). As an indicator of 

depressive severity, it is expected that highly 

depressed people would score low on these items (i.e., 

have an absence of happiness). Although this is 

generally true, a principal components analysis of this 

scale has shown that positive questions are actually 

better understood as something different from just the 

absence of depressed mood. That is, saying that you 

have no sad mood is not the same as saying you are 

happy.  

 

In the language of principal components analysis, 

there are two components of variation in the CES-D 

that are distinct and unrelated. One component of 

variation includes how people answer the 16 

depression items and the other includes how people 

answer the 4 positive items. But the fact that these 

analyses identify two components of variation rather 

than just one is a problem for both structural validity 

as well as for the meaning of the test score. We will 

discuss this in more detail in this chapter.    

 

Dealing with a large number of correlated variables or 

constructs. 

 

The first type of problem that exploratory factor 

analysis was designed to address involves the instance 

in which you have a large number of variables, all of 

which are interrelated. These may be different 

individual scales or even different questions on a single 

test.   

 

This was essentially the situation personality 

researchers Costa and McCrae were faced with in the 

1970s when they investigated how personality changes 

with age. Costa and McCrae had conducted a number 

of factor analyses of individual personality scales, such 

as the 16 scales of the XXXX. Results showed 

considerable consistency in the number of factors that 

identified the manner in which individual personality 

scales were correlated.  They began looking for the 

broader categories of personality and in 1985 argued 

that most personality traits could be grouped into 

about three broad categories, namely Neuroticism (N) 

and Extraversion (E), and Openness to Experience (O).  

They later identified two other broad factors, namely 

Agreeableness (A) and Conscientiousness (C). All five 

of these factors were assessed in the first manual for 

the NEO.  

 

The results of these analyses suggested that all of the 

information from the many, many different personality 

characteristics that were typically measured in 

personality tests could be replaced with five very 

broad classes of personality that all individual 

personality factors were related to. What is important 

is that these broad classes were identified for the first 

time only by looking for more common underlying 

clusters of questionnaires. Over time, the NEO-PI has 

become the most dominant measure of personality 

throughout the world.  

 

Imagine a situation in which a researcher has a 

very lengthy questionnaire assessing depression 

that is comprised of over 50 items. The researcher 

would like to identify whether or not there is a 

subset of those 50 items that could be used as a 

short form that would be more appropriate for 

use in a clinical setting where there is little time to 

complete surveys. The question becomes: which 

items can and should be dropped in constructing 

a short form?  
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The manner in which the NEO-PI was constructed 

illustrates many of the core ideas principals that make 

analysis useful.   

 

Multicollinearity and Variable Reduction 

 

Multicollinearity is a characteristic of datasets that 

contain a number of variables that are correlated.  

Anytime that a dataset contains a number of 

correlated variables there is the possibility that there 

exists a smaller number of factors (as was the case with 

personality measures) that can account for the 

correlations among the variables in the dataset.   

 

Multicollinearity is a problem because it makes 

drawing conclusions regarding the unique relationship 

between predictors and dependent variables difficult. 

For example, if you are interested in the personality 

differences between men and women and find a 

difference between men and women on 10 different 

measures of personality, are there really 10 different 

unique effects differentiating men and women? But if 

those 10 different personality characteristics are highly 

correlated and can be accounted for by just two 

broader personality factors (which are related to all 10 

personality factors) are there really 10 different findings 

or are there just two.  

 

Given this degree of multicollinearity, examining the 

differences between men and women on 10 different 

tests would also increase the chance of a Type I error, 

meaning that significant differences found on 10 tests 

are more likely to be found by chance than significant 

differences found on two tests.  

 

This example illustrated the conceptual relationship 

between information (i.e., what we know) and the 

number of variables assessed, as well as how the clarity 

of our conclusions or results may change with an 

increasing number of variables to consider.  

 

So long as the variables in a dataset are 

intercorrelated, the relationship between the amount 

of unique information in the data set and the number 

of variables assessed will not be linear.   

 

 

 

 

 

 

 

 

 

 

 

This idea is illustrated in the figure below.  It captures 

the common-sense idea that just adding more and 

more questionnaires or questions to a test does not 

necessarily lead to an increase in the amount of 

unique information that you have.  

 

The solution to this type of problem involves data 

reduction, which principal components analysis and 

factor analysis were designed to handle. The general 

goal of data reduction is:  

 

to identify components of variation in the data 

that can be used to replace a larger number of 

variables. In statistical terminology, we want to 

approximate a matrix of variables of order N 

with a matrix of reduced rank, typically of the 

order N -1. 

 

There is a lot in this brief description. The main idea is 

that there are components of variation that are 

common to a number of variables—this means that 

whatever determines how individuals endorse one 

questionnaire or measure may also determine how 

individuals endorse another questionnaire.  This 

common component of variation may arise for a 

number of reasons (such as content overlap, or shared 

method variance). 

 

Using Exploratory Factor Analysis to construct and 

validate questionnaires 

 

This variable reduction approach can also be extended 

to not just variables in a data set but also to the 

number of questions on a questionnaire and 

subsequently used to both evaluate the structural 
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validity of the questionnaire as well as to help 

questionnaire developers construct, revise and shorten 

questionnaires. Typically, researchers constructing 

questionnaires are concerned with two  basic 

questions: 

 

Question 1:  What is the underlying structure of the 

scale? Is the scale, unidimensional, meaning one factor 

(like the BDI)? Or is it multidimensional, meaning more 

than one factor (like the NEO-PI)?  

Question 2:  What items should be retained and what 

items might be dropped? 

Let’s look at the results of the factor analysis for a 

number of different scales to illustrate these ideas. We 

have already examined the CES-D, a widely used 

measure, of depressive severity that was developed for 

assessing the prevalence of depression in large 

community-based samples. The CES-D is reproduced 

here. 

 

 A careful examination shows that 16 of the questions 

assess negative mood so that a higher score is 

indicative of being depressed, and 4 of the questions 

assess positive mood (e.g., I was happy, I enjoyed life).  

When the scale was constructed, both positive and 

negative items were viewed as important indicators of 

depression. By including positive items, such as I am 

happy, and requiring that these items be reverse 

scored (i.e., that a score of 0 actually counts as a 4), 

the developer is making a theoretical statement 

(whether intended or not) that depression is actually 

inferred from the presence of depression items (e.g., I 

felt depressed) and the absence of positive mood 

items (e.g., I was happy).  

This is an important theoretical statement. Most 

depression scales, like the BDI, do not include positive 

items. And the key question becomes: Is the absence 

of sad mood the same as the presence of happy 

moods? Intuitively this is not the case but including 

both types of items in a scale that produces a single 

total score suggests that they are. On the CES-D, 

depression is inferred from both the presence of sad 

mood and the absence of positive mood.  

The psychometric question that follows is this: Can all 

of the questions on the CES-D, both the depression 

and positive mood questions, be captured by a single 

underlying factor or component of variation? The fact 

that both groups of items are used to compute a 

single total score implies that they ought to be. One 

would then predict (or hope) that the CES-D is one-

dimensional, meaning all questions are related to one 

underlying factor, which should be each person’s 

underlying amount of depression.  

That’s a bold claim that requires a bit more 

explanation. What if that were not the case? What if 

instead of all of the items being interrelated (and 

accounted for by a single underlying factor), the sad 

mood items (the 16 depression ones) and the positive 

mood items (the 4 positive ones) were not related. 

Imagine that instead of one underlying factor for all 20 

items, there were two factors and that were unrelated 

(i.e., r = 0.0). If that were the case, the person’s total 

score on the depression items would be unrelated to 

the person’s score on the positive mood items. If true, 

that would mean that someone with a lot of sad mood 

could have no happy moods or they could have some 

happy moods.  

It is fair to question whether that is theoretically 

possible. But imagine the difference between an 

individual with bipolar disorder versus dysthymia. It is 

at least possible.  

However, the implication of having a questionnaire 

that is not unidimensional is serious. If there exists a 

group of 16 sad mood items and a separate group of 

4 positive mood items that are unrelated, then it 

becomes possible to obtain scores of equal sizes that 

are fundamentally different. It would be possible, for 

example, to obtain a score of 10 on the basis of just 

sad mood items or on the basis of just positive mood 

items. That would mean that a score of 10 could refer 

to someone with a lot of sad mood or to someone 

with just an absence of happy mood.  

 

What is Factor? 

 

Let’s spend a little bit more time talking about what a 

factor is. There are two ways to think about what a 

factor is, one is computationally, and the other is 

theoretically.  

 

Computationally, a factor is a component of variation 

within a dataset that captures the fact that a smaller 

number of scales are correlated with one another.  

When Costa and McRae were investigating the 

manner in which personality scales are intercorrelated, 

they conducted a factor analysis that identified five 

clusters of scales that were intercorrelated. They 

eventually gave them names, like neuroticism and 

extraversion, but these started out as groups of 

individual personality scales.  
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Again, the central idea concerns, what we mean by 

“basic underlying construct,” “common component of 

variation”, or “factor”.  Again, by this, we mean “a 

component of variation in individuals’ responses to 

questionnaires that are common to a number of 

questionnaires, which can be used to approximate, 

account for, or predict, to a substantial degree, the 

specific responses of specific individuals on specific 

questionnaires.” 

 

Theoretically, a factor refers to the theoretical 

construct that is believed to account for why people 

obtain the scores that they do on scales. The construct 

responsible for the first factor from a factor analysis on 

the CES-D is depression. It is the fact that people have 

more or less depression that determines how big or 

small their score on those 16 depression items from 

the CES-D is.  

 

As a construct, depression is still something that you 

cannot see. It is like your true score, which is different 

from your observed score. That is a fundamental 

distinction in psychometrics that should never be 

forgotten. We introduced this distinction in the chapter 

about classical test theory.  

 

How do we give names to factors? 

 

The names given to factors are decided by 

researchers. After Costa and McRae determined that 

there were five basic components to personality, they 

still had to name them. The elected calling them 

Neuroticism, Extraversion, Openness to Experience, 

Agreeableness and Conscientiousness. They could 

have given them different names.  

 

Usually, the names given to factors are determined 

after reviewing the list of questions that are related to 

the factor. The name given to the factor that identifies 

what questions are interrelated should be obvious to 

everyone. When you read the list of questions that are 

related to the first factor identified by a factor analysis 

of the CES-D, it is difficult not to come up with the 

idea that it should be called depression. But sometimes 

it is not so obvious.  

 

 

Part 2: Software and Analysis – What the programs 

give you.  

 

There are several different analysis programs that can 

be used to conduct an exploratory factor analysis. 

Whether you use SPSS or SAS, you will always be 

given three things, including: 

(a) a list of eigenvalues which tells you how many 

factors or components of variation there are in the 

dataset.   

(b) a factor pattern or factor loading matrix, which tell 

you how the questions in your questionnaire are 

related to the different factors. 

(c) a number of different rotations, which give you 

different perspectives or ways to look at, and observe 

the data. 

1. Eigenvalues 

Here is the first part of the output from a SAS (a 

statistics program for analyzing data) for the 20 

questions from the CES-D questionnaire assessing 

depression. This is the table of eigenvalues for the 

questions in the dataset that you are analyzing.  

 

 

The eigenvalues tell you how many factors there are in 

the dataset of questions. You will notice immediately 

that there are 20 eigenvalues, one for each question in 

the questionnaire. You will also notice that they are 

arranged from highest to lowest and that the first 

eigenvalue has a value of 8.91. If you divide that 

number by the number of questions in the dataset, 

which is 20, you get the proportion of variance 

accounted for, which is 0.45.  
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This says that there is a factor that accounts for almost 

45% of all of the variability in how people answered 

questions. That’s pretty darn good. We still don’t know 

what the questions are that are interrelated and 

accounted for by this factor. But we do know that they 

are interrelated.  

The table of eigenvalues also says that there is more 

than one factor. The second eigenvalue is a little bit 

larger than 2 and accounts for another 10% of the 

variability in how people answered questions. This is 

also pretty good. But then the next eigenvalues get 

smaller and smaller until they have values of less than 

1.0. 

The eigenvalues are used to tell you how many factors 

are needed to account for most of the variability in 

how questions are being answered.  

Intuitively, it makes a lot of sense to keep two, but it is 

much less clear whether should keep the next few. 

There is no fixed rule. How many you decide to keep 

will depend on the goals of your questionnaire (i.e., to 

assess depression), the theory about your construct 

(i.e., is depression best understood as the presence of 

sad mood plus the absence of happy mood, or is just 

the presence of sad mood enough), as well as a 

number of other pragmatic considerations (i.e., are 

you trying build an ultra-short form of the 

questionnaire).  

From a purely computational point of view, a value of 

1.0 is a good starting point. You will notice in the table 

of eigenvalues that there is always as many 

eigenvalues as there are questions. This reflects the 

theoretical possibility that if the 20 questions were 

entirely uncorrelated with each other, there would 

need to be 20 eigenvalues with the same value of 1.0.  

In this sense, any value greater than 1.0 represents the 

point at which a factor is explaining more than what 

could be explained by a single question. Values 

greater than 1.0 indicate that the variability in 

questions can be accounted for by something that is 

shared or common to more than one question. 

So, one is a magic number. The way to remember this 

is that “eigen” is a German word meaning “single” or 

“one.”  Factor analysis has also been referred to as an 

eigen analysis.  For those with a more formal statistical 

background, you may already know that the primary 

way of computing the eigenvalues is to conduct a 

singular value decomposition.   

 

Scree plots 

 

Most statistical programs such as SAS or SPSS will plot 

the values of eigenvalues in what is known as a scree 

plot. The scree plot for eigenvalues for the analysis of 

the CES-D is presented below. 

 

By convention, the number of factors to be retained is 

determined by the difference between factors. When 

the difference between factors stops decreasing (i.e., 

when the line is flat) then additional factors should not 

be retained. Graphically, this means that anything that 

can be connected with a flat line should be dropped. 

In this plot, the difference between Factor 1 and factor 

2 is large, so by this convention, the first factor would 

be retained. But the difference between Factor 2 and 

Factor 3 is small, and the value for Factor 2 seems to 

fall along a flat line, which opens up a debate. Even 

though the eigenvalue is larger than 1.0 (it is in fact 

2.0), the fact that the amount gained from Factor 2 to 

Factor 3 is small suggests that maybe you should only 

retain one Factor.  

1. Factor Pattern or Factor Loading Matrix 

Now let’s talk about the second part of the output 

from any standard stats package, such as SAS or SPSS. 

This is the table of factor loadings, also called the factor 

loading matrix or factor pattern matrix.   
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The table of factor loadings represents the set of 

coordinates that show you how each question from a 

questionnaire (or variable from a dataset) is related to 

all of the different factors as well as the results for the 

20 questions from the CES-D.  There are a number of 

important points to keep in mind when interpreting 

factor loadings. 

1. Factor loadings can range from -1.0 to 1.0. 

2. Factor loadings with an absolute value of less than 0.30 

are often suppressed from being shown to make it easier 

to read the results. 

3. Factor pattern loadings are shown only for the largest 

factor first, and then only for factors, with eigenvalues 

greater than 1.0. 

4. Factor pattern loading can be interpreted like item-total 

correlations. They show how strongly an individual 

question is related to the underlying component of 

variation. Large values – both large negative or large 

negative values – mean that the question is strongly 

related to the underlying dimension of variation (e.g., 

question 1 is a really good question). 

5. Negative loadings may mean that the question needs to 

be “reverse” scored. For example, question 4 (i.e., “I am 

happy”) should be reverse scored on the basis of the 

negative factor loading (i.e., -0.37) 

6. Results are typically presented for what is called an 

“unrotated” factor pattern matrix for the 20 questions from 

the CES-D (see figure X). Typically, results are also then 

provided for a rotated factor pattern matrix later on (we’ll 

get to that in a minute).  

7. Factors are by default “orthogonal” meaning uncorrelated, 

but this restriction can also be relaxed, meaning that you 

can compute values of the factor loadings for factors that 

are allowed to correlate (and not be orthogonal).   

 

Interpretation 

 

These results tell us a lot about the structure of the 

CES-D and the performance of different questions.  

1.  There appears to be one large factor, accounting 

for a sizeable amount of variance (almost 45%) and 

that the vast majority of the questions are all related to 

this factor. If you examine the items that have the 

largest factor loadings, it would appear that this factor 

could be labelled “depression” given that items 

assessing depression are the most strongly related to 

it.  

 

Note: Statistical programs will not help you come up 

with names for the factors. Naming the factors will 

come from reading the questions that are related to 

the factor you would like to name and depend on your 

ability to understand what these questions are really 

asking about. Two different researchers could possibly 

produce two different, albeit equally valid, names. 

2.  Generally speaking, items have large factor 

loadings. Traditionally, an absolute value of 0.30 has 

been used as a criterion by which an item should be 

retained or dropped. All of the items have loadings 

that are greater than an absolute value of 0.30.  

Note: This should not be surprising of course, given 

that questions on the CES-D were already retained as 

a result of some very careful psychometric analyses 

previously conducted by Radloff (Radloff, 1977).  

3.  Now, given that the CES-D was intended to be 

used as a unidimensional scale (and we know this since 

we routinely used total scores), results for the 

eigenvalues tell us that there is more than one sizeable 

factor that accounts for the manner in which individual 

questions are interrelated. This is a bit of a problem. 

Ideally, the questionnaire would be unidimensional, 

such that all items would be related to the same, single 

underlying factor. Given these results, it would be fair 

to express some concerns about the structural validity 

of the scale.  

Note: This is not ideal but not necessarily a fatal flaw. 

Whether or not any questionnaire is good or bad must 

be considered relative to every other scale out there. 

Most scales have shortcomings. The real value of these 

types of analyses is that they will help scale developers 

identify ways in which scales can be improved.  

4. Some questions appear to have large factor 

loadings on more than one factor. Let’s look at 

question 5 (i.e., I had trouble keeping my mind on 

what I was doing) and question 12 (i.e., I was happy). 

Question 5 has high loading on two factors, but there 

is still a meaningful difference between the loading for 

Factor 1 (0.63) and the loading for Factor 2 (0.33). This 

says that this question is related to two different 

factors, but it is more strongly related to Factor 1.  

 

The situation is different for question 4. When you 

compare the absolute value of the factor loadings for 

Factor 1 (-0.56) and for Factor 2 (0.54), they are 

virtually identical. This is a real problem because it says 

that your answer to one question is allowing us to 

determine how much of two different constructs you 

have. This question would be said to have a lack of 

specificity since it doesn’t allow you to say how much 

of a condition, characteristic or ability a person has. 

Ideally, each question would load on one and only one 

factor.   
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Recommendations 

 

There are a number of recommendations that one 

could make about the CES-D, depending on one’s 

goals.  

1.  One recommendation that follows from these 

analyses is that questions that are related to a second 

factor could be dropped. The four “positive” mood 

questions are negatively related to the “sad mood” 

questions. Eliminating these questions would leave us 

with 16  questions forming a  more unidimensional 

scale, as was originally intended.  

2.  If the goal of the researcher was to develop a short 

form of the CES-D, another recommendation might 

include the elimination of the questions with factor 

loadings that have the smallest absolute values. If the 

researcher wanted to create an ultra-brief measure of 

depression comprised of no more than a few 

questions, they could use the factor loadings on Factor 

1 to determine which items are more or less strongly 

related to the factor and then drop items with the 

lowest factors first.  

Loss of information. How many items and factor 

should I drop? 

 

Eliminating items (and factors) represents a loss of 

information. However, the amount of information lost 

as a result of dropping items or other factors may not 

be significant.  

 

Consider, for example, the loss of information that 

arises from adopting the five-factor model of 

personality developed and validated by Costa and 

McRae over and above using a questionnaire that 

measures 16 or more different characteristics of 

personality.  

 

One of the most important theoretical implications of 

the five-factor model is that personality can be 

(adequately) described on the basis of five different 

factors. This is due to the questions on the NEO-PI 

being selected because they were most strongly 

related to the five factors. Hence, we can feel 

confident that we are measuring what is really 

important about personality. Questions that are not 

related (or do not load on) to these factors are not 

related to the first five factors, which would account for 

the greatest amount of variability in people’s 

responses to questions on the questionnaire. The 

additional information contained in these questions 

are not crucial. Eliminating them does represent a loss 

of information but that loss is not that important.  

 

This is in fact what the field of personality has 

concluded. The five-factor model of personality is the 

dominant model of personality and the NEO-PI is the 

gold standard measure. Any loss of information that 

may arise as a result of keeping just five factors, rather 

than six, seven or more, has been judged to not be 

significant. Until someone else can show otherwise, we 

will settle for just five.  

 

Assessing communalities h2  

 

Statistical programs will also produce communalities 

for each item.  The communality is the amount of 

variance in an individual question that a specific 

number of factors explains. If you elect to retain four 

factors, the communality will tell you how much 

variance is accounted for and analogously how much 

information is accounted for by the two factors. 

Because most items are related to one and only one 

factor, h2 should be high.  

 

The graphical representation of the results of factor 

analyses 

 

The factor loading matrix can also be thought of as a 

set of coordinates in multi-dimensional space. This can 

be easily depicted for the first three factors of any 

output because we are able to visualize three 

dimensions. Here is an example of the spatial 

representation for question 3 from the CES-D (i.e., I 

felt like I could not shake off the blues …”). If you use 

the factor loadings for question 3 from the first three 

factors, you get the following coordinates (F1= 0.83, F2 

= 0.1, F3 = 0.2). Graphically, it would look like the 

figure below. If you did this for every question you 

could visually see how questions cluster together, and 

you would see the cluster of depressed items as 

spatially separated from the cluster of positive items.  

 

 

 

 

 

 

 

 

 

F1= 0.83, F2 = 0.1, F3 = 0.2 
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Orthogonal and non-orthogonal rotations 

 

By default, most statistical programs conduct a factor 

analysis, that seeks to identify factors (or components 

of variation) that are unique or orthogonal (which 

means unrelated to each other).  

 

As an exploratory approach, this is an effective way to 

start, since it will provide you with the most useful 

understanding of how many components and factors 

are present in your dataset containing responses to 

your questionnaire.  

 

At this point, it is worth noting that although factor 

analysis is viewed as an exploratory approach, there is 

none the less a very important statistical model that is 

being imposed on the data. (We will contrast this to 

models that research define and then impose on the 

data more in the chapter on confirmatory factor 

analysis).  

 

The model in this instance is a model in which factors 

are expected to be unrelated to each other. This is 

important because if it turns out that your dataset 

contains a number of questions or questionnaires that 

are not orthogonal, then the results of your factor 

analysis will produce a set of factor loadings for 

individual questions that do not load uniquely on one 

and only one factor. The results of factor analysis are 

most easily interpreted when you end up with a set of 

questions that have factor loadings with large values 

on just one factor and small values on every other 

factor.  

 

As it turns out, statistical programs like SAS and SPSS, 

will also automatically compute what is called a 

rotation of the data, which looks for a set of loading or 

coordinates. The goal of these rotations is to find a set 

of coordinates that will maximize the value of the 

loading for a question on one and only one factor 

while minimizing the value of the eigenvalues on all 

other factors. Each statistical software package comes 

with a very powerful algorithm that is designed to find 

a rotation that achieves this goal (i.e., large factor 

loading on one factor, but with small factor loadings 

on all other factors). The trickiest part is to do this in a 

manner that maximizes the size of the loading one 

factor, while minimizing the size of the loadings on all 

other factors, and to do this for all of the questions 

being analyzed simultaneously. It is truly 

mindboggling.  

 

 

The reason that this is possible originates with the 

procedure used to find the first biggest dimension of 

variation in a dataset. This will take a bit of explaining 

to do, but it is worth it, firstly to understand the 

enormous power of factor analysis, but also to 

appreciate its one real weakness. The best way to 

understand how factor analysis works, as well as the 

central role that rotations play, is to contrast Factor 

Analysis to Linear Regression. 

 

 

Comparing Factor Analysis to Univariate Regression 

 

If you recall your introductory stats course that 

included univariate regression, the goal of a regression 

model was to fit a line of best fit that would represent 

the best linear approximation of the dependent 

variable, called Ŷ, in terms of an independent variable 

X.  This line of best fit is depicted in the figure below.  

  

  

The line of best fit is chosen so that it minimizes the 

deviation between the predicted value of Y and the 

actual value of Y. The job of your stats package is to 

find what values of the intercept and slope will result in 

the smallest difference between observed and 

predicted values for all people in the dataset. 

 

There is one fundamental difference between 

regression and factor analysis. There is a symmetry in 

regression that does not exist in factor analysis. In 

regression, the dependent variable is always predicted 

from the independent variable. In factor analysis, all 

variables are treated equally, and the aim is to pass a 

straight line through all of the variables and in the best 

possible way.   
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In both regression and factor analysis, the criterion of 

fit is determined by the discrepancy between observed 

and predicted (i.e., a line of best fit). However, in factor 

analysis, it is, in fact, the squared perpendicular 

distance that is being minimized, because we don’t 

want to favour one variable over another. This 

perpendicular distance is depicted in the figure above. 

One implication of this is that the criterion of fit does 

not change if the variables are rotated, variables are 

treated symmetrically. The fit criterion is to find a 

straight line that passes through the data such that we 

minimize the sum of squared errors of prediction (SSE) 

of all of the perpendicular lines drawn from all data 

points, in all dimensions to this one line.  This line is 

called the first principal component of variation. It is 

the first factor identified in all factor analyses.  

 

So, passing a line through all of the data, with this 

criterion of “fit” in mind will identify the largest 

component of variation in the data.  

 

The problem is that it is very difficult to find this line 

unless, of course, we can rotate the data. If the data 

can be rotated (as done in the figure below) it 

becomes very easy to find the line of best fit.  

 

So, this is where the idea of rotations comes into play. 

The algorithm designed to find this line is actually 

designed to find the rotation that finds that line. With 

some sophisticated algorithm, you could quickly find 

the line that would minimize your fit criterion and give 

you the principal component of variation.  

 

Computing the length of that perpendicular line is not 

as easy as finding the length of a vertical line unless 

you can rotate the data so that the perpendicular line 

is a vertical line. Rotating the data, such that the 

perpendicular squared distance is not perpendicular to 

both the data and the x-axis turns the factor analysis 

problem into a regression problem.  

 

But now, here is the problem: as soon as you can 

identify one rotation, you can usually find a second 

that is mathematically identical and yet different. Now 

let’s look at rotated and non-rotated solutions. 

 

Here are the solutions for rotated and non-rotated 

factor loadings. The first we have discussed in detail. It 

is the first initial non-rotated solution, presented again 

here below.  

 

The second “rotated solution” was found with the goal 

of finding a set of coordinates or a rotation such that 

items would load high on one factor (i.e., have large 

factor loadings) and load low (i.e., have low factor 

loadings) on all others. Here are the results.  
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You will notice right away that items do in fact load on 

either the first or second factor. In this sense, the 

rotation achieved its goal. This does make interpreting 

the data much easier. All of the “positive mood” 

questions load on the second factor and not the first. 

This confirms the view that these questions are 

fundamentally different and could be dropped from 

the scale (or at least acknowledged as a very different 

subscale).  

 

However, the rotation has also suggested that some 

other items (e.g., Question 1, I have been bothered by 

things that usually do not bother me) might not be 

related to the first factor or any of the other factors. 

On the non-rotated solution this question had a factor 

loading of 0.60 and on the rotated solution, it fell 

below 0.30 and was suppressed from being displayed.  

 

Now here’s the issue to be addressed: which rotation is 

correct. Mathematically, the two-factor pattern 

matrices (i.e., the rotated and non-rotated) are 

mathematically similar. This should not be surprising 

because they are two “rotations” of the same dataset. 

It is for this reasons that the rotated and non-rotated 

factor pattern matrices need to be viewed as two 

different views of the dataset, which may be helpful to 

understand the data. Choosing which one will be given 

more emphasis will depend on the goals of the 

questionnaire and the theory that initially gave rise to 

the questionnaire.  
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*The image above is fairly blurry. If the questionnaire is 

available electronically, using a tool such as “Snipping 

Tool” may be useful to capture images without 

compromising the quality too much. 
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Chapter 10: Incremental Validity  

 

There are currently over 450 published questionnaires 

assessing the severity of depression. In this book, we 

have focussed on three of the most common 

measures, namely the BDI, the CES-D, and the HRSD. 

With so many different questionnaires assessing 

depressive severity, one natural question that is 

frequently asked concerns the degree to which any 

one question is better than another. If asked, which 

measure of all the measures of depression is the very 

best at assessing the severity of depression?  

 

As obvious and natural a question as that may be, we 

do  

not know for certain which measure is the best 

measure of depressive severity. We do have gold 

standards which the field has generally acknowledged 

as outstanding, but the type of evaluation needed to 

answer this question has not been conducted.  

 

In this chapter, we will examine the idea of incremental 

validity. To do so, let's consider the relatively simple 

situation in which we have two measures of 

depression, such as the BDI and the CES-D. How do 

we evaluate which one is a better measure of 

depression? Specifically, how could we evaluate which 

one has greater incremental validity? 

 

By definition, incremental validity concerns the degree 

to which a (new) measure adds to the prediction of a 

criterion above what can be predicted by some other 

(old) measures. Formulated this way, this is a kind of a 

horse race in which two scales are compared to a 

third, gold standard. Scores on the third scale are the 

finish line and the question is which of the other two 

scales best predicts those scores. For the sake of the 

example, let’s suppose the HRSD is the gold-standard 

against which the performance of both the BDI and 

CES-D will be evaluated. Immediately, this suggests 

that the outcome of any comparison will depend on 

the gold-standard chosen and that the results may 

change with a different “gold-standard.”  

 

After selecting a gold-standard against which the two 

measures will be examined, we need to identify the 

statistic that will be used to evaluate which of the two 

scales is superior. This is usually evaluated on the basis 

of which scales, the CES-D or the BDI, accounts for a 

greater proportion of variance in scores (i.e., which 

scale does a better job in predicting who has more or 

less depression) in the gold-standard, which in this 

example is the HRSD.  

 

Restated, the question becomes, does the BDI account 

for more variance (in HRSD scores) than the CES-D? 

 

Utilizing proportion of variance to express the 

incremental validity of one questionnaire, such as the 

CES-D, relative to another questionnaire, such as the 

BDI, is depicted graphically in the figure below.  

 

Let’s start with the circle with the horizontal lines, 

which is used to represent all of the variability in scores 

on the gold standard (i.e., HRSD) against which the 

new measure (i.e., the CES-D) and the old measure 

(i.e., the BDI) are compared.  

 

 

The regions of the Venn diagrams that overlap 

represent the extent to which the old (i.e., BDI) and 

new measure (i.e., the CES-D) predict variance in the 

gold standard (i.e., the HRSD).  

 

These diagrams say that the new measure (i.e., the 

CES-D) can account for some variance in the HRSD. 

This is represented by regions A and C. But the 

diagram suggests that some of the variance in the 

HRSD that can be accounted for by the CES-D can 

also be accounted for by the BDI, which is region C. 

Region C is common to both the BDI and the CES-D. 

 

However, the important question is still about whether 

any variance in the HRSD can be accounted for by the 

CES-D above and beyond the variance in HRSD scores 

 

 

 
A 

B 

C D 

New Measure 

Old Measure 

Imagine a doctor who wants to start screening 

patients, or a doctor who would like to assess her 

patient’s level of depression. She considers a 

number of different measures of depression, such 

as the BDI and the CES-D, notices that they are 

different in many ways, and wonders if she should 

administer just one or both. This is a question 

about incremental validity. Is there anything to be 

gained by administering both measures? Will 

something important be missed by not including 
both? Is one of the measures better than the other 

and if so, which one? 

Gold Standard 
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that can be attributed to the BDI. That amount of 

unique variance is represented by region A. Region A 

is not shared by the BDI. It is uniquely accounted for 

by the CES-D. This suggests that there is incremental 

validity for the CES-D relative to the BDI, in terms of 

predicting the HRSD.  

 

But, the opposite is also true. The region labelled B 

also suggests that the BDI has incremental validity 

relative to the BDI. So, the answer is that there is value 

in using the CES-D in addition to the BDI, and there is 

value in using the BDI relative to the CES-D. Both are 

useful and have incremental validity because they 

predict unique amounts of variance in HRSD.  

 

 

How do we compute the proportion of variance? 

 

One of the most important uses of regression models 

is to evaluate the degree to which two competing 

models (or hypotheses) are able to account for, or 

explain the observed data. By “account for,” I mean the 

degree to which the predicted values come close to 

the observed values. If the predicted values are close 

to observed values, then we can say that the variables 

used to generate predicted values “account” for the 

observed data. If predicted values do not account for 

the observed data well, the variables in the model are 

poor. You may need to include more variables. 

 

In the process of fitting a linear model to data, a 

variety of questions are important. 

 

1.  Does the model improve the fit substantially over 

what would result from fitting the variable by its 

arithmetic mean? (The best predictor for any 

variable is, in general, its mean). This is another 

way of asking whether the model as a whole has 

any value. 

 

2.  Do specific components of the model substantially 

improve the fit of the model? Does the inclusion 

of a particular independent variable, or a 

particular block of independent variables result in 

a substantially better fit? Alternately, does 

removing a specific variable make any difference 

in the overall model? 

 

3.  Given two or more samples or groups, does fitting 

the model uniquely to each sample improve the 

total fit over what would result if the samples were 

combined and fit by the model? 

 

Each of these questions can be addressed by 

conceptualizing each problem in terms of comparing 

the general model against a smaller part of the 

general model that is against a sub model.   

 

Here’s an example: What predicts HRSD scores better, 

the BDI or CES-D questions?  

 

Model 1:  HRSD = BDI 

Model 2: HRSD = BDI + CES-D 

 

If the CES-D predicts some “additional” variance in 

scores in the HRSD, then we should be able to better 

predict scores on the HRSD. That is, the “predicted” 

HRSD score should be closer to the “actual” or 

“observed” score. That means 

 

∑ (Y −  �̂�)𝑁
𝑖=1  2   should always be smaller in Model 2 

because it has more predictors than in Model 1 

 

 

∑ (Y −  �̂�)𝑁
𝑖=1  2(Model 2)

       <       ∑ (Y − �̂�)𝑁
𝑖=1  2(Model 1) 

 

or 

 

SSE (Model 2)    <    SSE (Model 1) 

 

Restated, it is always the case that SSE (poor model)    

SSE(good model), since the good model has more 

predictors than the poor model. More predictors 

should generally increase the extent to which the 

model fits the data and therefore should reduce the 

degree of error – unless of course the additional 

predictor has no value or predicts no additional 

variance.  

 

Comparing two models is the foundation of science.  

And this is the central idea behind benchmarking. The 

“older” sub model serves as the “benchmark” against 

which another “newer” model is evaluated. The extent 

to which the “newer” model is a better model argues 

for rejecting the “older” sub model in favour of the 

“newer” sub model.  

 

The extent to which the general model performs better 

than the sub model (i.e., leads to a reduction in error 

sums of squares) can be answered in two ways. First, 

we can construct a simple index which is designed to 

be used descriptively and captures the proportion of 

improvement in reducing error sums of squares (i.e., 

improving fit). 

 

This is the R2 coefficient defined as follows, 
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 SSE(poor model) -  SSE(good model)  

R2 =   

       SSE(poor model)   

 

This index lies between zero and one. The 

denominator expresses the extent to which the sub 

model does not fit.  The numerator expresses the 

amount by which fit is improved.  R2 represents the 

“relative decrease in error sums of squares”.  It is often 

referred to as “the proportion of variance accounted 

for.”  

 

 

Where does (𝐘 −  �̂�) come from? 

 

The manner in which �̂� is predicted can be determined 

using methods from linear regression. Let’s consider 

two possible lines of best fit as shown in the figure 

below. Which line is a better fit? Everyone knows that 

the solid line passing through all of the points fits 

better.    

 

 

How parameters (i.e., bo and b1) are estimated 

determines how well the regression line fits the data. 

Let’s suppose that the line was to have been placed a 

little differently. Take a look at the line that does not 

pass through any of the data in the plot. If you tried to 

predict scores on the basis of the “predicted” values 

from this line, the amount of error using these 

predicted values would be enormous, which indicate a 

very poor fitting model.  

 

This illustrates the importance two unknowns in our 

model, namely bo and b1, and how they are estimated. 

Not surprisingly, there are a number of criteria that 

might be used in choosing the values of these 

parameters.  

 

The regression method most frequently used is called 

ordinary least squares regression (OLS). The goal of 

OLS is to minimize the sum of the squared errors. That 

is, minimize 

 

SSE = ∑ (Y −  �̂�)𝑁
𝑖=1

2 

 

 

Determining the incremental validity of the BDI and 

the CES-D.  

 

To calculate the incremental validity of two variables, 

four different models are needed. They are as follows:  

 

Model 1:  HRSD̂= bo + b1(BDI)    

 = SSE = 1000 

Model 2: HRSD̂= bo + b1(BDI) + b2(CESD)   

 = SSE = 500 

 

Model 3:  HRSD̂= bo + b1(CESD)    

 = SSE = 700 

Model 4: HRSD̂= bo + b1(CESD) + b2(BDI)   

 = SSE = 500 

 

 

Notice that (a) the models are always in pairs and (b)  

the first model of each pair is a smaller version of the 

second model in each pair.  

 

The R2 for the first pair, which determines the 

incremental validity of the CES-D relative to the BDI, in 

terms of the HRSD (the gold standard) is: 

 

                          1000 - 500 

           R2 =   = 50% 

                              1000 

 

Accordingly, one would conclude that the CESD 

accounts for 50% more variance in HRSD scores, above 

and beyond what is accounted for by the BDI.  

 

The R2 for the second pair, which determines the 

incremental validity of the BDI, relative to the CESD, in 

terms of the HRSD (the gold standard) is:  

 

                          700 - 500 

           R2 =                                  = 29% 

                              700 

 

 

Accordingly, one would conclude that the BDI 

accounts for 29% more variance in HRSD scores, above 

and beyond what is accounted for by the CES-D.  

 

So, both the BDI and CES-D have some incremental 

validity relative to one another.  

 

HRSD 

HRSD 

HRSD 
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Possible outcomes 

 

There are always four possible outcomes from an 

analysis of the two measures in terms of their 

incremental validity. These are depicted in terms of 

Venn diagrams below.  

 

Case #1: Both scales have incremental validity 

 

 

 

Case #2: One scale (i.e., the CES-D) has incremental 

validity 

 

 

Case #3: The other scale (i.e., the BDI) has incremental 

validity 
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Case #4: Neither scale has incremental validity 

 

 

Case #5: Each has incremental validity, but they are 

unrelated to each other.  
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Chapter 11: Confirmatory Factor Analysis  

 

In this chapter, you will learn about confirmatory factor 

analysis which is one of the most common advanced analytic 

approaches to assessing the structure of psychometric 

scales.  

 

Strictly speaking, confirmatory factor analysis is the 

measurement component of an even more complex analytic 

approach called structural equation modeling. However, 

both confirmatory factor analysis and structural equation 

models use the same model-fitting approach to examining 

the structure of psychometric scales.  

 

Here is an example of a confirmatory factor analysis. There 

are a number of important components in this diagram. 

 

 
 

The first is what is called a latent variable. These are 

represented by circles (or ovals), which expresses the idea 

that they cannot be observed. In this regard, they are just 

like the factors in exploratory factor analysis. They are viewed 

as the (un-observed) constructs that we are trying to 

measure when we administer a questionnaire or scale to a 

group of people. The diagram above suggests that the CESD 

is measuring three (related) constructs, namely somatic 

symptoms, negative affect and anhedonia (the absence of 

pleasure) rather than just one construct, namely just plain old 

depression.  

 

The second important aspect is the questions on the 

questionnaire, which are represented with boxes (or 

squares). There are of course 14 boxes for each of the 14 

questions on the questionnaire (only 14 of the original 20 

questions were used in this study). The box signifies that they 

are observed data.  The third part is the arrows. There are 

two types. The unidirectional arrows passing from the latent 

construct to the observed data for an individual question 

indicates that the question is an indicator through which we 

infer the existence of the construct. It is from the answers to 

questions on the questionnaire that we infer that someone is 

depressed. This is an important theoretical point, that 

emphasizes that we cannot see depression directly. Rather 

we infer that someone is or is not depressed through the 

answers that people give to questions on a questionnaire.  

 

This idea of separating the construct from the indicators (or 

questions) that we create to measure the construct, allows us 

to acknowledge that questions are fallible and do not 

necessarily mean that we have assessed the amount of 

depression that someone has accurately.   

 

We have discussed the difference between true score (tau) 

and observed scores (x). The latent factor is in many ways 

the true score. But here again, we cannot know it directly, 

just through the answers people give to questions on a 

questionnaire.  

 

The second type of arrow is bi-directional, which in the 

diagram are used to indicate that the three components, 

somatic symptoms, negative affect and anhedonia, are 

strongly interrelated.  

 

The next part if the factor loadings that are associated with 

each path. These are analogous to factor loadings in 

exploratory factor analysis in that they tell you how strongly 

latent factors (the circles) are interrelated and how strongly 

indicators (or questions) in the boxes are related to the latent 

constructs. There's a lot more information that you can 

request be displayed, but this is enough for now.  

 

And finally, there is a small error at the bottom of each box. 

This is included to estimate the amount of error variance 

associated with response to each individual question.  

 

The logic of confirmatory factor analysis 

 

Before proceeding any further, let’s introduce the logic of 

confirmatory factor analysis. One of the main differences 

between exploratory factor analysis and confirmatory factor 

analysis is that in confirmatory factor analysis you, the 

researcher, specify or design what model is going to be 

tested and then you use a stats program to decide if the 

model that you specify actually fits the data well (or at least 

better than some other model).  

 

In the last chapter, we introduced the idea of model fitting 

using regression to examine the incremental validity of two 

tests. In this chapter, we are going to use confirmatory factor 

analysis to examine the structure of questionnaires and 

decide, for example is a unidimensional model fits the data 

better than a multi-dimensional model.  

 

Before going any further let’s look at some data. Take a look 

at the correlation table below for scores from five different 

short questionnaires, measuring fitness, exercise, illness, 

hardiness and stress.  
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Table 12.1 Correlations among health variables 

 

Results in Table 12.1 show that all of the questionnaires are 

correlated, but some are more correlated than others. If we 

were to use exploratory factor analysis, one might analyze 

the data to see if there is one factor (or component of 

variation) or if there are two.  

 

Alternately, you might just hypothesis this directly and 

construct two models – one that says that all of the variable 

is best accounted for by one factor and a second that says 

that variables are better accounted for by two factors. You 

might even be so bold to hypothesis that the physical illness 

variables (i.e., fitness, exercise, illness) and mental health 

variables (i.e., hardiness and stress). 

 

But being so bold, at this point, is more than just exploring 

the data. This is equivalent to model testing. You have 

hypothesized a very specific model about how variables are 

related, and you now need to test it out to confirm whether 

or not it is true.  

 

Before testing your hypothesis, let’s represent these two 

different models about how these variables are related with 

different confirmatory factor models.  

 

Model 1:  Unifactorial model 

The unifactorial (or unidimensional model) says that all 

indicators (or questions) are explained by one factor. 

Graphically this would be depicted like this:  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Model 2A:  Multi-factorial model 

The two-factor (or multifactorial) says that all indicators (or 

questions) are explained by two factors. Graphically this 

could be depicted like this:  

 

 

 

 

 

 

 

 

 

 

 

In this model, as it is depicted, says that there is no 

relationship between physical and mental health. In fact, 

there is a relationship, but it is a null relationship in which the 

path between physical and mental health is set to zero 

(signified here with a broken line).  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

This would be best described as a two factor, 

multidimensional, orthogonal model, given that the two 

main factors or hypothesized to not be correlated.  

 

 

Model 2B:  Multi-factorial model, correlated model  

 

Let’s be explicit and depict the two-factor correlated model 

with a solid line indicating that we do thinking that physical 

health and mental health are related. Graphically this could 

be depicted like this:  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 
fitness exercise illness hardiness 

fitness     

exercise 0.45 
   

illness -0.33 -.35 
  

hardiness 0.22 0.21 0.21 
 

stress 0.21 0.10 0.23 0.66 
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Model fitting 

 

The next step is to use a stats program, such as SAS or SPSS, 

or a specialized program such as LISREL or AMOS, to “fit” 

and compare how well these different models work. In an 

earlier chapter, we looked at using multiple regression to 

examine the extent to which two models “fit” the data by 

comparing at the difference between Y and  Ŷ. We then 

computed the sums of squares of error (SSE) to examine 

which model fits best be calculating and comparing the two 

models in terms of their degree of “misfit.”  Models that had 

a smaller SSE fit the data better, i.e., have smaller differences 

between Y and  Ŷ and therefore fit the data better.   

 

Model fitting in confirmatory factor analysis is similar. 

Predicted and observed data are computed for a pair of 

models and then compared in terms of how well they fit the 

data. The first part of this process is to compute how well the 

model fits the data. There are a number of difference ways 

to estimate the degree of fit, which we discuss shortly, all of 

which depend on examining the difference between actual 

correlations that are observed among variables, i.e., the 

correlations in Table 12.1, and a set of correlations that are 

implied or predicted from the model you are testing.  

 

Let’s compare Model 1 (the 1 factor, unidimensional model) 

to Model 2B (the 2 factors, multidimensional model). Model 1 

implies that all of five of the indicators will be correlated 

more or less to the same degree because they are all 

indicators of the same construct or latent variable. In 

contrast, Model 2B implies that all of five of the indicators will 

be correlated more or less to the same degree, but because 

three indicators of health and associated with their own 

latent variable, called physical health, and the two others, are 

associated with a separate latent variable called mental 

health, the correlations among physical health indicators is 

predicted to be stronger among themselves than with the 

two indicators for mental health. Model 2B also implies that 

the correlations among mental health indicators are 

predicted to be stronger among themselves than with the 

two indicators for physical health. Basically, Model 2B says 

that there should be two clusters of correlations, namely the 

three health and two mental health variables, and Model 1 

says there should be one big cluster.  

 

Take a look at the data in Table 12.1. What do you think? 

Two clusters or one cluster? The observed data actually 

appears to better support the idea that there are two 

clusters of correlations, one group involving the three health 

variables and a second group involving two mental health 

variables.  

 

After computing how different each of the models is from 

the observed data, the second part of this process is to 

compare the two models. This can be done in different ways.  

 

The first most obvious way is to compare how much of a 

difference there is between the correlations between the 

correlations implied by each of the models and the actually 

observed data.  

 

Every statistical program does this by computing the root 

mean square residuals (or RMS residuals, or RMSR, or RMR). 

It is a little bit more complicated than just looking at the 

difference between observed and predicted correlations, but 

the logic is the same.  

 

Specifically, RMR is the coefficient which results from taking 

the square root of the mean of the squared residuals, which 

are the amounts by which the sample variances and 

covariances differ from the corresponding estimated 

variances and covariances. The closer the RMR is to 0 for a 

model being tested, the better the model fit. Fitted residuals 

result from subtracting the sample covariance matrix from 

the fitted or estimated covariance matrix. LISREL computes 

RMSR. AMOS does also but calls it RMR. 

 

 

Saturated and Null Models 

 

All statistical programs will automatically compare whatever 

models you specify with two other models by default, 

namely the saturated model and the null or independence 

model. 

 

The saturated model is a fully explanatory model in which 

there are as latent constructs as there are variables and all 

latent variables are connected.  

 

  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

This is essentially the confirmatory factor analysis model for 

every correlation table you have ever seen.  

 

The null or independence model. The independence model 

is one which assumes all relationships among measured 

variables are 0. This implies the correlations among the 

latent variables are also 0 (that is, it implies the null model).  
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Chapter 12: Psychometric wrong-doing  

and ethical issues 

 

In this chapter, we will review a number of difficulties 

with the use of psychometric tests.   

 

Case #1:  Problems with screening 

 

The columbia teen screen program is a school based 

screening progam that was designed to assess, identify 

and provide services to students at risk for suicide.  

 

  
 

“The ultimate goal of the TeenScreen Program is to 

ensure that all youth are offered a mental health 

check-up before leaving high school. Our primary 

objective is to help communities establish permanent 

early identification programs through which youth are 

screened for mental disorders and suicide risk factors.” 

 

Results  

The validation study involves 9th-12th grade students 

attending seven New York high schools (N = 1,729). 

Results showed that 28% (n = 489) of the students 

endorsed one of the items and therefore met criteria 

for being at risk of suicide. The efficient cut point (or 

score) had a sensitivity of 0.75, and a specificity of 

0.83, but  a positive predictive value of less than 33% 

and in some cases even lower (p. 75). 

 

Comment: 

There are a number of psychometric difficulties with 

these results, namely a very low postive predictive 

value, of just 33%, meaning that only one third of 

people designated as at risk, were actually at risk. This 

creates a number of difficulties, given that students at 

risk were told that they would be given a follow up 

assessment, and therefor at least for a while, were led 

to believe that they may have had a condition that 

required further assessment.  

 

In retrospect this may no be surprising, educators 

know that on any given day, 10% of student absent at 

any time, for a variety of reasoins, that 10% of students 

drop out by year end (even though the may return or 

continue in alternate programs). But the difficulty is 

really a difficulty about baserates.  Given that young 

people who are absent and drop out tend to be 

young people experiencing difficulties, the very group 

you wish to screen. 

 

Is this an instance of wrong doing? 

Whether or not this is an example of wrong doing will 

be decided by a number of individuals. However, in at 

least one instance, one family has taken the program 

to court, arguing that the false-identification of their 

son was harmful.  

  

Case #2:  Modifying a test 

 

In 2010, the federal 

government replaced the 

obligatory long-form census 

questionnaire, which was 

previously sent to one-fifth 

of all households in Canada, 

with an optional version sent 

to one-third of dwellings. 

 

A June, 2010, internal study 

obtained by The Globe and Mail under the access-to-

information law offers an inside look at how new 

census-taking rules could skew data in a range of 

areas from housing to demographics. 

 

 
 

Case #3:  Using tests not designed to assess the 

construct of interest 

 

The Wechsler Intelligence Scale 

for Children (WISC), developed by 

David Wechsler, is an intelligence 

test for children between the ages 

of 6 and 16 inclusive that can be 

completed without reading or 

writing. The WISC generates an IQ 

score. 
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David Wechsler, makes this clear beyond any doubt: 

"He (David Wechsler) rejected most attempts that I 

made to add easy or hard items to the WISC-R saying 

firmly, 'My scales are meant for people with average or 

near-average intelligence, clinical patients who score 

between 70 and 130.'" "They are clinical tests." When I 

reminded him that psychologists commonly use his 

scales for the extremes, and want to make distinctions 

with the 'below 70' and 'above 130' groups, he 

answered, "Then that is their misfortune. It's not what I 

tell them to do, and it's not what a good clinician ought 

to do. They should know better."1   

 
1 Intelligent testing with the WISC-III by Alan S. 

Kaufman, New York: Wiley, ©1994 

 

Case #4:  Use of Validity Scales (in General) 

 

In the 1950s Duke Power's Dan River plant had a policy 

that blacks were allowed to work only in the 

companies labor department, which held the lowest-

paying positions in the company.[1], and in 1955, the 

company added the requirement of a high school 

diploma for its higher paid jobs.[3] 

 

However, in 1964, the Civil Rights Act was passed that 

outlawed discrimination based on race, color, religion, 

sex, or national origin.[6].  Duke Power removed its 

racial restriction, but retained the requirement of 

having high school diploma, and added the additional 

requirement of passing an IQ test in addition to 

possessing a high school diploma.[4]  

 

Black applicants, were less likely to hold a high school 

diploma and averaged lower scores on the IQ tests, 

were selected at a much lower rate for these positions 

compared to white candidates. However, it was 

discovered that many white people who had been 

working at the firm for some time, did not meet these 

requirements, and still performed their jobs as well as 

those that did meet the requirements.[3] 

 

The courts 

 

The Supreme Court ruled that under Title VII of the 

Civil Rights Act, if such tests disparately impact ethnic 

minority groups, businesses must demonstrate that 

such tests are "reasonably related" to the job for which 

the test is required. Since the aptitude tests involved, 

and the high school diploma requirement, were 

broad-based and not directly related to the jobs 

performed, Duke Power's employee transfer 

procedure was found by the Court to be in violation of 

the Act. 

 

Chief Justice Berger wrote, “… Congress has now 

provided that tests or criteria for employment or 

promotion may not provide equality of opportunity 

merely in the sense of the fabled offer of milk to the 

stork and the fox. On the contrary, Congress has now 

required that the posture and condition of the job 

seeker be taken into account. It has -- to resort again 

to the fable -- provided that the vessel in which the 

milk is proffered be one all seekers can use. The Act 

proscribes not only overt discrimination, but also 

practices that are fair in form, but discriminatory in 

operation.” 

 

This case set a precedent for African Americans, 

women, and other minorities, for fairness in hiring, and 

established that the requirements of the job must 

reasonably associate with job performance (Hogan, 

2007). This case designated legal standards, requiring 

the validation of tests, or in other words, must show "a 

relationship between the selection device and job 

performance" (Hogan, 2007, p. 610).  

  

 

Case #5:  Use of Validity Scales (in Special Populations) 

 

The Fake Bad Scale (FBS) was originally developed 

using the Minnesota Multiphasic Personality Inventory 

(MMPI; Butcher et al. 1989) items to detect malingerers 

in personal injury cases (Lees-Haley et al. 1991). 

According to the scales' developers, "In the personal 

injury context, malingering is pretending to be more 

distressed, more impaired, or more disabled than one 

is" (p. 203). The FBS is based on its authors' premise 

that a substantial number of clinicians and plaintiffs' 

attorneys coach claimants in advance of independent 

medical evaluations to create false claims. As the first 

step in developing the FBS, its first author examined 

the MMPI item pool, rationally selected 43 items to 

include on the FBS, and then rationally determined the 

items' scored direction unpublished frequency counts 

of malingerers' MMPI responses and observations of 

personal injury malingerers" (Lees-Haley et al. 1991, p. 

204).  

 

Unfortunately, many of those same statements are 

statements one would expect a person with brain 
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damage to endorse.  Traumatic brain damage can 

cause attention and concentration difficulties, 

confusion, anxiety and depression. Persons with 

cognitive dysfunction and related emotional issues 

such as anxiety, depression and/or physical problems 

due to a brain injury may endorse items on the scale 

such as anxiety symptoms, depressive symptoms, head 

pain and/or confusion.  As a results, a patient can 

obtain points on the Fake Bad Scale by admitting to 

the very symptoms of brain injury. In fact, if one 

removes the items in the scale which are symptoms of 

brain impairment, the patient may very well pass, thus 

making elevations on the Fake Bad Scale potentially an 

indication of true brain impairment versus symptom 

amplification or, in worst case scenarios, malingering. 

The Courts 

As far back as January, 2002, Drs. Butcher and Arbisi 

and others argued that “the FBS is not likely to meet 

legal criteria in forensic cases because of the lack of 

empirical validity …”18 .  Their prediction rang 

true.  Since that time, five different judges had 

hearings on the FBS and ultimately rejected the scale.19 

One judge ruled that, “the FBS has significant potential 

to negatively impact persons with true disabilities.”20    

Including the FBS in an individual’ MMPI-2 evaluation 

was until recently left to the discretion of the 

examining psychologist. However, in January  

2007, the test distributor, Pearson Assessments, under 

the direction of the MMPI-2 publisher, University of 

Minnesota Press, announced that it would include the 

FBS scale score as a validity score in every person’s 

MMPI-2 profile scored using their standard scoring 

materials.  

 

In a press release announcing this decision, Pearson 

Assessments (2007, p. l) quoted Lees-Haley, "The FBS 

catches the more subtle forms of non-credible 

reporting. For example, the FBS can be helpful in cases 

where someone with a mild or nonexistent brain injury 

is trying to appear seriously dysfunctional or disabled 

but not psychotic." Pearson  

Assessments (2007, p. l) also quoted Larrabee, who  

Based on the evidence presented during the Frye  

hearing, Judge Bergmann (Williams v CSX 

Transportation, Inc. 2007, p. Il) concluded:  

 

"The FBS is very subjective and dependent on the 

interpretation of the person using or interpreting it.  

There is no definitive scoring because scoring has to be 

adjusted up and down based on the circumstances and 

there is a high degree of probability for false positives. 

Moreover, the scoring assessment has changed over 

the years from an original cut score of 20 in 1991, with 

recommended interpretive scores now ranging from 23 

to 30; this coupled with the acknowledged bias against 

women and those with demonstrated serious injuries 

makes the FBS unreliable."  

 

Judge Bergmann (Williams v CSX Transportation, Inc.  

2007) prohibited the defense expert from testifying in 

his courtroom that the FBS showed the plaintiff had 

been malingering. He joined two other Florida judges 

who also excluded expert testimony about the FBS in 

cases appearing before them (i.e., andergracht v. 

Progressive Express excluded expert testimony about 

the FBS in cases appearing before them (i.e., 

Vandergracht v. Progressive Express et al. 2005; 

Davidson v. Strawberry Petroleum et al. 2007.)  

 

 

 

 

 

 

 

Sources:  

 

Butcher , J. N. et al (2008). Potential for Bias in MMPI-2 

Assessments Using the Fake Bad Scale (FBS), 

Psychological Injury and Law , 191–209;   

 

Williams C. L. et al.(2009) Inaccuracies About the 

MMPI-2 Fake Bad Scale in the Reply by Ben-Porath, 

Greve, Bianchini, and Kaufman (2009). Psychological 

Injury and Law, 2 182-197) 
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Chapter 13: Critically reviewing the performance of 

tests 

 

In this chapter, we will cover how to go about critically 

reviewing the performance of different types of tests, 

questionnaires and measures. Whether or not any test 

or questionnaire is a good test will depend on many 

different factors, some obvious like the reliability and 

construct validity of the test, some less obvious like the 

structural validly, discriminability and difficulty of 

questions.  Very broad issues such as (a) the original 

objective of the test, (b) the specific goal of 

administering the test, and (c) whether or not the test 

was being used in the manner in which it was 

intended, for the purpose it was intended and in the 

population for which it was initially designed and 

validated, will all be important.  

 

Many high-quality tests have been used 

inappropriately, either to assess groups of people for 

which they were not designed or to designate people 

with conditions that they were never designed to 

assess.  

 

Impact on test scores and indices of performance 

 

One of the most important considerations in 

evaluating a test is to determine, how your concern 

about the test (i.e., whether it is about reliability or 

validity) affects test scores.   

 

There are several different ways of thinking about test 

scores. Every one of the measurement statistics that 

you learned about in an earlier chapter provides you 

with a way of evaluating the performance of the test. 

 

Here is a list of the different measurement statistics 

that were introduced. 

 

• Mean 

• Standard deviation 

• Correlation 

• Effect size 

• Positive predictive value 

• Negative predictive values 

• Sensitivity 

• Specificity 

 

And now let’s add some of the other statistics you 

learned about, namely 

 

• Cronbach’s alpha 

• Kappa 

• Eigenvalues 

• Factor loadings 

  

It is important to remember that some ideas, such as 

convergent and divergent validity estimated by 

examining correlation coefficients – just as test-retest 

reliability can be.  

Every one of these statistics offers a way of thinking 

about the performance of the test.  

 

Case #1: Let’s consider the impact of using clinical 

measures of depressive severity, like the BDI, in non-

clinical samples of people, such as groups of people in 

the workplace or in a school setting, where the 

prevalence of depression is likely to be lower than in a 

psychiatric hospital.  Keep in mind that the BDI was 

developed to assess the severity of depression in 

clinically depressed persons and not in groups of 

students for example.  

 

Administering the Beck Depression Inventory (BDI) in a 

sample of clinically depressed people yields a mean 

score of 19 and a standard deviation of ± 8, indicating 

that 95% of people in the sample will have scores 

between 3 and 37. Not surprisingly, the mean score in 

non-clinical samples of college students is much lower, 

often around 8. But the standard deviation also can 

remain very high, about ±6, which indicates that 95% 

of people will have scores between – 4 and 20, which 

is a bit nonsensical. People cannot have negative 

scores on the BDI. Scores range from 0 to 63. The only 

way for this to occur is for scores to be dramatically 

positively skewed. Is this a concern? For some 

statistical tests, such as analysis of variance or factor 

analysis, radical departures from the normalcy of the 

distributions can wreak havoc on statistical tests.  

 

This is one example of how using a test developed for 

one group of individuals but administered in a 

different group can lead to difficulties that will be 

expressed in one or more measures of performance. 

Recall that in chapter X we talked about the mean and 

standard deviation not just as measures of central 

tendency but also as rudimentary measures of 

performance, in that they tell you something about 

how well the test is working in different samples.  

 

Case #2: Let’s look at another issue. On the original 

version of the BDI, one of the questions assessed the 

frequency of crying, which was subsequently removed, 

after my colleagues and I were able to show that 

differences between men and women could be 

attributed to item bias and not just the severity of 

depression.  
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If women endorse an item more than men (who are 

equally depressed, which is what item bias is), what it 

the impact of items bias on the performance of the 

test. There will be several ways in which the 

performance of the test will be influenced. Let’s 

consider the impact of item bias on estimating the 

severity and prevalence of depression in a sample of 

people. So, the fact that mean score for women on the 

question assessing crying is high than the mean score 

for men, then women are like to obtain higher total 

scores than men and are therefore more likely to 

obtain scores that exceed the cut score at which men 

and women are designated as depressed, therefore 

driving up the estimate of the prevalence of 

depression.  Bias would, therefore, lead to conclusions 

that women are more severely depressed than men 

and have a high prevalence of depression than in men 

– than what is actually the case.  

Case #3: Now look at the impact of theory on test 

scores. Let’s imagine that the central component of 

depression, is, in fact, social isolation and that social 

isolation is not being adequately assessed on most 

measures of depression. This argument says that there 

is a large number of symptoms of depression that are 

not being assessed. If true, then every measure of 

depression that currently exists is missing a lot of 

symptoms that should have been assessed. This would 

mean that existing scores on tests may be 

underestimating the severity and prevalence of 

depression. Remember, had additional questions 

assessing those symptoms been included then people 

may have higher scores on average than they have 

now, which might increase the number of people 

exceeding cut scores (although not necessarily) and 

lead to higher estimates of depression. The fact, that 

this is not being done means that current measures 

are underestimating severity and prevalence.  

Structure of these arguments 

Each of the arguments in the cases described above 

has a specific structure.  First, a difference in some 

measure of performance is identified, for example, 

women score higher on an item assessing crying. 

Second, the impact of that difference on one or more 

measurement statistics, such as mean score differences 

between groups, effect sizes, or positive predictive 

value, is described.  For example, if the difference that 

you have identified results in fewer people being 

identified as depressed (who should have been 

depressed) then the sensitivity of the scale will be 

reduced.  Finally, the meaning of the impact on 

measurement statistics is spelled out in plain English. 

For example, if the sensitivity of the test is reduced 

then our estimate about the prevalence of depression 

will be underestimated (i.e., we would conclude that 

the prevalence of depression is lower than it really is 

and that there are fewer depressed people than there 

really are).  

It is important to note that the argument also specifies 

the direction of the difference, impact and meaning. In 

this instance, scores are higher in women, which results 

in fewer people being identified (who should have 

been), the sensitivity reduced and the prevalence 

underestimated.  
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Chapter 14: Principals of test construction 

 

In this chapter, we will review the key steps and 

recommendations of good test construction.  

 

Step #1. Determine the goals of the questionnaire: 

 

The first goal of developing a test is to determine what 

the goal of the questionnaire is, that includes (a) what 

it is going to measure (e.g., what traits, characteristic, 

ability or condition) and (b) how it will achieve that, 

which includes both the format (e.g., self-report, 

clinician rated) as well as whether or not the construct 

is dichotomous (i.e., a condition which you either have 

or do not have, such as clinical depression) or 

continuous (i.e., an ability that you have more or less 

of), and (c) who the target audience (e.g., children, 

students, clinical populations, etc.) of your 

questionnaire is. 

 

To measure a construct adequately means: 

 

1. questions in your questionnaire cover all of the 

content implied by the construct (i.e., the scale 

has good domain representativeness).   

 

2. questions assess the construct of interest in a 

manner that is sensitive to the goal of the 

questionnaires (i.e., the scale is able to 

discriminate among individual differences in that 

trait, condition or ability or is it able to correctly 

identify individuals with a certain condition, trait 

or ability).  

 

Step #2:  Formal definition 

 

The second step is to obtain or create a formal 

definition of your construct. The formal definition is 

your statement about what you think, depression for 

example is. A formal definition should communicate all 

of the different elements of what is important about 

your construct, for example, is it stable or likely to 

fluctuate, is it an attitude, a skill, or an emotional, 

behaviour or physical condition.  

 

Step #3:  Question writing 

 

The third step to creating questionnaires is to 

operationalize the construct which means that you 

create questions, tasks, activities or stimuli that will be 

used to infer whether or not the person has the 

condition, trait, characteristic or ability, you believe 

your test is measuring or how much of the ability or 

characteristic the person has.  These questions 

emanate from your formal definition.  

 

Usually, but not always, the questions on a test should 

enable an expert in the field to infer what construct 

you are trying to assess.  You should for example, be 

able to read through a list of depression questions and 

conclude that this is a questionnaire assessing 

depression. If an expert cannot do this, it is likely that 

there is something seriously amiss with your 

questionnaire. 

 

Step #4: Pilot testing 

 

The next step is to have a small number of people take 

your test and provide you with feedback on every 

aspect of your questionnaire. Typical questions that 

you should ask people in the pilot tests are: 

 

• What questions were difficult to understand? 

• What made those questions difficult to 

understand? 

• Was is easy or hard to take the test? 

• What made it easy or hard to take the test? 

• What do you think the test is trying to 

measure? 

• Is there anything that you think should be 

added or deleted from the test? 

• Is there any thing you could recommend to 

make this a better test? 

 

If this sounds like a bit of a fishing expedition, you are 

correct. This is an opportunity to ensure that you have 

not missed anything important. Researchers have 

biases just like anybody else. Talking to the people you 

would like to take the test, gives you a chance to 

ensure that your biases have not lead you astray.  

 

Step #5: Revise, revise, revise 

 

The final step is to revise your questionnaire, based on 

what you have learned from piloting your new 

questionnaire. Most questionnaires undergo a lengthy 

period of development and refinement – both during 

the initial development of the test as well as over time 

as the test is used by more and more people and 

studied by psychometricians.  
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Recommendation 1: Make sure your questionnaire 

matches your research objectives.  

 

What are you trying to achieve? Are you trying to 

differentiate high ability from low ability test-takers? Or 

are you trying to ensure that everyone has in fact met 

a minimal level of expertise? Or both?  

  

Recommendation 2: Understand your research 

participants.  

 

• Identify who will be completing your 

questionnaire and try to imagine what it is like 

completing a questionnaire.  Your questionnaire 

will not be completed by a class of psychology 

students.  

• Consider the demographic and cultural 

characteristics of your potential participants so 

that you can make it understandable to them.  

• Target the vocabulary and grammar to the 

population be surveyed. For studies within a 

specific organization, use the jargon used in that 

organization. 

• Be careful to avoid language that is familiar to 

you, but might not be to your respondents. 

• Avoid unnecessary abbreviations. 

 

Recommendation 3: Use natural and familiar 

language.  Avoid ambiguity, confusion, and 

vagueness.  

 

• Familiar language is comforting; jargon is not.  

• Make sure it is absolutely clear what you are 

asking and how you want it answered. For 

example, if you just ask, "What is your income?" 

The respondent doesn't know whether you mean 

weekly or monthly or annual, pre-tax or after-tax, 

household or individual, this year or last year, 

from salary only or including dividends, interest, 

etc.  

• Avoid indefinite words or response categories. 

For example, "Do you jog regularly?" What does 

"regularly" mean? 

 

Recommendation 4: Write items that are clear and 

concise. Keep them short. 

 

• Short items are more easily understood and less 

stressful than long items.   

• Questions that are more than 10 or 12 words in 

length will be difficult to understand 

• If your participants don't understand the items, 

your data will be invalid.  

 

 

Recommendation 5: Do not use "leading" or "loaded" 

questions.  Avoid false premises.  

 

Leading questions lead the participant to where you 

want him or her to be.  Loaded questions include 

loaded words (i.e., words that create an emotional 

reaction or response by your participants).  

 

• Always remember that you do not want the 

participant's response to be the result of how you 

worded the question. Always use neutral wording.  

For example, asking "What is the most important 

thing we should do stop the economy from 

deteriorating any further?" assumes that the 

economy is deteriorating, which the respondent 

may not agree with. This puts the respondent in a 

tough spot. It would be better to rephrase as 

"What is the most important thing a government 

can do to further improve the economy". 

 

• Watch out for loaded words that have a history of 

being attached to extreme situations. For 

example, avoid questions like "What should be 

done about murderous terrorists who threaten 

the freedom of good citizens and the safety of 

our children?" 

 

• Watch for prestige markers that cue the 

respondent to give the "right" answer. For 

example, the question "Most doctors say that 

cigarette smoke causes lung disease for those 

near a smoker. Do you agree", tends to provoke 

"yes" answers because people trust doctors. 

Similarly, "Do you support the president's policy 

on Zimbobutu?" provokes "yes" answers from 

people who have never even heard of Zimbobutu 

(and, in fact, I made the name up -- yet lots of 

people will say "yes" to this question). 

 

• Avoid leading questions like "You don't smoke, 

do you?" or "I assume you would agree that the 

teachers do a heroic job for our children".  

 

• Avoid loading questions with extra adjectives and 

adverbs like "Should the mayor spend even more 

tax money trying to keep the streets in top 

shape?" 

 

Principal 6: Don't overestimate the abilities of the 

people taking the test. 

 

• Don't assume the respondent is an expert on 

themselves (unless you have no choice). Suppose 
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you want to test the idea that students give better 

evaluations to teachers who tell a lot of jokes in 

class. The wrong way to investigate this is to ask, 

"Do you rate a teacher higher if the teacher tells 

many jokes?" because this assumes that the 

student is completely conscious of everything they 

do and why.  

 

A better way may be to ask the student two 

separate questions: "How would you rate the 

following teacher?" and "How many jokes does the 

teacher tell in class?" (even better is to count the 

jokes yourself rather than rely on the student's 

estimate). Then statistically correlate the answers, to 

see if students that have teachers that tell many 

jokes also tend to rate them highly.  

 

• Avoid asking questions beyond a 

respondent's capabilities.  People have cognitive 

limitations, especially when it comes to memory of 

past events. Asking "how did you feel about your 

brother when you were six years old" is probably 

useless.  

 

• It is pointless to ask people about things that 

are not natural ways for them to think. For 

example, don't bother asking "How many gallons 

of gasoline did you buy for your car last year?". 

 

Recommendation 7: Write items that contain a single 

concept or idea. 

 

• Bad: I am like most people struggling with 

depression, when faced with a number of 

challenges in life, I will tend to dismiss the 

seriousness of the concerns and start drinking.  

• Better:  When faced with a number of challenges 

in life, I will tend to dismiss the seriousness of the 

concerns and start drinking.  

• Good: I turn to alcohol to cope with challenges.  

 

Recommendation 8: Avoid double negatives.  

 

• Does the answer provided by the participant 

require combining two negatives? (e.g., "I 

disagree that teachers should not be required to 

supervise their students during library time"). If 

yes, rewrite it.  

• Negatives like "Students should not be required 

to take a comprehensive exam to graduate" are 

often difficult for many respondents to process, 

especially if they agree with the predicate, 

because then they are disagreeing with not doing 

something, which is confusing! 

• Double negatives like "It is not a good idea to not 

turn in homework on time" yield very unreliable 

data because people are unsure about whether 

to put a "yes" or "no" even if it is clear in their 

minds whether turning homework in on time is a 

good idea. 

  

Recommendation 9: Determine whether an open-

ended or a closed ended question is needed.  

 

• Open-ended questions provide qualitative data in 

the participants' own words. Here is an open-

ended question: How can your principal improve 

the morale at your school?  

• On the questionnaire, make sure you provide 

plenty of blank space for responses; do not 

provide blank lines for responses.  

• Closed-ended questions provide quantitative 

data based on the researcher's response 

categories.  

• Open-ended questions are common in 

exploratory research and closed-ended questions 

are common in confirmatory research.  

 

 

 

Recommendation 10: Use mutually exclusive and 

exhaustive response categories for closed-ended 

questions.  

 

• Mutually exclusive categories do not overlap 

(e.g., ages 0-10, 10-20, 20-30 are NOT mutually 

exclusive and should be rewritten as less than 

10, 10-19, 20-29, 30-39, ...).  

• Exhaustive categories include all possible 

responses (e.g., if you are doing a national 

survey of adult citizens (i.e., 18 or older) then 

these categories (18-19, 20-29, 30-39, 40-49, 

50-59, 60-69) are NOT exhaustive because 

there is no where to put someone who is 70 

years old or older.   

     

Recommendation 11: Consider the different types of 

response categories available for closed-ended 

questionnaire items.  

 

Rating scales are the most commonly used, including:  

 

• Numerical rating scales (where the endpoints 

are anchored; sometimes the center point or 

area is also labeled).  

  

Very Low   1    2    3     4     5    6    7   Very 

High 
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 •  Fully anchored rating scales (where all the 

points on the scale are anchored).  

   

1    Strongly Agree               

2    Agree               

3    Neutral               

4    Disagree   

5    Strongly Disagree           

    

•   Omitting the center point on a rating scale (e.g., 

using a 4-point rather than a 5-point rating 

scale) does not appreciably affect the response 

pattern. Some researchers prefer 5- point rating 

scales; other researchers prefer 4-point rating 

scales. Both generally work well.  

 

•    You should use somewhere from four to seven. 

points on your rating scale. Some research 

supports the notion that 5 to 7 is ideal.  

 

•    I do not recommend a 1 to 10 scale because too 

many respondents mistakenly view the 5 as the 

center point. If you want to use a wide scale like 

this, use a 0 to 10 scale (where the 5 is the 

middle point) and label the 5 with the anchor 

“medium” or some other appropriate anchor.  

  

• Rankings (i.e., where participants put their 

responses into rank order, such as most 

important, second most important, and third 

most important).  

  

 

• Semantic differential (i.e., where one item stem 

and multiple scales, that are anchored with 

polar opposites or antonyms, are included and 

are rated by the participants). An example of 

this would be the following 

 

Sad 1 2 3 4 5 6 7   Happy 

  

• Checklists (i.e., where participants "check all of 

the responses in a list that apply to them"). 

Checklists or multiple response items should be 

avoided except in cases where description is all 

that is needed; only use when you don’t need 

to examine the relationship between the 

multiple response item and other items in your 

questionnaire.  

   

 

 

Recommendation 12: Use multiple items to measure 

(abstract) constructs.  

 

The fundamental idea behind measuring any construct 

is that every question will introduce some error in 

measurement which is either systematic (i.e., bias) or 

unsystematic error. Operationalizing a construct with a 

number of different items is one way of avoiding the 

impact of bias, while at the same time providing a way 

of estimating the reliability of a set of questions (i.e., it 

is not possible to assess reliability if there is only one 

question).  

  

 

Recommendation 13: Consider using multiple methods 

when measuring abstract constructs. 

 

• The idea here is that if you only use one 

method of measurement, then your 

measurement may be an artifact of that method 

of measurement.  

• On the other hand, if you use two or more 

methods of measurement you will be able to 

see whether the answers depend on the 

method (i.e., are the answers corroborated 

across the methods of measurement or do you 

get different answers for the different 

methods?). For example, you might measure 

student’s self-esteem via the Rosenberg Scale 

just shown (which is used in a self-report form) 

as well as using teachers’ ratings of the 

students’ self-esteem; you might even want to 

observe the students in situations that should 

provide indications of high and low self-esteem. 

Also, use open and closed ended items on 

questionnaire. 

  

Recommendation 14:  Consider the use reverse 

scoring. 

 

Use extreme caution if you reverse the wording in 

some of the items to prevent response sets in multi-

item scales.  (A response set is the tendency of a 

participant to respond in a specific direction to items 

regardless of the item content.)  

 

Reversing the wording of some items can help ensure 

that participants don't just "speed through" the 

instrument, checking "yes" or "strongly agree" for all 

the items.  

 

On the other hand, you may want to avoid reverse 

wording if it creates a double negative. Also, recent 

research suggests that the use of reverse wording 
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reduces the reliability and validity of scales. Therefore, 

you should generally use reverse wording sparingly, if 

at all.  

   

 

Recommendation 15:  Make sure that the 

questionnaire is easy to navigate.  

 

• The participant must not get confused or lost 

anywhere in the questionnaire.  

• Make sure that the directions are clear and 

that any contingency questions (e.g., if you 

said yes to question 5 then proceed to 

question 11) used are easy to follow.  

 

 

Recommendation 16: Order question wisely  

 

It's a good idea to put difficult, embarrassing or 

threatening questions towards the end of the interview 

when the interviewee has gotten more comfortable.  

 

•    Group questions about the same topic 

together. 

• Group questions with the same format and 

response scale together. 

• Order questions in a logical way (time 

sequence, cause -> consequence, natural order 

of choices, global -> details) 

• Ask questions that are more interesting earlier 

in the questionnaire. 

• Abstract questions should not be placed among 

the first questions of the survey. 

• Ask threatening questions towards the end of 

the questionnaire. 

• Watch out for questions that influence the 

answers to other questions.  
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Chapter 15: The future of measurement  

 

The future of measurement is sure to be digital. The 

vast majority of psychometric tests are completed 

online and degree to which individuals are being 

evaluated on the basis of their online footprint, 

knowingly or not, is increasing exponentially.  

 

Amount of data collected 

It is estimated that each day we produce 2.5 quintillion 

bytes of data. Ninety percent of the data we have 

created and stored has been created in just the past 

two years. Companies like Google and Facebook 

harvest and store data on you. The data Google has 

on you can fill millions of Word documents. Google 

offers an option to download all of the data it stores 

about you. I’ve requested to download it and the file is 

5.5GB big, which is roughly 3m Word documents. 

 

This link includes your bookmarks, emails, contacts, 

your Google Drive files, all of the above information, 

your YouTube videos, the photos you’ve taken on your 

phone, the businesses you’ve bought from, the 

products you’ve bought through Google … 

 

They also have data from your calendar, your Google 

hangout sessions, your location history, the music you 

listen to, the Google books you’ve purchased, the 

Google groups you’re in, the websites you’ve created, 

the phones you’ve owned, the pages you’ve shared, 

how many steps you walk in a day … 

 

Data tracking companies 

 

Most people will have never heard of Quantcast, but 

Quantcast will certainly have heard about them. The 

San Francisco-based company collects real-time 

insights on audience characteristics across the internet 

and claims that it can do so on over 100 million 

websites. 

 

Over a single week, companies like Quantcast, will 

amass over 5300 rows and more than 46 columns 

worth of data including URLs, time stamps, IP 

addresses, cookies IDs, browser information and much 

more. Yet the websites, where Quantcast has tracked 

my visit, are just a small fraction of what the company 

knows about me. Quantcast has also predicted my 

gender, my age, the presence of children in my 

household (in number of children and their ages), my 

education level, and my gross yearly household 

income in US Dollars and in British Pounds. Quantcast 

has also placed me in much more fine-grained 

categories whose names suggest that the data was 

obtained by data brokers like Acxiom and Oracle, but 

also MasterCard and credit referencing agencies like 

Experian. 

 

Some of the categories are uncannily specific. My 

MasterCard UK shopping interests, for instance, 

includes travel and leisure to Canada (I have in fact 

been to Canada recently for work) and frequent 

transactions in Bagel Restaurants (I can remember one 

night out where I’ve purchased quite a few bagels). 

Experian UK classifies me according to my assumed 

financial situation (for some inexplicable reason I’m 

classified as” City Prosperity: World-Class Wealth”), the 

data broker Acxiom even placed me in a category 

called “Alcohol at Home Heavy Spenders” (was it 

because I went shopping for a birthday party at 

home?), and a company called Affinity Answers thinks I 

have a social affinity with the consumer profile “Baby 

Nappies & Wipes” (very, very wrong). 

 

Because companies like Quantcast (just like Google, 

and Facebook) have trackers on so many websites and 

apps, they are able to piece together your activity on 

several different websites throughout your day. 

 

Workplace analytics are routine 

 

Microsoft Workplace Analytics uses data from 

everyday work in Office 365 to identify collaboration 

patterns that impact productivity, workforce 

effectiveness, and employee engagement. Help your 

customers speed transformation using new insights 

about the way their people and teams work. 

 

https://www.youtube.com/watch?v=xiRb8T4oh

Fc 

-  

 
 

 

https://www.youtube.com/watch?v=xiRb8T4ohFc
https://www.youtube.com/watch?v=xiRb8T4ohFc
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The measurement backlash  

 

 

the amount of research examining the extent to which 

an individual online data can eb   

 

In 2015, the Maryland State Education Association 

(MSEA) launched the  “Less Testing, More Learning “ 

campaign  to reduce testing and high-stakes 

accountability, culminating in two major legislative 

triumphs in 2017. 

 

In April, the General Assembly  passed the Protect Our 

Schools Act of 2017, which overhauls how the state 

judges its schools. The law ensures that the flexibility 

granted under ESSA be used to place less emphasis on 

test scores and more on school quality indicators such 

as a broad, challenging curriculum, class size, and 

school climate.  The bill became law in April after the 

legislature overrode Governor Larry Hogan’s veto. 

 

MSEA President Betty Weller called the the law “a 

commonsense safeguard against over-testing in our 

schools.” 

 

“This means our kids will have more time to learn 

important well-rounded skills, and our teachers can 

get back to why they went into the profession in the 

first place: inspiring their students to love learning,” 

Weller said. 

 

Jefferson CountyIn May, the More Learning, Less 

Testing Act was signed into law, which limits mandated 

testing to 2.2% of the year in the state’s public schools, 

which translates to 23.8 hours in elementary and 

middle schools and 25.7 hours in high schools. The law 

also eliminates 730 hours of standardized testing 

across 17 districts each year. The average Maryland 

student had been taking more than 200 standardized 

tests during their time in school, taking away 250 

hours from instruction. 

 

The future of psychometrics 
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